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This paper argues that we have been teaching the wrong mathematics for the world our 
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and sizing beams. That worked—barely—for an industrial era. It is disastrously misaligned with 
an AI-saturated, information-theoretic century. We propose a different center of gravity: 
mathematical metaphysics and structural understanding, rather than early vocational training. 
The core objects become the circle, symmetry, invariants, probability, and fields of change. π is 
not a mysterious factor in arc length, but a structural invariant of rotation and Gaussian 
uncertainty. Trigonometry is not a table of ratios to memorize, but the coordinate language of 
circular motion and waves. Calculus is not a bag of rules for physics homework, but the 
geometry of flow and accumulation. On top of this, we layer a parallel track in AI literacy. 
Students learn what models are, how they are trained, what they optimize, and why that 
matters. The goal is to form “centaur students”: humans who can collaborate with AI systems 
without becoming their pets. This curriculum is designed to produce citizens who understand 
structure deeply enough that AI will amplify them, not eat them alive. 
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1. Rethinking the Purpose of High School Mathematics 

The starting question is deceptively simple: What is high school mathematics for in the twenty-
first century? 

For more than a century, the implicit answer has been: to prepare a small subset of students for 
university science, engineering, and quantitative economics, and to give everyone else a 
minimal toolbox for personal finance and standardized testing. The curriculum was built as a 
conveyor belt: arithmetic → algebra → geometry → trigonometry → calculus, with physics 
exercises serving as the main “real-world” justification for abstract work. 

That answer is now obsolete. Most students will encounter far more powerful computation in 
their pockets than any equation they learn to manipulate by hand. Many will interact with 
machine-learning systems shaping what they see, buy, and believe, long before they touch a 
differential equation. In an AI-rich world, the central danger is not that students cannot solve a 
quadratic quickly enough; it is that they will not understand what kind of thing an AI system is, 
what kind of thing a mathematical model is, or how to recognize when a formal structure has 
stopped corresponding to reality. 

We suggest a different purpose: high school mathematics should be the common metaphysics 
of a technological society. It should teach structural literacy: what a symmetry is, what an 
invariant is, what a model is, what a field of influence is, what uncertainty is, and how all of 
these sit between mind and world. Engineering details can wait. The stakes are no longer just 
“will students become engineers?” but “will students remain agents in a world run by models?” 

This reorientation motivates the rest of the curriculum we propose. First, we must understand 
what we are leaving behind. 

 

1.1 From pre-engineering pipeline to structural literacy 

The traditional high school sequence was designed with a narrow pipeline in mind. Its tacit 
narrative ran something like this: 

• Learn to manipulate symbols (algebra). 

• Learn to reason about shapes (geometry, trigonometry). 

• Learn to approximate rates and areas (calculus). 

• Apply these tools to simple mechanics problems (high-school physics). 

• A subset of students continue into university STEM, where the machinery becomes more 
intricate and specialized. 
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In that world, mathematics was valuable to the extent that it produced correct numerical 
answers to well-posed engineering questions. The “why” of the subject—why linearity matters, 
why symmetry simplifies, why certain constants like π or e keep reappearing—was secondary at 
best. Students were passengers on a train whose destination they might never see. 

Structural literacy flips the priorities. The goal is not to train proto-engineers, but to give all 
citizens: 

• A sense for how and why patterns repeat. 

• A feel for how local rules produce global behavior. 

• An understanding that invariants (like π) anchor many different phenomena. 

• A vocabulary for talking about models, approximations, and limits. 

In such a curriculum, the circle is not a special case for “arc length problems”; it is the archetype 
of rotation and cyclic behavior. The Gaussian is not an exotic bell curve used once in statistics 
class; it is the canonical expression of uncertainty under quadratic penalties. Functions are not 
just expressions to be simplified; they are black boxes that turn inputs into outputs, the very 
shape that modern AI systems take. 

Structural literacy does not abandon technique; it subordinates technique to concept. Students 
still solve equations and compute derivatives, but always in service of answering questions like: 
What structure is this preserving? What symmetry is this exploiting? What kind of world would 
obey a law of this form? 

 

1.2 Why the old model fails in an AI-rich world 

In an AI-rich world, the limitations of the pre-engineering model become acute. 

First, computation has been commoditized. The kind of symbolic manipulation that once 
justified years of algebra practice can now be done instantly by handheld devices or cloud 
services. This does not make algebra irrelevant; it does make “be faster than a calculator” a 
poor learning objective. If students experience mathematics primarily as a competition against 
machinery they cannot beat, they will opt out. 

Second, models are now actors in everyday life. Recommender systems, credit scoring models, 
language models, and content filters all embody mathematical structures and optimization 
objectives. Yet the traditional curriculum says almost nothing about how such systems are built, 
what assumptions they encode, or how they can fail. Students can graduate having solved 
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hundreds of kinematics problems and never once asked: “What is this system optimizing? On 
what data? For whose benefit?” 

Third, the boundary between description and prescription has blurred. Models do not merely 
describe the world; they shape it. A predictive policing model that assigns higher risk to a 
neighborhood may justify heavier policing, which generates more arrests, which reinforces the 
model’s apparent accuracy. Understanding such feedback loops requires thinking structurally 
about probabilities, incentives, and invariants. A curriculum fixated on static problem sets 
cannot prepare students for that. 

Fourth, the cognitive load is misplaced. We ask students to memorize trigonometric identities 
disconnected from any visible symmetry, or to grind through synthetic division without any 
sense of what rational functions are good for. Then we ask them to trust opaque AI systems 
because “the computer is usually right.” They are trained to manipulate local rules but not to 
interrogate global behavior. This is precisely the profile of someone vulnerable to being “eaten 
alive” by systems that appear authoritative but are structurally misaligned. 

In short, the old model fails because it treats mathematics as a toolbox for a narrow class of 
physical problems, at the exact moment when mathematics has become the language of every 
powerful technology. It focuses on mechanics where we now urgently need metaphysics. 

 

1.3 Metaphysics, not mechanics: what students actually need to understand 

By “metaphysics” we do not mean mysticism. We mean the level of questions that sit beneath 
any particular application: 

• What does it mean for two situations to be “the same” under a transformation? 

• What is preserved when we rotate, translate, or scale? 

• What does it mean to approximate a curved object locally by a straight one? 

• What is a model, and in what sense can it be “right” or “wrong”? 

• What does it mean for information to be lost, compressed, or blurred? 

• What are the structural differences between noise, randomness, and uncertainty? 

These questions are not luxuries. They are the scaffolding beneath every engineering calculation 
and every AI system. A student who grasps them can learn specific techniques later, rapidly and 
critically. A student who does not is left applying formulas mechanically, unable to tell when 
they no longer apply. 
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Concretely, a metaphysics-first mathematics education would emphasize: 

• Symmetry and invariance 
Students learn to see rotations, reflections, and translations not as mere 
“transformations” but as automorphisms of structures: operations that leave something 
unchanged. π is introduced as an invariant of rotation (area of the unit disc, half the total 
orbit measure) rather than as a mysterious ratio. Noether-style thinking—symmetry ↔ 
conservation—is seeded early, even if formal theorems are delayed. 

• Fields and flows 
Instead of introducing calculus solely as a technique for computing slopes and areas, we 
present derivatives and integrals as tools for describing how things flow: probability 
flowing over states, heat diffusing, beliefs updating. Vector fields and gradients are 
pictures of how a system tends to move; the idea of “following the gradient downhill” 
becomes the conceptual link to optimization and learning. 

• Uncertainty and distributions 
Probability is not limited to coins and dice; it is the language for describing partial 
knowledge. The Gaussian is introduced not as a late “bell curve” but as the canonical 
distribution arising from rotational symmetry and quadratic penalties. Its connection to 
π is made explicit: the same invariant that measures circle area also normalizes 
uncertainty. 

• Models and objectives 
A model is a function from inputs to outputs tuned to fit data. An objective (loss 
function) is a scalar that the training process tries to minimize. High school students can 
understand that a recommendation system optimizing for “engagement” will behave 
differently from one optimizing for “long-term wellbeing,” even if they never write 
gradient descent code. This is metaphysics: what it means to steer a system by a scalar 
objective. 

• Scale and approximation 
Students learn that linearization, Taylor expansions, and local flatness are 
approximations valid at certain scales, not absolute truths. This inoculates them against 
over-trusting models: every model is a local approximation in some sense, and knowing 
the regime where it holds is as important as computing within it. 

These are the kinds of understanding that travel. They apply to physics, to economics, to AI, to 
everyday reasoning. By shifting focus from mechanical problem-solving to the underlying 
structures, we produce students who are prepared to learn quickly in new domains and to 
question the behavior of powerful systems. 
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1.4 The centaur vs pet distinction as an educational design constraint 

The metaphor of the centaur—a human-machine hybrid where each part does what it is best 
at—captures the positive vision for education in an AI age. In a centaur configuration: 

• The human sets goals, interprets context, and exercises ethical judgment. 

• The AI amplifies pattern recognition, memory, and computation. 

• The boundary between them is explicit and negotiated. 

The opposite configuration is the pet: 

• The system sets the agenda (which content appears, which options are visible). 

• The human reacts within a constrained environment, rewarded for behaviors that 
increase the system’s objective (engagement, profit). 

• The human’s understanding of the system is minimal; compliance replaces agency. 

High school mathematics and AI literacy must be designed so that graduates are much more 
likely to become centaurs than pets. 

This imposes several constraints on curriculum design: 

• Students must understand what kind of thing a model is. 
They should be able to say, in plain language: “This system is trained on past data to 
minimize a chosen loss; it generalizes from those patterns; it can be wrong in systematic 
ways if the world changes or if its training data were biased.” 

• Students must be able to reason about objectives and incentives. 
They do not need to calculate gradients, but they must understand that whatever you 
reward, you get more of. If a platform rewards time-on-site, it will learn to show content 
that keeps you scrolling, regardless of your long-term wellbeing. 

• Students must have practice questioning the mapping between structure and reality. 
They should be comfortable asking: “What assumptions does this model make? When 
might they fail? What is left out?” This is exactly the same habit that good mathematics 
encourages when we talk about approximations and idealizations. 

• Students must see themselves as the ones who choose invariants. 
If symmetry and invariance are the heart of mathematics, then someone must decide 
which invariants matter. Is it profit? Justice? Accuracy on a particular subgroup? Teaching 
students to articulate and defend such choices is part of making them centaurs. 
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• Students must experience AI as a tool they can direct. 
In practice, this means building simple examples where students use models to amplify 
their own work: drafting, exploring data, visualizing flows. The message is not “AI 
replaces you,” but “AI extends you—if you stay in the loop.” 

Designing high school mathematics around the centaur vs pet distinction forces us to confront 
the long-term consequences of curricular choices. A curriculum that drills symbol manipulation 
but never discusses models, objectives, and invariants is accidentally training pets: people who 
can operate within fixed rule systems but not question or reconfigure them. A curriculum that 
foregrounds structure, symmetry, uncertainty, and optimization is training centaurs: people who 
can stand beside an AI system, see its shape, and decide how it should be used—or when it 
should be rejected. 

In this sense, “rethinking the purpose of high school mathematics” is not a philosophical luxury. 
It is a design imperative for any society that expects its citizens to remain agents in a world 
increasingly run by systems whose core logic is mathematical. 

 

2. The Circle as the First Mathematical Object 

If high school mathematics is to teach structure, not just technique, it needs a primary object 
that is simple to draw, rich in symmetry, and present in almost every domain students will later 
encounter. The circle is that object. 

The circle is not just “the set of points at distance r from a center.” It is the arena in which 
rotation, periodicity, waves, phases, and even probability (via Gaussians) reveal their common 
structure. It is also the place where our traditional curriculum quietly makes its most serious 
conceptual mistake: treating angles as numbers on a line rather than as elements of a circle. 

Re-centering math on the circle means taking angles, rotations, and their invariants as primary, 
and only later introducing the linear coordinates that engineers and calculators like. In this 
section, we outline what that looks like. 

 

2.1 Angles as rotations, not numbers on a line 

In most classrooms, students meet angles as static figures: wedges between rays, labeled with 
numbers in degrees or radians. The experience is largely visual and numeric: measure this, add 
those, find the missing piece. What is missing is the action. 
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A more honest—and more powerful—definition is: 

• An angle is a rotation of the plane (or of a rigid body), not just a number. 

If you fix a point (the center) and rotate everything around it, you have performed an angle. 
Composing angles is composing rotations: do one rotation, then another. Undoing an angle is 
rotating back. 

This “angle as action” view has several advantages: 

• It is dynamic. You can act out angles physically with your body or with an object on your 
desk. 

• It gives an immediate meaning to addition and subtraction of angles: “do these two 
turns in sequence” or “reverse that turn.” 

• It naturally introduces the idea that some rotations bring you back where you started—a 
full turn—and that doing that full turn twice is the same as once, in the sense of where 
you end up. 

Students see early that: 

• There is a notion of same rotation even if you spin more than once. 

• There is a circle of possible orientations, not an infinite line. 

Only after this do we need to talk about labeling rotations with numbers. 

 

2.2 The circle group S^1 as the “space of angles” 

Once angles are seen as rotations, we can talk about the space of all rotations about a point. 
This space is not a line; it is a circle. Mathematicians call it S^1, the unit circle. 

Concretely: 

• Each point on the unit circle represents an orientation of an arrow rooted at the origin. 

• Rotations correspond to moving along the circle. 

• Doing two rotations in sequence corresponds to walking along the circle in two steps: 
this is a group operation. 

Without formalism, students can understand S^1 as: 

• A set of “angle states” arranged in a loop. 
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• With a way of combining them: one turn after another. 

• With an identity element: “no turn.” 

• With inverses: “turn back.” 

This is the first group they meet, and it already illustrates deep ideas: 

• The space is periodic: going around once brings you back. 

• There is no “largest angle”; you can keep going, but you come back to the same state. 

• There is a natural notion of distance along the circle (arc length), but it wraps around. 

When we later introduce numerical angle measures (degrees, radians), we are not defining 
angles; we are choosing a coordinate system on S^1. That distinction—between the circle itself 
and the numbers we use to label it—is what preserves sanity when students encounter 
trigonometry, complex numbers, and waves. 

 

2.3 pi as orbit measure and unit disc area, not as a conversion constant 

In the traditional story, pi arrives as a ratio: 

• circumference / diameter = pi, 

• or as the “conversion factor” between arc length and angle in radians: arc length = r * 
theta, with theta measured in units where a full circle is 2pi. 

This makes pi look like an arbitrary scale factor. Students memorize it to two decimal places and 
move on. 

In a circle-first curriculum, we instead introduce pi as an invariant of rotation, in two tightly 
connected ways: 

1. Orbit measure. 
Consider all rotations around a point: that is S^1. There is a natural “uniform way” to 
spread measure around this circle so every arc of the same angular size has the same 
measure. If we choose units so that a full turn has measure 2pi, then: 

o a half turn has measure pi, 

o a quarter turn has measure pi/2. 

Here, pi is half the total orbit measure of S^1. It is not a conversion constant between degrees 
and radians; it defines what our radian scale means. 
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2. Unit disc area. 
Take the set of points at distance at most 1 from the origin: the unit disc. Its area is some 
constant k. Using scaling arguments (and, later, calculus), we find that the area of a disc 
of radius r must be k * r^2. We then define pi to be that constant: 

o pi = area of the unit disc, 

o so area(r) = pi * r^2, 

o and differentiating with respect to r gives circumference(r) = 2 * pi * r. 

Now pi is seen as: “how big is the unit orbit-disc?” and “half of the total measure of S^1.” These 
are structural facts about the geometry and symmetry of the plane, not about our choice of 
units on a line. 

Later, when students meet the Gaussian integral and find that the integral of exp(-x^2) is 
sqrt(pi), they can recognize pi as the same invariant: the normalization constant that makes a 
rotationally symmetric quadratic penalty add up to total mass 1 in two dimensions. The circle 
and the bell curve are not coincidences; they share pi because they share the same symmetry. 

 

2.4 Trigonometric functions as coordinates of rotations and waves 

In most textbooks, sine and cosine arrive as ratios in right triangles, supported by mnemonics 
like SOH-CAH-TOA. This encourages students to treat trig as a collection of rules for solving 
ladder problems and angle-chasing puzzles. 

Circle-first trigonometry reverses that. We define: 

• Take the unit circle in the plane. 

• For each rotation (each point on S^1), look at the coordinates of the corresponding point 
on the circle. 

• Define cos(theta) to be the x-coordinate, sin(theta) the y-coordinate, where theta is our 
chosen numerical label for that rotation. 

Several good things happen at once: 

• The Pythagorean identity sin^2(theta) + cos^2(theta) = 1 is a trivial geometric fact: every 
point on the unit circle satisfies x^2 + y^2 = 1. 

• The angle addition formulas fall out of composing rotations: 

o Do rotation alpha, then beta; the combined effect is alpha + beta. 
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o Tracking what happens to the point (1,0) under these rotations yields the familiar 
cos(alpha+beta) and sin(alpha+beta) formulas, without memorization. 

• Sine and cosine graphs are seen as shadow plots of a point moving around the circle: 
the x and y positions over time. This makes waves naturally appear as projections of 
circular motion. 

With this view, trigonometry is not a bag of tricks but a coordinate language for: 

• rotations, 

• periodic motion, 

• and oscillations in physics and signal processing later on. 

Students see that: 

• Circles, rotations, trig functions, and waves are one coherent story. 

• Pi is the period of these functions in our chosen units because it is half the full orbit 
measure of S^1. 

Triangles become one important application of these ideas, not their foundation. 

 

2.5 Why linearizing the circle (too early) broke student intuition 

The root conceptual mistake in traditional trigonometry is linearizing the circle too early and 
too absolutely. 

When we say “an angle is a real number theta,” we are flattening S^1 (the circle of rotations) 
onto the real line. There is a map from R to S^1 that wraps the line around the circle, but it is: 

• many-to-one (theta and theta + 2pi represent the same rotation), 

• globally misleading (it suggests an order and size relation on angles that does not 
respect periodicity). 

If students encounter angles first as real numbers on a line, and only later are told “actually, 
adding 2pi gives the same angle,” they are being asked to retrofit periodicity onto a non-
periodic mental model. Pi then appears as the strange constant that keeps turning up in these 
wrap-around corrections. 
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This early linearization has several consequences: 

• Angles feel ungrounded. 
Degrees and radians are introduced as arbitrary scales on an axis, not as measures of 
rotation. Students memorize that 180 degrees equals pi radians without understanding 
why such a conversion exists at all. 

• Trigonometric functions feel arbitrary. 
Sine and cosine are defined as functions of these numbers, rather than as the 
coordinates of points moving on a circle. Their periodicity appears as a graph property to 
be observed, not as a structural necessity. 

• Identities feel like magic tricks. 
Without the group structure of S^1 in view, formulas like sin(alpha+beta) look like 
intricate coincidences, not the algebraic shadow of composing rotations. 

• Pi feels like a nuisance. 
It is a number to cram into approximations and to punch into calculators, not an 
invariant linking circles, rotations, Gaussians, and waves. 

In an AI-rich world, this pattern—taking a curved, periodic, or structured object and flattening it 
prematurely into a line—is especially dangerous. It habituates students to accept linear 
representations as “the thing itself” rather than as tools. The same mistake, made later with 
models and data, leads to over-trust in linear trends, naive extrapolation, and a poor grasp of 
feedback and periodic behavior. 

By instead teaching the circle as the first mathematical object, and S^1 as the true space of 
angles, we train students to keep structure and representation separate in their minds. Angles 
live on a circle; numbers live on a line. The map between them is useful but not sacred. Pi is the 
measure we attach to a full orbit; trig functions are coordinates of motion; Gaussian 
normalization is another face of the same symmetry. With that intuition in place, later 
abstractions—complex numbers, Fourier analysis, model spaces in AI—have a natural home to 
grow in. 

 

3. Mathematical Metaphysics Instead of School Physics 

If we stop pretending that high school math is a feeder course for civil engineering, we free it to 
do something much more important: give every student a clear mental picture of what kind of 
world they live in. At that level, the questions are not “How far does the ball go?” but: 

• What is space like? 
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• What is time like? 

• Why do certain patterns never change? 

• What does it mean to say “this is a law of nature”? 

Those are metaphysical questions, but they are also deeply mathematical questions. School 
physics usually brushes past them on the way to plugging numbers into formulas. A 
metaphysics-first curriculum slows down and treats them as the main event. 

 

3.1 “What is space?”: lines, circles, and curvature as competing ontologies 

The traditional curriculum quietly assumes that space “just is” a 3D Euclidean box: straight lines 
go on forever, parallel lines never meet, the shortest path between two points is obvious. That 
geometry is baked into coordinate graphs, distance formulas, and vector diagrams, and students 
are rarely told that it is a choice. 

A metaphysical approach makes the question explicit: What is space? 

At a high school level, students can already compare three different answers: 

• A line world: space is flat; every direction is equivalent; you can keep going forever 
without wrapping around. 

• A circle world: one-dimensional space that loops; walk far enough and you return to 
where you started; there is no “edge” but also no infinite extension without repetition. 

• A curved surface world: like the surface of a sphere; locally it feels flat, but globally 
straight lines can meet, and notions like “parallel” and “straight” change. 

With those pictures in place, familiar mathematical objects become metaphysical options: 

• The number line is not “how the world is”; it is one model of space. 

• The circle S¹ is another, with built-in periodicity. 

• Curved spaces (even just the globe) are a third, where straightness and distance are 
subtler. 

The point is not to teach differential geometry, but to plant the idea that geometry is a story we 
tell about space, constrained by observation and symmetry, not a given. Later, when students 
hear that general relativity treats gravity as curvature of spacetime, they have cognitive room 
for it: “Oh, we picked one ontology (flat), but others are possible.” 
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Even more importantly for AI literacy, they learn early that: 

• Every graph, every embedding, every “map” a model uses is a choice of geometry. 

• Changing the underlying geometry changes what counts as “close,” “straight,” and 
“similar.” 

That single insight will matter far more, over a lifetime, than the ability to resolve forces on an 
inclined plane. 

 

3.2 “What is time?”: cyclic vs linear models, and why it matters 

Time in school physics is usually introduced as a neutral parameter “t” on a line: things happen 
at t = 0, t = 1, and so on. We solve for position as a function of t and move on. Underneath that 
is another unspoken metaphysical commitment: time is a straight line you can’t go back on. 

But human experience is full of cycles: days, seasons, biological rhythms, economic booms and 
busts. Many physical systems are cyclic or quasi-periodic. So again we ask: What is time? 

At classroom level, students can work with at least two models: 

• Linear time: a one-way line, suitable for aging, cosmology, and irreversible processes. 
Once a moment passes, it does not return. 

• Cyclic time: a circle, suitable for clocks, planetary orbits, and repeated patterns. Events 
recur in phases; the “same” time of day or year returns. 

Mathematically, this is the difference between: 

• Treating time as a copy of the real line, and 

• Treating time as a circle (or as a line mod some period). 

Students can explore how the same phenomenon looks under each model: 

• A simple oscillation can be described as: 

o Linear time: a sine wave on a graph. 

o Circular time: uniform motion around a circle, returning to the same phase. 

• A school year can be: 

o Linear: another tick toward graduation. 

o Cyclic: a loop of recurring patterns (start, midterms, finals). 
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Why does this matter? 

First, it reinforces the earlier lesson: representing something with a line is a choice, not a 
necessity. Second, it prepares students to understand: 

• Why sine and cosine are natural models for periodic things. 

• Why systems can be stable in cycles rather than in static equilibria. 

• Why some AI models struggle with periodic patterns if they implicitly assume time is just 
a straight index. 

Finally, it opens the door to more subtle ideas: using both pictures at once. For example, “time 
since birth” is linear, but “circadian phase” is cyclic; both describe aspects of the same reality. 
The ability to hold both models in mind is exactly the kind of structural flexibility we want 
students to develop. 

 

3.3 Symmetry as the deep content of physical law 

When we say “the law of gravity is the same today as it was yesterday,” we’re making a 
symmetry claim: the laws are invariant under shifts in time. When we say “the laws work the 
same in Paris and in Tokyo,” that’s invariance under shifts in space. When we say “no direction 
in empty space is special,” that’s rotational symmetry. 

Most school physics presents laws as formulas: F = ma, v = v₀ + at, and so on. A metaphysical 
math curriculum, however, makes the symmetry content explicit: 

• Time-translation symmetry: laws don’t care when you start your experiment. 

• Space-translation symmetry: laws don’t care where you are. 

• Rotational symmetry: laws don’t care how you orient your apparatus in empty space. 

Students can see this experimentally in simple ways: 

• Drop an object at different times: same behavior. 

• Roll a ball in different directions: same basic dynamics. 

• Rotate a simple setup; the outcomes are unchanged unless friction or boundaries 
intervene. 

The key message is: 

The real content of a physical law is often the symmetries it respects. 
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At a mathematical level, this dovetails perfectly with the circle-first approach. Rotations around 
a point form the group S¹. Symmetries form groups. Invariants like π encode the geometry of 
those symmetry groups. When students later hear about conservation laws or even field 
theories, that skeleton is already there: 

• The world has structure that stays the same under certain transformations. 

• Laws are compact ways of expressing those invariances. 

In an AI context, this also trains a crucial habit: asking “What symmetries does this model 
respect? What invariances does it build in? What does it not treat as symmetric?” A vision 
model that is invariant under translations but not under rotations, for example, will behave 
differently from one that knows rotated cats are still cats. 

 

3.4 Conservation, invariants, and Noether-style thinking for teenagers 

Emmy Noether’s theorem—linking continuous symmetries to conservation laws—is one of the 
most profound results in twentieth-century physics, but its spirit is teachable to teenagers 
without a single formal proof. 

In everyday terms: 

• If a system’s laws don’t change when you shift time, something is conserved (energy). 

• If laws don’t change when you shift position, something is conserved (momentum). 

• If laws don’t change when you rotate things, something is conserved (angular 
momentum). 

Even without equations, students can explore: 

• Simple mechanical setups (carts on tracks, spinning chairs) and see quantities that stay 
the same even as other things change. 

• Basic probability processes where symmetries imply stable quantities (e.g., in a fair 
random walk, certain expectations remain constant). 

The math class can make the pattern explicit: 

• A symmetry is a transformation that leaves the rules unchanged. 

• An invariant is a quantity that does not change when you apply that symmetry. 

• Laws of nature often say: “Given these symmetries, this invariant exists.” 
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Tie this back to earlier sections: 

• The area of the unit disc is invariant under rotations. 

• The total mass of a normalized Gaussian is invariant under translations of the center (if 
you shift the whole bell, total probability remains 1). 

• The parameter π is an invariant of the rotation symmetry of the plane. 

Once students see that pattern, it is natural to ask parallel questions about AI systems: 

• What transformations leave the model’s behavior unchanged? 

• Does it treat two users with swapped identities as equivalent? 

• Does time-translation symmetry hold, or is the model explicitly time-biased (e.g., 
favoring recent behavior)? 

Noether-style thinking becomes a general lens: look for what doesn’t change, and ask which 
symmetries justify it. 

 

3.5 Deliberately delaying engineering applications to protect understanding 

This approach requires a deliberate act of restraint: we postpone the engineering-style “plug 
numbers into formulas” physics that has dominated high school math for decades. That 
postponement is not an omission; it is a design choice to protect the conceptual core. 

There are several reasons for this delay: 

1. Cognitive bandwidth is limited. 
When students are learning a new concept, like symmetry or invariant, and are 
simultaneously asked to compute numerically correct answers for word problems about 
ropes, pulleys, and resistors, something has to give. Usually, the deep concept loses and 
the student falls back on memorized procedures. By keeping the early years focused on 
metaphysics, we let the structural ideas take root before layering on applied complexity. 

2. Engineering requires stable metaphysics. 
To size a beam or design a circuit, you need to trust that the underlying models make 
sense. If students have never been taught what it means for a model to approximate 
reality, or what its domain of validity is, they are being trained to imitate engineers, not 
to think like them. Pushing the engineering into college, where students have more 
mathematical maturity, is a kindness, not a deprivation. 
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3. Not every student will be an engineer, but every student will live with models. 
The old curriculum optimizes for the few who will do mechanical calculations 
professionally. The new one optimizes for everyone’s need to understand and question 
the behavior of systems: financial models, recommendation engines, risk scores, and so 
on. That trade is justified in an AI-saturated world. 

4. Deferred technique can be learned faster. 
A structurally literate student who understands symmetry, invariants, fields, and 
optimization can pick up kinematics and circuit analysis rapidly when needed. The 
reverse is not true: a student drilled in kinematics algebra without structural context will 
struggle to bootstrap a deep understanding later. 

In practice, this does not mean banning all numerical or applied problems from high school. It 
means choosing them carefully so they serve the metaphysical goals: 

• A “physics” problem might be about how a probability distribution diffuses over time, 
not about the range of a projectile. 

• A “rates of change” exercise might be about how belief updates after receiving evidence, 
not about filling a tank. 

Engineering becomes a later specialization. High school mathematics becomes what it should 
have been all along: a clear, honest introduction to the structures that govern space, time, 
symmetry, and uncertainty—exactly the structures that AI systems now operationalize at scale. 

 

4. pi, Symmetry, and the Gaussian: A Unifying Spine 

If the circle is the first object of the curriculum, then pi is its first invariant: the single scalar that 
keeps reappearing whenever we touch rotation, area, and quadratic structure. In a traditional 
course, pi shows up as a decimal to memorize and a key on the calculator. In a structural course, 
it becomes the thread that quietly stitches together geometry, probability, and waves. 

This section lays out how that works. The technical details can be tuned to the students’ level, 
but the underlying story is remarkably simple: 

• There is a special quadratic expression, x^2 + y^2, that does not change when you rotate 
the plane. 

• The unit circle and the unit disc are defined in terms of that expression. 

• Rotational symmetry forces circle area and certain integrals to contain the same scalar 
factor. 
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• We name that scalar pi. 

Once students see that, they are in a position to understand why pi keeps resurfacing in 
“unrelated” topics: the normal distribution, the heat equation, Fourier analysis. It is the same 
invariant, seen from different angles. 

 

4.1 Quadratic forms and rotational symmetry in the plane 

At the algebraic level, the geometry of the plane is encoded in a simple quadratic form: 

• q(x, y) = x^2 + y^2. 

This function takes a point (x, y) and returns the square of its distance from the origin. The key 
structural fact is: 

• If you rotate the plane around the origin, q(x, y) does not change. 

That is, no matter how you spin the point, x^2 + y^2 stays the same. This is what it means for q 
to be rotationally invariant. 

Students can see this in several ways: 

• Geometric: rotating a segment does not change its length, so distance from the origin 
stays the same. 

• Coordinate: if you write down the formulas for a rotation and plug them into x^2 + y^2, 
all the sin and cos terms cancel, leaving you with x^2 + y^2 again. 

This one quadratic form plays several roles: 

• The unit circle is the set of points where q(x, y) = 1. 

• A circle of radius r is the set where q(x, y) = r^2. 

• The radius of any point (x, y) is sqrt(q(x, y)). 

Any function that depends only on x^2 + y^2, like f(x, y) = exp(-(x^2 + y^2)), is therefore 
rotationally symmetric: its value is the same at all points on any circle centered at the origin. 
This is exactly the structure behind the Gaussian we will use later. 

Once students understand q(x, y) as “the rotationally invariant quadratic form,” they can see 
circles, discs, and certain smooth “humps” (like the Gaussian) as different level sets and 
weightings built from the same algebraic core. 
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4.2 pi from circle area and orbit length 

With x^2 + y^2 giving us the notion of radius, we can ask: how does the area of a disc depend 
on its radius? 

Students can reason qualitatively: 

• If you scale all distances from the center by a factor k, every length doubles, triples, etc., 
but area should scale like k^2. 

• So the area of a disc of radius r must have the form A(r) = k * r^2 for some constant k. 

We then define: 

• pi := A(1), the area of the unit disc. 

By scaling, A(r) = pi * r^2 for all r. This is a clean structural definition: pi is “how big a unit-radius 
orbit-disc is” in the Euclidean plane. 

Once we know A(r), we can get the circumference C(r) of a circle by thinking of the disc as built 
from thin concentric rings: 

• Imagine slicing the disc into rings of radius s and thickness ds. 

• Each ring has area approximately C(s) * ds. 

• Adding up from s = 0 to s = r should give the total area A(r). 

In calculus language, that becomes: 

• A(r) = integral from 0 to r of C(s) ds. 

Differentiating both sides with respect to r gives: 

• C(r) = dA/dr = d/dr (pi * r^2) = 2 * pi * r. 

Now pi shows up in two linked ways: 

• as the area constant in A(r) = pi * r^2, 

• and as the proportionality constant in C(r) = 2 * pi * r. 

From the symmetry point of view, C(r) is the orbit length of S^1 scaled by r: the total distance 
traveled when you make one full rotation around the circle of radius r. Choosing units so that 
the orbit length at radius 1 is 2 * pi is what fixes our radian scale. In these units, a full turn is 2 * 
pi, a half turn is pi, and a quarter turn is pi/2. 
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Crucially, pi is not a mysterious ratio between circumference and diameter; it is the invariant 
that appears whenever we measure the size of a circle or disc in a rotationally symmetric way. 

 

4.3 pi from the Gaussian integral: uncertainty as a geometric object 

The same quadratic form x^2 + y^2 shows up in probability when we model uncertainty with a 
Gaussian (normal) distribution. In one dimension, the basic function is: 

• g(x) = exp(-x^2), 

a bell-shaped curve centered at the origin. If we want to use g(x) as a probability density, the 
total area under the curve must be 1: 

• integral from -infinity to +infinity of g(x) dx = 1. 

To normalize it, we need to know the value of the integral of exp(-x^2). That integral cannot be 
expressed in terms of elementary functions, but it has a beautiful geometric interpretation if we 
square it and move to two dimensions. 

Consider: 

• I = integral from -infinity to +infinity of exp(-x^2) dx. 

• Then I^2 = (integral exp(-x^2) dx) * (integral exp(-y^2) dy). 

Thinking of x and y as independent variables, I^2 is the double integral over the entire plane: 

• I^2 = double integral over R^2 of exp(-(x^2 + y^2)) dx dy. 

Now the exponent contains our familiar quadratic form x^2 + y^2, and the integrand exp(-(x^2 + 
y^2)) is rotationally symmetric. That makes this a natural candidate for polar coordinates: 

• x = r cos(theta), y = r sin(theta), 

• x^2 + y^2 = r^2, 

• the area element dx dy becomes r dr dtheta. 

The double integral becomes: 

• I^2 = integral from 0 to infinity of integral from 0 to 2*pi of exp(-r^2) * r dtheta dr. 

Because the integrand does not depend on theta, the inner integral is just the total orbit 
measure of the circle, 2*pi: 

• I^2 = (integral from 0 to 2*pi of dtheta) * (integral from 0 to infinity of exp(-r^2) * r dr) 
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• = 2*pi * (integral from 0 to infinity of exp(-r^2) * r dr). 

A simple substitution u = r^2 shows that the radial integral is 1/2, so: 

• I^2 = 2*pi * (1/2) = pi. 

Thus: 

• I = sqrt(pi), 

• integral exp(-x^2) dx from -infinity to +infinity = sqrt(pi). 

In two dimensions, the total integral of exp(-(x^2 + y^2)) over the plane is pi. If we normalize the 
2D Gaussian to have total mass 1, the factor 1/pi appears out front. The same pi that measured 
disc area and orbit length now measures the total "weight" of a rotationally symmetric 
quadratic penalty in probability space. 

Interpreted probabilistically: 

• The Gaussian is the natural distribution when deviations are penalized quadratically and 
symmetrically in all directions. 

• The normalization constant needed to make its total probability 1 is determined by the 
geometry of x^2 + y^2 and the orbit length of the circle. 

• That constant is pi. 

Uncertainty, seen this way, is a geometric object: a smooth bump whose mass is spread in a 
rotationally symmetric way around the origin. Pi measures how that mass spreads out. 

 

4.4 One constant, many stories: how geometry, probability, and waves cohere 

By this point in the curriculum, students have seen pi in at least three distinct guises: 

• As the area of the unit disc, A(1) = pi. 

• As half of the orbit measure of S^1, a half-turn on the circle. 

• As the square of the integral of exp(-x^2), I^2 = pi. 

Later, when they encounter waves and Fourier analysis, they will meet pi again: 

• in the period of sine and cosine (2*pi), 

• in the coefficients of Fourier series, 
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• in the kernels of Fourier transforms, where complex exponentials exp(i * k * x) embody 
pure rotations in the complex plane. 

Underneath, these are all the same story: 

• Geometry: pi quantifies the size of circular orbits in Euclidean space. 

• Probability: pi normalizes rotationally symmetric quadratic penalties (Gaussians) so that 
total probability is 1. 

• Waves: pi sets the natural period of oscillations when we parametrize the circle S^1 by a 
real line, and it appears in the exponents and normalization factors of the transforms 
that decompose signals into circular modes. 

Seen structurally: 

• The circle S^1 is the configuration space of pure rotations. 

• Quadratic forms like x^2 + y^2 define rotationally invariant notions of energy or cost. 

• The Gaussian exp(-x^2) is the simplest smooth function that decays with quadratic cost. 

• Sine and cosine are the simplest oscillations compatible with the group structure of S^1. 

Pi is the invariant that makes all of these stories agree numerically once we choose a unit 
system. It is not a stray factor; it is the scalar that appears whenever rotation and quadratics 
interact. 

For students, this unification is not about memorizing more formulas. It is about recognizing 
that very different surface phenomena—areas of circles, noise in measurements, musical 
tones—can share the same hidden structure. That recognition is the essence of mathematical 
metaphysics. 

 

4.5 Using pi to teach that “different-looking” fields can share the same invariant 

Educationally, pi can be used as a concrete demonstration that: 

Subjects that look unrelated on the surface may share a deep invariant underneath. 

A teacher can make this explicit by designing "pi crossings" throughout the four-year course: 

• In geometry, students estimate circle areas and discover the constant pi as an area 
invariant. 
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• In trigonometry, they see that one full revolution corresponds to 2pi in their radian 
coordinate, and that sine and cosine repeat every 2pi. 

• In probability, they meet the Gaussian and see pi in the normalization constant, linked to 
the area under the curve and the 2D integral. 

• In complex numbers and waves, they see Euler’s formula, exp(i * pi) = -1, as a statement 
about a half-turn on the unit circle in the complex plane. 

In each context, the teacher can ask: 

• "Where is the circle hiding here?" 

• "Where does quadratic structure show up?" 

• "How is symmetry being used?" 

Students can maintain a "pi portfolio," collecting each appearance of pi along with a short 
explanation of: 

• what is being measured, 

• what symmetry or invariance is involved, 

• how x^2 + y^2 or a related quadratic form enters. 

Over time, they see that pi is less a number to approximate and more a tag for "this system is 
fundamentally about rotation and quadratic cost." 

This habit of looking for shared invariants generalizes beyond pi. Later, students can look for: 

• the same exponent base e in growth and decay problems, complex exponentials, and 
continuous compounding, 

• the same kinds of symmetry groups appearing in different physical or social systems, 

• the same loss functions or objectives driving very different AI models. 

Pi is simply the first, friendliest invariant through which to teach the meta-lesson: 

• The world presents many faces, but the underlying structures repeat. 

• Recognizing those repeated structures is the main work of mathematics. 

• Once you see which invariant a situation is secretly using, different fields stop being 
separate silos and start to look like variations on a theme. 
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In an AI-rich world, this way of thinking is precisely what students need. Models are built from 
symmetries, invariants, and losses; pi is their early introduction to what it means for a single 
invariant to knit many stories together. 

 

5. Functions, Features, and Models: A Gentle Path to AI 

To prepare students for a world full of AI systems, we do not need to teach them to code neural 
networks in high school. We need to give them a shape for how such systems think. The right 
entry point is not “epochs” and “layers,” but the much older and simpler concept of a function: 
something that takes inputs and produces outputs in a consistent way. 

From there, we can build a ladder: 

• Functions as black boxes. 

• Features as coordinates. 

• Simple classifiers in the plane. 

• Models as functions tuned on data to optimize an objective. 

• Optimization as moving downhill on an error landscape. 

Each step can be done visually and conceptually, with very light algebra. By the end, students 
will recognize that AI is not magic; it is an industrial-scale application of familiar mathematical 
ideas. 

 

5.1 Functions as black boxes: inputs, outputs, and composition 

The usual introduction to functions focuses on formulas: f(x) = 2x + 3, g(x) = x^2, and so on. 
Students learn to plug in numbers and simplify. That is necessary, but not sufficient. For AI, what 
matters is the idea: 

• A function is something that takes an input and produces an output, the same way every 
time. 

Visually, this can be presented as a black box with arrows: 

• Input on the left: x. 

• Output on the right: f(x). 

• The rule inside might be hidden; we care about the behavior. 
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Students can meet several non-numeric function examples: 

• A “mood” function: take a text message, output “friendly” or “angry.” 

• A spam filter: take an email, output “spam” or “not spam.” 

• A recommender: take your recent listening history, output “song to play next.” 

They do not need to write the code; they just need to see that: 

• Each of these systems is a function from some input space to some output space. 

• The function may be very complicated, but conceptually it is still just a mapping. 

Composition of functions is equally important: 

• If f turns raw data into features, and g turns features into decisions, then h = g ∘ f is the 
overall model. 

• In everyday language: “first we summarize, then we decide.” 

This prepares students for the idea that complex AI systems are often chains of functions, each 
transforming the representation of the data. The “black box” picture is simple enough to be 
remembered, but rich enough to fit real-world systems. 

 

5.2 Features as coordinates and representations 

Once functions are understood as black boxes mapping inputs to outputs, we can ask: what 
does the input look like from the model’s point of view? That is where features come in. 

Features are just coordinates on some space of possibilities. Humans choose them all the time: 

• Describing a person: age, height, favorite genre, hours online per day. 

• Describing a house: square footage, number of rooms, distance to city center. 

Each object becomes a point in a feature space. For example: 

• A person might be represented as (age, hours online) = (16, 5). 

• A movie might be represented as (violence score, romance score, comedy score). 

This links directly back to the geometry students already know: 

• In 2D, features are coordinates on the plane. 

• In 3D, they are coordinates in space. 
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• In higher dimensions, the picture is harder to draw, but the idea is the same: each 
feature adds another axis. 

Using the circle-first framework, we can emphasize: 

• Just as we choose coordinates (cos theta, sin theta) to represent a rotation, we choose 
features to represent complex objects. 

• Different feature choices give different geometries: what is “close” and “far” between 
points depends on how we measure distance in that space. 

Crucially, students should see that features are design decisions: 

• A credit scoring model that uses “zip code” as a feature will behave differently from one 
that does not. 

• A recommendation model that uses “time watching” but not “self-reported mood” will 
optimize for something different. 

This helps them understand later that AI systems are not neutral: their behavior depends on 
which coordinates we choose to see the world through. 

 

5.3 Simple classifiers in the plane: lines separating colored points 

With features as coordinates, we can introduce the simplest possible form of AI model: a 
classifier in the plane that uses a line to separate points. 

Imagine a scatterplot: 

• Red points represent “spam” emails. 

• Blue points represent “not spam” emails. 

• Each point’s coordinates might be (number of links, percent of text in capital letters) or 
similar features. 

The task: 

• Draw a line that separates red points from blue points as well as possible. 

Students can do this by hand: 

• They experiment with different lines. 

• They see that some choices misclassify fewer points than others. 
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• They can talk about which line is “better” and why. 

This exercise contains the core of supervised learning: 

• We have data: points with labels (red/blue, spam/not spam). 

• We have a model family: all straight lines in the plane. 

• We are trying to choose the member of that family that does best on the labeled data. 

We can slowly add vocabulary: 

• “Decision boundary” for the line. 

• “Model parameters” for the slope and intercept. 

• “Training data” for the labeled points. 

No calculus is needed yet. The important thing is that students feel: 

• Choosing the model is choosing a line. 

• Different choices produce different patterns of error. 

• The model has no sense of “spamness” beyond the pattern it sees in the data. 

Once this picture is comfortable, it is easy to generalize verbally to more complex models: 

• Replace the line by a curve: more flexible models. 

• Replace 2D by higher dimensions: more features. 

• Replace hand-drawn lines by numerical methods: computers doing the search. 

But the core intuition remains anchored in the simple geometry of colored points and 
separating lines. 

 

5.4 Data, objective, architecture: the three knobs of any model 

With classifiers in mind, we can describe any AI system in terms of three main knobs: 

1. Data: What examples does the model see? 

o Labeled examples for classification. 

o Unlabeled text for language models. 

o Click histories for recommender systems. 
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2. Objective: What is the model trying to optimize? 

o For a classifier: minimize misclassification. 

o For a recommender: maximize engagement. 

o For a translation system: maximize the likelihood of correct translations. 

3. Architecture (or hypothesis space): What kinds of functions is the model allowed to 
represent? 

o Lines in the plane (linear models). 

o Curved boundaries (polynomials, trees). 

o Deep networks with many layers. 

High school students can understand this triad without formulas: 

• Data is the experience the model learns from. 

• Objective is the score it tries to maximize or minimize. 

• Architecture is the kind of mind it has: what patterns it is good at expressing. 

We can give concrete thought experiments: 

• If you change the data but keep objective and architecture the same, the model will 
learn a different pattern of behavior. 

• If you change the objective (e.g., from “clicks” to “user wellbeing”), the same data will 
produce a different behavior. 

• If you change the architecture (e.g., allowing more complex boundaries), you may fit the 
data better but risk overfitting. 

This framework is invaluable for AI literacy: 

• Students can look at a real system and ask: What data does it use? What is it optimizing? 
What kind of patterns is it capable of expressing? 

• They can see that unfair or harmful behavior can arise from bad data, bad objectives, or 
mismatched architecture—not from “the computer being evil.” 

By casting this in the familiar language of functions and geometry (spaces of models, distances 
in feature space, boundaries), we keep the abstraction grounded. 
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5.5 Introducing optimization and loss landscapes without computation overload 

The last conceptual step is optimization: the process by which models are tuned to perform 
well according to their objective. Here we want students to understand the picture, not to 
perform the calculations. 

We can use the earlier classifier-in-the-plane example: 

• Each choice of line (each slope and intercept) can be seen as a point in “parameter 
space.” 

• For each such point, we can measure how many training examples it misclassifies. 

• That number is the loss: lower is better. 

If we imagine parameter space as a 2D plane and loss as height, we get a loss landscape: 

• Hills where the model performs badly. 

• Valleys where it performs well. 

• The goal of training is to move “downhill” toward a valley. 

Visually: 

• Draw a rough contour map: high-loss regions in red, low-loss regions in blue. 

• Mark a starting point: a random line. 

• Show arrows moving step by step in the direction that decreases loss. 

That is the essence of gradient descent, without ever writing a derivative. The key point for 
students is: 

• Training is not magic; it is a guided search in a landscape defined by the model, the data, 
and the objective. 

• The process can get stuck in local valleys. 

• It can follow quirks in the data and overfit. 

• It relies entirely on the shape of the landscape, which is determined by earlier modeling 
choices. 

We can also make the parallel with physical intuition: 

• A ball rolling downhill moves to lower potential energy. 

• A model “rolling downhill” in loss space moves to lower error. 
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This connects directly to the earlier discussion of fields and flows in calculus: 

• The gradient is a vector field pointing in the direction of steepest ascent. 

• Gradient descent follows the negative of that field: the steepest descent. 

Students do not need to compute gradients; they just need to know that: 

• The mathematics of fields and flows underlies the “learning” process in AI. 

• Changing the objective or the model architecture changes the shape of the loss 
landscape, and therefore the way learning proceeds. 

With this picture, AI systems stop being black magic. They are function approximators with 
specific features, trained on specific data, optimizing explicit (and often narrow) objectives, 
moving downhill in landscapes shaped by human design choices. That is exactly the level of 
understanding a “centaur student” needs: enough to reason about what the system is doing, 
where it might fail, and how to stay the one setting the objectives rather than being silently 
optimized over. 

 

6. A Four-Year Metaphysical Math & AI Curriculum 

This section turns the philosophy into a concrete four-year program. The point is not to specify 
every worksheet, but to show how the big ideas—circle, symmetry, invariants, Gaussians, 
functions, and models—can be sequenced so that each year deepens the same spine instead of 
jumping between unrelated tricks. 

Each year has: 

• a theme (what the year is “about”), 

• core mathematical structures, 

• explicit AI literacy moves, and 

• projects that make the metaphysics tangible. 

 

6.1 Year 1: Form, Number, and Transformation 

Theme: Learning to see the world as structured and transformable, not just as a pile of 
numbers. 
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6.1.1 Numbers and operations as transformations 

Instead of introducing numbers only as “how many apples,” we emphasize them as actions on 
spaces: 

• Adding a number: shifting on the number line. 

• Subtracting: shifting in the opposite direction. 

• Multiplying by a positive number: stretching or shrinking. 

• Multiplying by −1: reflecting across zero. 

Students draw and act these out: 

• Walking forward/back on a taped number line on the floor. 

• Using arrows on paper to show “what +3 does” to different starting points. 

Equations are reframed as search for transformations that make things match: 

• “Find x such that adding x is the same as multiplying by 2” becomes a structural 
question: what transformation balances the two sides? 

This sets up: 

• The idea of function as transformation: 

o not just f(x) = 2x + 3, but “this rule moves you like this on the line.” 

• The idea of inverse transformation: 

o undoing an operation. 

It quietly lays the groundwork for: 

• later linear maps, 

• and ultimately for “a model is a transformation of inputs into outputs.” 

6.1.2 Rigid motions and basic symmetry groups 

In geometry, students meet rigid motions: transformations that preserve distance and shape. 

• Translations: slide the figure. 

• Rotations: spin around a point. 

• Reflections: flip across a line. 
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They see that: 

• “Same shape” (congruence) means “can move one onto the other by rigid motions.” 

• Doing two motions in a row is another motion. 

• Doing “nothing” is a special motion (identity). 

• Every motion has an undoing (inverse). 

This is a gentle introduction to symmetry groups: 

• The set of all symmetries of a shape, with “do one then the other” as the operation. 

• For a square: rotations by 0, 90, 180, 270 degrees; reflections across diagonals and 
midlines. 

• For a generic scribble: almost no symmetries. 

Students can: 

• classify familiar objects by symmetry, 

• see that symmetry is an objective, structural property of a form. 

This is where “math as metaphysics” first lands: 
some transformations matter, some do not; what stays the same tells you what the object 
really is. 

6.1.3 Algorithms, rules, and “paper AIs” 

Once transformations and symmetry feel natural, we introduce algorithms as structured rules: 

• Step-by-step processes that transform inputs into outputs. 

Examples: 

• A recipe for adding fractions. 

• A decision tree for suggesting a snack (“if time since last meal > 4 hours and activity high 
→ substantial snack”). 

Students build simple “paper AIs”: 

• They design a decision flowchart that takes a small set of inputs (e.g., weather, time, 
mood) and outputs a suggestion (what game to play, what music to listen to). 

• They test their rule on sample “users” in class. 
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The goal is not to optimize; it is to feel: 

• What it means to encode judgment into rigid rules. 

• How rules can be incomplete or biased. 

• That an “AI” is just a complicated rule system with inputs and outputs, not a magical 
mind. 

This lays the first stone for later: 
functions as black boxes and models as learned rules. 

6.1.4 Projects: symmetry books and hand-built decision systems 

Two anchor projects give Year 1 a spine: 

1. Symmetry Book 

o Students collect photos or sketches of real-world objects (leaves, logos, tools, 
buildings). 

o For each, they identify: 

 what symmetries it has (rotations, reflections), 

 what is preserved (shape, pattern), 

 what breaks when a symmetry is applied improperly. 

o The final “book” is a gallery of forms and their symmetry groups, expressed in 
accessible language. 

This cements: form + symmetry = structure. 

2. Hand-Built Decision System 

o In small groups, students choose a task (recommend a snack, pick a school club, 
suggest a weekend activity). 

o They define inputs (age, mood, time, etc.). 

o They design a flowchart or table that produces a suggestion. 

o They test it on classmates, document failures, and revise. 

This cements: rules as models of behavior, with obvious limitations. 
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By the end of Year 1, students think of numbers and shapes as things that can be transformed 
and of “smart” systems as elaborate transformation rules. That is already a giant conceptual 
shift from arithmetic drills. 

 

6.2 Year 2: Circle, Angle, and Waves of Reality 

Theme: The circle as the central object; angles as rotations; waves as shadows of circular 
motion. 

6.2.1 Circle-first trigonometry and pi as area invariant 

Year 2 begins by revisiting angles: 

• An angle is a rotation of the plane, an element of the circle S¹, not a number on a line. 

Students: 

• Work with rotating arrows on the plane. 

• See how composing rotations maps to walking around a circle. 

• Understand that multiple spins can bring you to the “same orientation.” 

Trigonometry is built as: 

• For each rotation (angle), the tip of the unit arrow lands at (cos θ, sin θ) on the unit 
circle. 

• sin θ and cos θ are defined as coordinates of points on this circle. 

Pi is introduced via area, not as a “conversion factor”: 

• Experimentally estimate the area of discs of different radii. 

• See that area scales like r^2. 

• Define pi as area of the unit disc, A(1) = pi, so A(r) = pi r^2. 

Later, show: 

• circumference C(r) = dA/dr = 2 pi r, 

• so the orbit length of S¹ at radius 1 is 2 pi. 

This year, students learn that: 

• pi is a structural constant of rotation and area. 
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• radians are simply the coordinate system where one full rotation corresponds to 2 pi of 
orbit length. 

6.2.2 Periodic motion and wave pictures from circular motion 

Next, we reveal waves as shadows of circular motion. 

Students: 

• Animate (physically or on screen) a point moving uniformly around the unit circle. 

• Project its x-coordinate over time: get a cosine wave. 

• Project its y-coordinate: get a sine wave. 

They see that: 

• Sine and cosine graphs are not arbitrary squiggles; they are time-plots of circular 
motion. 

• The period 2 pi is simply “time it takes to complete a full rotation” in radian units. 

We then connect this to: 

• Sound (vibrating strings, simple tones). 

• Light (very qualitatively: color as frequency). 

• Daily rhythms (sleep cycles, heartbeats). 

The message: periodic phenomena live on circles; waves are just linear traces of circular 
behavior. 

6.2.3 Linear models as first learned functions 

Year 2 is also the right moment to introduce the simplest learned models: linear functions in 1D 
and straight-line classifiers in 2D. 

Students: 

• Plot data points (e.g., height vs shoe size, or study time vs quiz score). 

• Draw a line that “best fits” the pattern by eye. 

• Discuss under- and over-fitting qualitatively. 
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In the classifier context: 

• Plot red and blue points (e.g., two categories of simple objects described by two 
features). 

• Draw a line separating them as well as possible. 

We avoid heavy computation. The aim is to let them feel: 

• A model is a function chosen to match data. 

• Linear functions are the first family of such models. 

• “Better” means fewer misclassifications or smaller overall error. 

By now, the notion “function = transformation” from Year 1 has grown into “function = model of 
a relationship.” This is a gentle bridge toward AI. 

6.2.4 Projects: animated unit circle, empirical pi, simple learned separators 

Three core projects give Year 2 its shape: 

1. Animated Unit Circle and Waves 

o Students create or use a simple app where they: 

 Move a point around the unit circle. 

 Watch the sine and cosine waves update in real time. 

o They write a short explanation of how circular motion produces wave patterns. 

2. Empirical Pi 

o Using grid paper or Monte Carlo methods (random points), students estimate the 
area of the unit disc and infer pi. 

o They compare estimates, discuss sources of error, and connect to the geometric 
definition of pi. 

3. Simple Learned Separators 

o Using two features and labeled examples (e.g., “likes sports” vs “likes reading” 
based on self-reported survey data), students: 

 Plot points, 

 Draw a separating line, 
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 Count misclassifications. 

o Optionally, they iteratively refine their line to reduce errors. 

Year 2 ends with students seeing: 

• the circle as the core object for angles and waves, 

• pi as its invariant, 

• and straight lines as the first example of learned models. 

 

6.3 Year 3: Number, Infinity, and Uncertainty 

Theme: Functions grow up; infinity becomes explicit; uncertainty becomes geometric and 
probabilistic. 

6.3.1 Functions as relations of change; complex numbers as rotations 

We return to functions, now at a higher level: 

• Functions describe relations of change, not just static mappings: f(x) can be seen as 
“how y responds when x changes.” 

We classify functions by behavior: 

• Linear: preserve ratios and straightness. 

• Quadratic: introduce curvature. 

• Periodic: repeat values; naturally linked to rotations. 

Then we introduce complex numbers as points on the plane: 

• a + bi corresponds to (a, b). 

• Multiplying by i is a 90-degree rotation. 

• Multiplying by complex numbers composes rotations and scalings. 

Students see: 

• The unit circle in the complex plane is yet another S¹. 

• Multiplying by e^{iθ} (introduced visually, not formally) is rotating by angle θ. 

This reinforces: 

• Rotation as a unified object across geometry and algebra. 
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• Sine and cosine reappearing in Euler’s formula as coordinate functions of rotation in the 
complex plane. 

6.3.2 Discrete and continuous probability; Gaussians as canonical distributions 

Probability now becomes a major thread. 

Start with discrete probability: 

• Simple random variables (number of heads in coin flips, outcomes of dice). 

• Concepts of mean and variance as “center” and “spread.” 

Then move to continuous probability: 

• Uniform distribution on an interval: all values equally likely. 

• Normal (Gaussian) distribution as a smooth bell curve. 

The Gaussian is introduced as the canonical distribution for: 

• many small independent effects adding up, 

• symmetric noise around a central value, 

• and—as already prepared—any situation where quadratic penalties and rotational 
symmetry are natural. 

Students may not compute the Gaussian integral themselves, but they are shown: 

• that the total area under the bell curve ties back to pi, via the 2D argument with x^2 + 
y^2, 

• that this is another face of the same invariant. 

Uncertainty now has a shape, not just a number: 

• thin bell = low variance (high certainty), 

• wide bell = high variance (low certainty). 

This connects directly to how AI models express uncertainty over predictions. 

6.3.3 Training vs testing; overfitting as “memorization without understanding” 

With probability and distributions on the table, we can introduce the central distinction in 
machine learning: 

• Training: fitting a model to data. 
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• Testing: evaluating how well the model works on new data. 

We use simple examples: 

• Fit a line through points and see how well it predicts a new point. 

• Build a decision rule for a small dataset; then challenge it with slightly different cases. 

Overfitting becomes: 

• “memorization without understanding”: a model that perfectly fits training data but fails 
on new data. 

Students can see this when: 

• they use too many “rules” to capture every quirk of their small dataset, 

• and then those rules fail on new classmates’ answers. 

This is a profound epistemic lesson: 

• It is not enough for a model to be right about what it has seen. 

• It must generalize to what it has not yet seen. 

And it sets up clear questions: 

• What kinds of models overfit easily? 

• How does data size and variability affect this? 

• How do we detect when a system is overfitting? 

6.3.4 Projects: infinity paradoxes, Gaussian error in real measurements, model bias 

Three projects tie Year 3 together: 

1. Infinity Paradoxes Portfolio 

o Students encounter and explain classic infinity thought experiments: 

 Hilbert’s Hotel, 

 “size” of the rationals vs reals, 

 or simply the idea of infinitely many points between any two numbers. 

o Focus is on what this implies about number and measurement, not on formal set 
theory. 
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2. Gaussian Error in Real Measurements 

o Students repeatedly measure a quantity (e.g., table length, reaction time). 

o They plot the distribution and see an approximate bell shape. 

o They discuss sources of noise: instrument, human reaction, environment. 

o They relate the bell shape back to the Gaussian and to pi. 

3. Model Bias Workshop 

o Given a toy dataset (e.g., fictional “students” with different attributes and 
outcomes), students: 

 Propose simple rules or lines to make predictions. 

 Check which groups the model treats unfairly. 

o They reflect on: 

 how feature choices encode bias, 

 how data itself can be biased, 

 and how overfitting one group can hurt another. 

By the end of Year 3, students have: 

• a feeling for infinity as structure, not just “big numbers,” 

• a picture of uncertainty as geometric and probabilistic, 

• and a concrete sense that models can be both powerful and systematically wrong. 

 

6.4 Year 4: Change, Flow, and Alignment 

Theme: Calculus and fields as the metaphysics of change and flow; AI training and alignment as 
optimization in those fields. 

6.4.1 Limits, derivatives, and integrals as local linearization and accumulation 

Calculus enters as a way of thinking about change, not just as rules. 

• Limits: What happens as we zoom in on a point? 

• Derivative: The best local linear approximation to a function—how it changes “right 
here.” 
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• Integral: Accumulating infinitely many small contributions to get an overall quantity. 

We tie this to earlier geometry: 

• A curve can be approximated by a line if you zoom in far enough: local flatness. 

• Area under a curve is like stacking many thin rectangles: local contributions. 

We avoid symbolic overkill and emphasize: 

• graphs, 

• tangent slopes, 

• areas as accumulated change. 

Students see that: 

• Differentiation and integration are inverse processes: one undoes the effect of the other. 

• This relationship is less a trick and more a statement about “change” and “total effect” 
being dual perspectives. 

6.4.2 Vector fields and flows as pictures of “laws” 

Next, we introduce vector fields: 

• At each point in space, an arrow indicating direction and strength of some effect: 

o wind velocity, 

o gravitational attraction, 

o direction of steepest descent on a surface. 

Students see that: 

• A field describes “how things tend to move.” 

• If you drop a particle into a field and let it follow arrows, you get a flow. 

This is the right language for “laws”: 

• A physical law is a rule specifying the field: what acceleration or force you experience at 
each point. 

• We can visualize dynamics as trajectories following the field. 

This connects elegantly to optimization: 

• The gradient of a function is a field pointing in the direction of steepest increase. 
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• Moving opposite the gradient is “rolling downhill” in a landscape. 

Again, no heavy calculation needed: pictorial and qualitative reasoning is enough. 

6.4.3 Loss functions, gradient descent, and emergent behavior 

Now we can talk openly about AI training as a calculus problem. 

• Loss function: a scalar function that assigns each model (each point in parameter space) 
a score—how bad its errors are. 

• The model configuration is a point in a high-dimensional space. 

• The loss landscape is a surface over that space. 

Learning is then: 

• Starting at some initial model, 

• following the negative gradient of the loss: stepping “downhill” to reduce error, 

• stopping when further improvements are small or stop. 

Students can: 

• See toy landscapes in 2D, 

• Plot “paths” of gradient descent, 

• Observe how different starting points end in different valleys. 

We then connect this to emergent behavior: 

• If the loss rewards engagement, models will learn to optimize for engagement, even if it 
means promoting outrage or addiction. 

• If the loss rewards accuracy on majority populations, minorities may be systematically 
mis-served. 

The key metaphysical lesson: 

• The behavior of a trained system is the emergent result of: 

o the loss you choose, 

o the data you provide, 

o and the landscape they create. 

No “consciousness” is required; the system follows the gradient you built. 
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6.4.4 Projects: Noether-style symmetry essays, toy alignment games, centaur practice 

Three capstone-style projects close Year 4 and the whole curriculum. 

1. Noether-Style Symmetry Essays 

o Students pick one symmetry: 

 time translation, 

 space translation, 

 rotation, 

 or even a social/algorithmic symmetry (e.g., “treating people with 
different names the same”). 

o They write an essay addressing: 

 What does it mean for a system to have this symmetry? 

 What quantity would be “conserved” if this symmetry holds? 

 What happens if the symmetry is broken? 

This internalizes symmetry ↔ invariant as a way of thinking beyond physics. 

2. Toy Alignment Games 

o Students design “agents” with simple objectives in a simulated environment (on 
paper or with simple software). 

o Examples: 

 a bot that maximizes points in a game, 

 a recommender that maximizes clicks. 

o Then they explore: 

 unintended behaviors emerging from simple objectives, 

 how changing the objective changes behavior, 

 what “alignment” might mean in each case. 

This makes tangible the idea that objective choice = behavioral design. 

3. Centaur Practice 

o Students work on a real research, writing, or problem-solving task with AI tools. 
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o They must: 

 specify what they are using the AI for, 

 interrogate its outputs (ask for reasons, counterexamples), 

 and document where they overrode or rejected its suggestions. 

o They reflect in writing: 

 What did the AI do well? 

 Where did it fail or hallucinate? 

 How did their understanding guide the collaboration? 

The explicit goal is to practice being a centaur: 
staying the one who sets goals, checks structure, and applies judgment. 

 

By the end of this four-year arc, a student has: 

• Met the circle, pi, rotations, and Gaussians as one coherent story. 

• Seen symmetry and invariants as the deep content of laws. 

• Understood functions, features, and models as structural objects, not magic. 

• Learned to think of AI as optimization in a landscape defined by data and loss. 

• Practiced staying in the loop—remaining the agent whose metaphysical insight steers 
the machinery. 

That is the kind of mathematical and AI literacy that gives them a fighting chance not to be 
eaten by their tools. 

 

7. Epistemic Self-Defense in an AI World 

A world saturated with AI systems is a world saturated with claims: suggested videos, generated 
texts, personalized feeds, automated decisions, confident-sounding answers. The real threat is 
not that these systems will suddenly become omniscient superminds; it is that humans will 
forget what they are and start treating them as if they were. 

“Epistemic self-defense” is the skillset that prevents that. It is the ability to keep a clear head 
about where knowledge comes from, what a model is actually doing, and when to say no to an 
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apparently authoritative output. In a metaphysical math and AI curriculum, epistemic self-
defense is not an optional module near graduation; it is a continuous thread. 

This section sketches what students need to internalize. 

 

7.1 Models as pattern-matchers, not oracles of truth 

The first defense is conceptual: what kind of thing is a model? 

From earlier sections, students already know: 

• A model is a function: inputs → outputs. 

• It is trained to match patterns in data. 

• It optimizes a numerical objective, not Truth with a capital T. 

We make that explicit: 

• A language model predicts “what text usually comes next after this text in its training 
data.” 

• A vision classifier predicts “which label is most probable for this pattern of pixels.” 

• A recommender predicts “which items are most likely to be clicked or watched, given 
similar users in the past.” 

In each case: 

• The model is doing pattern-matching under constraints, not consulting a hidden oracle. 

• It has no direct access to reality; it has access to records of reality (data) filtered through 
human institutions and devices. 

High school students can be taught to translate marketing or hype into this language: 

• “AI system that can read X-rays better than radiologists” → “pattern-matcher trained on 
past X-rays and labels that sometimes correlates better with ground truth under certain 
conditions.” 

• “AI that understands your preferences” → “pattern-matcher trained on your clicks and 
time spent, optimized to increase those metrics, not to ‘understand’ you in a human 
sense.” 

We want “it’s just a pattern-matcher” to become a reflex, not a subversive insight. That reflex 
alone goes a long way toward preventing blind trust. 
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7.2 Training data, distribution shift, and “out-of-distribution” humans 

The second line of defense is understanding the scope of a model’s competence. 

Students can grasp three key ideas: 

1. Training distribution 

o The model is trained on some collection of examples (data). 

o The statistical patterns in that data define the “world” the model knows. 

2. Distribution shift 

o When the world changes, or when the model is used on a different population or 
in a new context, the input distribution may no longer match the training 
distribution. 

o Even a well-trained model can fail catastrophically under shift. 

3. Out-of-distribution (OOD) inputs 

o Some inputs are “weird” according to the model: too far from what it has seen. 

o For these, its guesses are almost unconstrained—yet it may still return very 
confident outputs. 

Students can encounter this concretely: 

• Give a simple classifier trained on points clustered in one region of the plane and then 
feed it points far away; watch it produce arbitrary labels. 

• Use a language model prompt in a style or language it rarely saw in training and see the 
quality degrade. 

We then flip the perspective: 

• Humans can be out-of-distribution too. 
If an AI system was trained mostly on data from one culture, age group, or time period, 
then: 

o people from other groups, 

o or in new social conditions, 
are effectively OOD for the model. Its outputs about them are guesses 
extrapolated from other patterns, not well-supported inferences. 
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The epistemic lesson: 

• Whenever you see a model being used in a new domain, ask: 

o “Was it trained on data like this?” 

o “Am I similar to the people in the training data?” 

o “Has the underlying world changed since this data was collected?” 

Recognizing distribution shift becomes as basic as recognizing when a formula is being used 
outside its domain of validity. 

 

7.3 Recognizing manufactured plausibility: deepfakes, synthetic text, consensus illusions 

Modern models are extraordinarily good at plausibility: 

• generated images that look like photographs, 

• generated voices that sound like familiar people, 

• generated texts that mimic human tone and style. 

The danger is not just that specific images or clips can be faked; it is that plausibility itself is 
being mass-produced. Students must learn to treat plausibility as a feature to inspect, not as a 
proof of truth. 

We can break this into three cases: 

1. Deepfakes (images/audio/video) 

o Show examples of both genuine and synthetic media. 

o Highlight that: 

 pixel-perfect realism is now cheap to generate, 

 metadata and provenance become more important than visual 
inspection. 

o Teach students to ask: 

 “Where did this come from?” 

 “Is there corroboration from independent sources?” 

 “Does the context make sense?” 
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2. Synthetic text 

o Present model-generated essays or explanations alongside human-written ones. 

o Encourage students to: 

 look for generic phrasing and lack of specifics, 

 check claims against external sources, 

 notice when text feels like it is “saying the right kind of thing” without 
actually answering the question. 

We want them to internalize: 

o Fluency is not evidence of accuracy. 

o A model can be both smooth and wrong. 

3. Consensus illusions 

o Algorithms that rank, recommend, and promote content can create the 
impression that “everyone is saying X.” 

o Students should understand: 

 recommendation systems are optimizing engagement, not truth, 

 repeated exposure can create a sense of consensus that reflects 
algorithmic feedback loops more than actual public opinion. 

A very simple exercise: 

• Show how a recommendation algorithm that boosts already popular content will, over 
time, amplify a few items and suppress others—regardless of quality. 

• Ask students how this could shape perceived consensus. 

The core defensive habit: 
Treat plausibility, popularity, and polish as signals to interrogate, not as proofs to accept. 

 

7.4 Questioning systems: what are you optimizing, and for whom? 

Perhaps the single most important question students can learn to ask of any AI system is: 

“What are you optimizing, and for whom?” 
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This reframes AI as an economic and design object, not just a technical one. 

From earlier in the curriculum, students know: 

• Every model has an objective (loss function). 

• The training process optimizes that objective on the given data. 

We now add: 

• That objective is chosen by someone, for some purpose. 

• Often it is not “maximize human flourishing,” but something narrower and easier to 
measure: 

o clicks, 

o watch time, 

o ad revenue, 

o short-term engagement, 

o risk-adjusted profit. 

We can teach students to do a quick “objective audit”: 

• For a social media feed: 

o Likely optimization: engagement, ad impressions. 

o For whom: platform and advertisers, secondarily creators. 

• For a credit scoring model: 

o Likely optimization: predicted repayment probability. 

o For whom: lender. 

• For a personalized learning app: 

o Possibly optimization: time-on-task, correct answers, user retention. 

Then we ask: 

• “What behaviors does this objective encourage in the system?” 

• “What behaviors does it encourage in you?” 

• “What important values are not represented in this objective?” 
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Students can practice rewriting objectives: 

• “If we changed the objective here to ‘minimize long-term regret’ instead of ‘maximize 
clicks’, what would need to change in the data and architecture?” 

Even if such a rewrite is technically hard in the real world, the exercise gives them: 

• a habit of not taking objectives for granted, 

• language to criticize systems constructively, 

• and a sense that aligning AI with human values is largely about choosing better 
invariants and goals. 

 

7.5 Teaching students to remain the ones who set invariants and goals 

The deepest layer of epistemic self-defense is not about mistrusting AI; it is about remembering 
what humans are uniquely responsible for. 

In earlier sections, we used invariants as the heart of mathematics and physics: 

• π as an invariant of rotation and quadratic geometry, 

• conservation laws as invariants tied to symmetries, 

• loss functions as invariants we choose to steer model behavior. 

Here we make a normative pivot: 

• In a world of powerful models, someone must decide which invariants matter: 

o fairness constraints, 

o safety margins, 

o privacy guarantees, 

o thresholds of evidence. 

That “someone” must not be the model. It must be us. 

To make this vivid for students: 

• Give them simple scenarios where they must set constraints: 

o Design a grading algorithm that must never disadvantage a student based on 
certain protected attributes. 
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o Design a content filter that must guarantee certain kinds of content are never 
promoted, even if they are highly engaging. 

• Ask them to: 

o articulate the invariants they want to enforce, 

o explain the trade-offs (e.g., some click-through may be sacrificed for fairness or 
safety), 

o reflect on who bears the cost of each choice. 

We also want to normalize a specific stance: 

• It is legitimate and necessary to refuse certain objectives. 
If a system is optimizing for something you consider harmful, “I don’t want to participate 
in this” is a valid response. 

Centaur practice in Year 4 is one place to instill this: 

• When working with AI tools, students are required to: 

o specify their own goals, 

o state what constraints they will enforce (e.g., truthfulness, non-plagiarism, 
clarity), 

o and document instances where they rejected the AI’s output for violating those 
constraints. 

This reinforces the self-image: 

• “I am the one who sets goals and constraints.” 

• “The AI is a powerful function I call, not a boss I obey.” 

Over time, we want “Who chose this objective?” and “What invariants should we enforce 
here?” to feel as natural as “What’s the slope of this line?” Once that happens, epistemic self-
defense stops being an emergency skill and becomes a background habit—like looking both 
ways before crossing the street. 

 

Taken together, these five strands—understanding models as pattern-matchers, recognizing 
distribution shifts, seeing through manufactured plausibility, interrogating objectives, and 
claiming responsibility for invariants—form a kind of cognitive immune system. They do not 
require cynicism or technophobia. They require only that students understand the structures 
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they are swimming in and remember that the role of judgment, purpose, and ethics has not 
been outsourced to the machines. 

 

8. From Memorization to Insight: Pedagogy and Assessment 

A curriculum can be beautifully designed on paper and still die in the classroom if the pedagogy 
does not change with it. The circle-first, metaphysics-first, AI-literate program outlined so far 
assumes a different kind of classroom work: fewer drills, more investigations; fewer isolated 
“problems,” more coherent projects; less emphasis on speed and more on structural 
understanding. 

This does not mean abandoning rigor or standards. It means being precise about what is being 
learned. Instead of “can the student expand this trig identity under time pressure,” we care 
about “can the student explain why sine and cosine must be periodic” and “can they see that a 
Gaussian and a circle share the same invariant.” Instead of “can the student compute a 
derivative mechanically,” we ask “can the student explain in words and pictures what a 
derivative is and when a model would mislead because its derivative-based approximation has 
failed.” 

In this section, we sketch the pedagogical shifts and assessment strategies that make such a 
curriculum real, as well as what teachers will need in order to inhabit a new role. 

 

8.1 Replacing formula drills with structural investigations 

Traditional mathematics teaching relies heavily on formula drills: 

• pages of similar exercises, 

• emphasis on speed and correctness, 

• success defined as “getting the right numerical answer repeatedly.” 

In a structural curriculum, routine practice still has a place, but it is subordinate to investigation: 

• exploring a phenomenon, 

• noticing patterns, 

• articulating what is invariant and what changes, 

• then formalizing the pattern in symbols. 
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For example: 

• Instead of giving twenty problems that ask students to compute the area of circles using 
A = pi r^2, we might: 

o have students estimate areas by counting grid squares, 

o scale circles up and down and observe how area grows, 

o derive the relationship qualitatively (“doubling the radius quadruples the area”), 

o then introduce the formula as a compact encoding of that insight. 

Similarly, for trigonometry: 

• Rather than memorizing the unit circle as a table of sine and cosine values at special 
angles, students: 

o trace the motion of a point around the circle, 

o sketch the corresponding sine and cosine waves, 

o reason about why the functions must have period 2 pi, 

o and only then learn specific angle values as convenient benchmarks. 

The guiding questions for classroom tasks shift from: 

• “Can you apply this formula 30 times?” to 

• “Do you understand what structure this formula is capturing?” 

• “Can you recover the formula if you forget it, by reasoning from the structure?” 

When students are asked to derive or reconstruct relationships, errors become informative: 

• A mistaken formula often reveals a misunderstanding of symmetry, scaling, or 
invariance. 

• Correcting it becomes an opportunity to deepen intuition, not merely to mark an “X” on 
a paper. 

This shift does require a different rhythm: fewer items per session, but each item richer and 
more connected to the overall spine of the course. 
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8.2 Conceptual labs: rotations, Gaussians, and simple models 

To make metaphysical ideas tangible, the curriculum needs conceptual labs—not necessarily 
with fancy equipment, but with activities designed to let students touch structure. 

Three recurring lab families anchor the program: 

1. Rotation Labs 

o Students use: 

 physical manipulatives (spinners, rotating arrows on transparencies), 

 or digital tools that show a point moving around a circle. 

o Tasks include: 

 composing rotations (turn 30 degrees, then 45 degrees), 

 identifying “same rotation” modulo full turns, 

 mapping rotations to points on S¹. 

These labs make the circle group real. Students come to feel that an angle is not a number but a 
state of orientation, and that S¹ is its natural habitat. 

2. Gaussian and Noise Labs 

o Students: 

 measure something repeatedly (reaction times, length estimates, daily 
temperatures), 

 plot histograms of their data, 

 overlay smooth bell curves to approximate the distribution. 

o They experiment with: 

 combining noise sources, 

 observing how distributions spread or concentrate. 

The aim is to make uncertainty feel geometric and probabilistic: 

o The bell curve is not just a picture; it is a shape that appears when many small 
random effects add up. 
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o Its area must be 1 when used as a probability density, tying back (at a high level) 
to the Gaussian integral and pi. 

3. Simple Model Labs 

o Students: 

 collect small labeled datasets (survey responses from classmates, 
measured attributes of objects), 

 choose features (coordinates), 

 draw decision boundaries (lines or simple curves) to classify the points. 

o They test their models on new inputs: 

 notice misclassifications, 

 adjust their boundaries, 

 discuss the trade-off between simplicity and accuracy. 

These labs introduce model-building as an everyday practice: 

o Data selection, feature choice, and boundary shape are design decisions. 

o Success is measured not only on training examples but on new, unseen cases. 

In all three, the teacher’s role is to guide attention: 

• “What stayed the same when you rotated?” 

• “What does the spread of this distribution tell you?” 

• “Where does your model break down, and why?” 

Conceptual labs replace some traditional problem sets while reinforcing core skills. Students still 
compute; they just compute toward understanding. 

 

8.3 Assessing understanding of symmetry, invariants, and uncertainty 

If teaching changes, assessment must change with it. A structural curriculum cannot be judged 
solely by timed tests of computational fluency. 

Instead, we need assessments that probe: 

• whether students see symmetry in situations, 



60 
 

• whether they can identify invariants, 

• whether they understand uncertainty in qualitative and quantitative terms, 

• and whether they can reason about models and objectives. 

Examples of assessment formats: 

1. Explain-Why Questions 

o “Explain in words and pictures why sin^2(theta) + cos^2(theta) = 1 for all theta.” 

o “Why does pi appear both in the area of a circle and in the normalization of a 
Gaussian distribution?” 

These questions require students to recall structural relationships, not just plug numbers. 

2. Compare-and-Contrast Tasks 

o “Compare uniform and Gaussian distributions: 

 Where might each be a plausible model of uncertainty? 

 What are the key structural differences?” 

o “Compare a linear decision boundary and a highly wiggly boundary that fits every 
training point: 

 Which is more likely to generalize well? 

 Why?” 

Such tasks assess whether students can use concepts like overfitting, smoothness, and bias-
variance trade-off in informal language. 

3. Symmetry and Invariant Identification 

o Present a scenario (physical, social, or algorithmic) and ask: 

 “What transformations leave this situation unchanged?” 

 “What quantities seem to remain the same under those 
transformations?” 

For instance: 

o A frictionless track with a cart (yes, idealized), or 
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o A recommender system that treats two identical user profiles with swapped 
names the same. 

4. Short Projects and Reflections 

o Mini-reports on labs: 

 “What did you learn from your Gaussian error experiment?” 

 “How did changing features alter your model in the simple classifier lab?” 

o Reflection prompts: 

 “Describe a time when a model (human or machine) overfit in your life—
believed too strongly in a pattern that later proved false.” 

Assessment can still include computational items (e.g., compute the derivative of a simple 
function, solve a linear system), but these are framed as supporting skills, not the main 
evidence of understanding. Rubrics emphasize: 

• clarity of explanation, 

• correct identification of structure, 

• thoughtful use of examples, 

• and explicit connection to core concepts (symmetry, invariants, uncertainty, models, 
objectives). 

Over time, this shifts student and teacher attention from “Did I memorize the right formula?” to 
“Do I understand why this structure behaves the way it does?” 

 

8.4 Supporting teachers: from content delivery to metaphysical guides 

A curriculum like this asks a lot of teachers—not in the sense of more grading or more 
standards, but in the sense of role: 

• Less “content deliverer,” more guide to structure and interpreter of models. 

To make this feasible, teachers need support along several dimensions: 

1. Conceptual Training 

o Many math teachers were themselves trained in a formula-and-techniques 
paradigm. 
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o Professional development must: 

 deepen their understanding of symmetry, invariants, and probabilistic 
thinking, 

 connect familiar topics (trig, quadratics, calculus) to the circle-and-
Gaussian spine, 

 and introduce basic AI concepts at a conceptual level (functions as 
models, objectives, optimization) without demanding full technical 
specialization. 

2. Curriculum Resources 

o Ready-to-use conceptual labs (rotation activities, Gaussian measurement 
exercises, simple model-building tasks). 

o Sample explanations, diagrams, and “story arcs” that align topics over years. 

o Banks of structural questions and assessment tasks that they can adapt. 

3. Collaborative Structures 

o Time and space for teachers to collaborate: 

 across grade levels (to keep the spine coherent), 

 and across subjects (e.g., with physics and computer science) so that 
metaphysical concepts are reinforced rather than fragmented. 

o Shared reflective practice: 

 what worked in teaching symmetry this year, 

 where students struggled with the idea of models and objectives. 

4. Cultural Permission 

o Teachers need to know they have permission to: 

 spend time on conceptual investigations, 

 allow slower, deeper discussion, 

 de-emphasize some traditional drill in favor of structural work, 

 speculate a bit about metaphysics, as long as they are clear about when 
they’re moving beyond strict curriculum. 
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In short, we must treat teachers not as interchangeable content-delivery devices, but as local 
metaphysicians: the people in the room helping students see what kind of world they live in, 
mathematically speaking. This is demanding—but also intellectually richer and more satisfying 
than marching students through problem sets. 

 

8.5 Navigating standards and college entrance while changing the narrative 

Any serious proposal for curriculum reform must face a hard constraint: standards and college 
entrance requirements still exist. They currently assume some version of the traditional 
pipeline: algebra, geometry, trigonometry, calculus, with specific competencies tested on 
standardized exams. 

The goal, then, is not to blow up all recognizable content, but to: 

• reorder and reinterpret it, 

• embed it in the structural spine, 

• and gradually influence external expectations. 

Several strategies can make this possible: 

1. Content Mapping 

o Carefully map existing standards onto the new curriculum: 

 algebraic manipulation shows up in Year 1–2 as tools for expressing 
transformations, 

 geometry standards appear in Year 1–2 via symmetry and congruence, 

 trigonometry standards are met in Year 2’s circle-first trig, 

 calculus standards are met in Year 4 via intuitive limits, derivatives, and 
integrals. 

o Ensure that students still encounter and practice the standard techniques, but 
always in context. 

2. Dual-Layer Assessment 

o For each major topic, design: 

 structural tasks (for local grading and learning), 

 and more traditional tasks (for standardized test preparation). 
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o Teachers can explicitly label: 

 “This is for our understanding of structure,” 

 “This is to make sure you can handle the exam format.” 

Students thus see that exams are a constraint, not the purpose. 

3. Communication with Colleges 

o As pilot programs demonstrate success, schools can: 

 present evidence that students in this curriculum do at least as well on 
conventional exams, 

 but also arrive at college with deeper conceptual understanding (reported 
by faculty), 

 open conversations about admitting students from “metaphysics-focused 
math tracks.” 

Over time, this can pressure entrance exams and curricula to recognize structural competencies 
explicitly. 

4. Transitional Modules 

o For systems not yet ready to overhaul all four years, it is possible to introduce: 

 circle-first trigonometry modules, 

 Gaussian/probability modules, 

 simple model/AI literacy modules, 
inside existing courses. 

These “upgrade patches” can start shifting student intuition even before full adoption. 

5. Narrative Shift 

o Perhaps most important is the narrative we offer students and parents: 

 “This math program will still prepare you for college calculus and STEM, 
but will also give you a deeper understanding of the structures behind AI 
and modern science.” 

 “We are not lowering standards; we are changing what counts as the 
core.” 
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Framed this way, the curriculum becomes an advantage, not a risk: a way to produce graduates 
who are not only test-ready but world-ready. 

 

In moving from memorization to insight, we are not asking schools to do less. We are asking 
them to finally align what they teach with the actual shape of the world their students will 
inhabit: a world of circles and symmetries, Gaussians and gradients, models and objectives, 
flows and invariants. Pedagogy and assessment must be redesigned to reward seeing that 
structure, talking about it clearly, and using it to stay human in an increasingly model-governed 
world. 

 

9. Risks, Objections, and Transitional Strategies 

Any proposal to rethink four years of high school math will meet three immediate questions: 

1. Will this hurt students who want to study STEM in college? 

2. Is this too abstract for “average” students? 

3. Is this fair, or will it widen existing gaps? 

These concerns are legitimate. A metaphysics-first, AI-aware curriculum only makes sense if it 
improves long-term outcomes for STEM-bound students, while also giving every student more 
agency in a model-saturated world. This section takes those worries seriously and sketches 
practical ways to move from the current system to the proposed one without burning bridges. 

 

9.1 “Will students still be ready for college STEM?” 

The most common objection is straightforward: if we shift emphasis from drills and standard 
physics word problems to symmetry, Gaussians, and models, will students be underprepared for 
calculus, physics, and engineering majors? 

The short answer: they will be differently prepared—and, for serious STEM, likely better 
prepared. 

What college STEM actually needs from incoming students: 

• Solid algebraic manipulation skills (solving equations, manipulating expressions). 

• Comfort with functions (reading graphs, understanding composition). 

• Geometric intuition about space (vectors, angles, length). 
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• Early exposure to rates of change and accumulation (calculus concepts). 

• Ability to reason abstractly and connect different representations (graph, formula, 
description). 

The proposed curriculum retains these competencies, but always attached to structure: 

• Algebra is practiced as a language of transformations and model-fitting, not as an 
isolated symbol game. 

• Trigonometry is attached to the circle, rotations, and waves. 

• Geometry is taught through symmetry and invariance. 

• Calculus is introduced as local linearization and accumulation in Year 4. 

For college STEM instructors, this yields students who: 

• May be slightly less drilled on, say, synthetic division or obscure trig identities, 

• But are more comfortable with: 

o seeing the same structure appear in different guises, 

o understanding when a model is an approximation and where it might break, 

o thinking in terms of fields, flows, and optimization. 

These are exactly the skills that often have to be painfully cultivated in the first year of 
university anyway. 

To reassure stakeholders during transition: 

• We can map all traditional topics to their new homes: 

o Algebra I/II content appears across Year 1–2 in transformation and linear model 
work. 

o Geometry content appears in Year 1–2 through rigid motions and symmetry. 

o Trig appears in Year 2 via circle-first development. 

o Pre-calculus and intro calculus appear in Year 3–4 as functions, complex 
numbers, and early calculus. 

• We can track outcomes: 

o compare performance of students from pilot tracks with those from traditional 
tracks on AP calculus, placement exams, and early college course success. 
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o adjust the balance of technique vs. metaphysics accordingly. 

The risk is not that students will lack formulas; it is that we might under-estimate just how much 
conceptual advantage they gain. The transitional strategy is to keep the “old” technical content 
available—but grounded in a deeper, coherent narrative. 

 

9.2 Addressing fears of abstraction: how metaphysics supports later engineering 

Another objection: “This is too abstract. My students need concrete skills, not philosophy.” 

This rests on a false opposition between abstraction and practicality. In reality: 

• Engineering depends on solid abstractions: 

o linearity assumptions, 

o small-angle approximations, 

o conservation laws, 

o modeling approximations (ideal springs, point masses, frictionless surfaces). 

• Modern engineering also relies heavily on: 

o modeling complex systems, 

o working with probabilistic error, 

o using numerical methods that assume a structural understanding of the 
underlying equations. 

Metaphysical math focuses precisely on those abstractions that engineers actually use: 

• Symmetry and invariance → basis of conservation laws and simplification strategies. 

• Circle and waves → foundation for alternating current, signal processing, vibration 
analysis. 

• Gaussians and uncertainty → foundation for error analysis, control systems, and 
statistics. 

• Functions and models → foundation for system identification, machine learning, and 
simulation. 
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When students later encounter concrete engineering tasks, these abstractions are what let 
them: 

• choose appropriate models, 

• know when linearization is valid, 

• estimate errors, 

• interpret simulation outputs. 

The real fear behind “too abstract” is often “too disconnected.” The proposed curriculum 
intentionally avoids that by: 

• constantly linking abstract structures to multiple domains: 

o circles ↔ wheels, orbits, waves, and phases, 

o Gaussians ↔ measurement error, test scores, noise in sensors, 

o symmetry ↔ physical laws, design constraints, fair rules, 

o models ↔ weather forecasts, recommender systems, fraud detection. 

• making labs and projects heavily phenomenological: 

o measure things, see distributions, 

o look at motion and waves, 

o build small models and test their failures. 

In other words, we are not trading “practical engineering” for “pure metaphysics.” We are giving 
students the shared conceptual backbone that all later engineering rests on, and we are doing 
it in a way that stays tied to observable phenomena and modern technology. 

 

9.3 Equity concerns: making structural ideas accessible to all students 

A serious concern: structural and “metaphysical” approaches are sometimes seen as elitist—
fine for advanced tracks or gifted programs, but “too high-level” for struggling students, 
multilingual learners, or those historically underserved in math. 
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We must address this directly: 

1. Structural concepts are often simpler and more intuitive than procedural tricks. 

o “A circle is the set of all points at the same distance from a center” is easier to 
grasp than a list of formulas. 

o “Sine and cosine are x and y coordinates of a point moving on the circle” is more 
concrete than SOH-CAH-TOA mnemonic drills. 

o “Overfitting is memorization without understanding” resonates with students’ 
own school experience. 

Many students who struggle with symbol manipulation flourish when given visual, dynamic, 
and conceptual approaches. 

2. Rote drill disproportionately penalizes students without outside support. 

o Students with tutors and test-prep resources can brute-force formula 
memorization. 

o Students without those supports often fall behind in the “game of tricks” even if 
they have strong conceptual potential. 

A structural curriculum levels the field by valuing understanding and explanation, which can be 
built in the classroom, over out-of-class drill. 

3. Representation matters. 

o Using examples from diverse contexts (not just projectile motion and idealized 
lab setups) helps more students see themselves in the material: 

 noise in medical devices, 

 fairness in grading or recommendation systems, 

 resource allocation in communities, 

 risks and benefits of algorithmic decision-making. 

Structural ideas like symmetry, invariance, uncertainty, and models can be illustrated with social 
and personal examples as well as physical ones. 

4. Scaffolding and multiple entry points. 

o Each major concept should be accessible at several levels: 

 Concrete: experiments, pictures, stories. 
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 Informal language: students articulating in their own words. 

 Symbolic: equations and formal definitions, once the intuition is there. 

o Students can participate meaningfully at all three levels, with gradual movement 
toward formalism rather than an abrupt leap. 

5. Assessment that values discourse, not speed alone. 

o Timed tests with heavy procedural load tend to amplify existing inequities. 

o Assessments that allow written or oral explanations, group investigations, and 
revision cycles give more students a chance to demonstrate understanding. 

Equity is not threatened by structural thinking; it is threatened by a system that treats speed 
and memorization as the main currencies. A metaphysics-first curriculum, done well, can make 
“deep understanding” the target for all students, not just the top tracks. 

 

9.4 Pilot programs, incremental adoption, and curriculum hybrids 

Even if the vision is compelling, no system can flip a switch and replace its entire math track 
overnight. Transitional strategies are key. 

Here are realistic pathways: 

1. Pilot Programs in Select Schools or Tracks 

o Start with a small number of schools willing to run: 

 a full four-year track for one cohort, or 

 a two-year experiment (e.g., reworked Year 1–2) feeding into existing 
upper-level courses. 

o Carefully document: 

 student attitudes toward math, 

 conceptual understanding (via structural assessments), 

 performance on standardized exams and later courses. 

Use these pilots to: 

o refine materials, 

o build teacher confidence, 
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o and collect evidence to support broader changes. 

2. Modular Insertion into Existing Courses 

For schools that cannot overhaul the full sequence, insert structural modules: 

o In Geometry: 

 a unit on symmetry groups and rigid motions, 

 a project on rotational symmetry and the circle group S¹. 

o In Algebra II/Pre-Calculus: 

 a circle-first trigonometry module, 

 a short unit on Gaussians and probability. 

o In Statistics: 

 explicit treatment of model-building, training vs testing, and overfitting as 
“memorization without understanding.” 

o In any course: 

 a conceptual lab on simple classifiers and decision boundaries in the 
plane. 

These modules slowly move the culture toward structure and AI literacy without immediately 
displacing the rest. 

3. Hybrid Curriculum Maps 

o Design “hybrid tracks” that: 

 preserve familiar course names (Algebra I, Geometry, Algebra II, Pre-Calc), 

 but reorder and reinterpret content along the new spine. 

o Example: 

 Algebra I includes transformations and functions-as-models. 

 Geometry is rebuilt around symmetry and the circle. 

 Algebra II/Pre-Calc includes complex numbers as rotations, Gaussians, 
and simple models. 

 Calculus keeps its name but foregrounds flows and optimization. 
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This makes adoption politically easier while still shifting student experience. 

4. Teacher-Led Innovation with Central Support 

o Encourage teacher teams to experiment with structural approaches within the 
constraints of standards: 

 pilot conceptual labs, 

 use more “explain why” questions, 

 embed model/AI examples in existing units. 

o Provide: 

 centralized repositories of vetted materials, 

 mini-grants or release time for teachers designing new units, 

 communities of practice for sharing successes and pitfalls. 

5. Dialog with Higher Education and Policy Makers 

o Share pilot results with universities: 

 show that structurally trained students do well in gateway courses, 

 gather feedback on strengths and weaknesses from college faculty. 

o Engage standards bodies: 

 propose explicit inclusion of structural competencies (symmetry, 
invariants, modeling, uncertainty) in state or national standards, 

 demonstrate that these are not “extras” but updated forms of classical 
goals. 

Transitional strategies should be low-risk for students: 

• No cohort should be trapped in an experimental track that leaves them unable to access 
traditional STEM pathways. 

• Where uncertainty is high, make sure students also have access to more conventional 
practice and exam preparation. 

The long-term vision is not to create an exotic alternative stream, but to shift the mainstream 
so that: 

• Every student sees math as the study of structure, symmetry, and uncertainty. 
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• Every graduate has a basic mental model of what AI systems are and how to coexist with 
them. 

• Students bound for STEM enter college with deeper conceptual tools and, if anything, a 
more robust ability to learn the specialized engineering techniques they will need. 

 

In short, the risks and objections are real, but they are manageable—especially compared to the 
risk of doing nothing. A generation that meets AI and complex systems armed only with 
memorized formulas and a vague dislike of math will be easy to shepherd, distract, and optimize 
over. A generation trained to see circles and Gaussians as the same invariant, to understand 
models as pattern-matchers, and to ask “What are you optimizing, and for whom?” will be 
harder to fool and easier to equip for whatever comes next. 

 

10. Conclusion: Embracing the Circle, Empowering Centaurs 

A century ago, school mathematics was quietly retooled to serve an industrial age: train a small 
fraction of students for engineering, and tolerate the rest learning to dislike the subject. That 
world is gone. In its place stands something stranger: an AI-saturated landscape in which 
everyone is continuously modeled, scored, recommended, and nudged by systems built on the 
very mathematics most people were taught to fear. 

This paper has argued that we can no longer afford that disconnect. High school math must stop 
pretending to be pre-engineering and instead become what it always could have been: a shared 
metaphysics of space, time, uncertainty, and models—delivered in forms that teenagers can 
actually inhabit. 

The surprising protagonist of this story is the circle. Around it orbit pi, the Gaussian, and the 
idea of functions as models. Together, they give us just enough structure to understand 
symmetry, invariants, and uncertainty, and just enough language to understand what AI is really 
doing. 

If we embrace that spine, the next generation will see and use mathematics differently from 
how we did. 

 

10.1 What students will understand that we did not 

If this curriculum is implemented, there are several things a typical eighteen-year-old will take 
for granted that many of us had to fight to learn in adulthood—if we learned them at all. 
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They will understand: 

• That an angle is a rotation, not a number; that the right home for angles is the circle 
S^1, not the real line. 

• That pi is an invariant, not a quirky decimal: the area of the unit disc, half the orbit 
measure of the circle, and the constant that reappears whenever rotational symmetry 
and quadratic forms meet. 

• That waves are shadows of circular motion, and that trigonometry is a coordinate 
language for rotations and periodic behavior—not a bag of gimmicks for solving 
triangles. 

• That uncertainty has shape: a Gaussian is not just “the bell curve,” but the canonical 
way many small, symmetric random effects add up, and its normalization is a geometric 
fact, not a mysterious formula. 

• That functions are models, not only school formulas: black boxes that map inputs to 
outputs, with internal structure that can be tuned to fit data, driven by objectives 
chosen by someone with interests. 

• That symmetry and invariants are the heart of law, whether in physics or in algorithm 
design: the transformations that leave rules unchanged and the quantities that remain 
stable under those transformations. 

They will also carry an instinct most of us had to develop the hard way: 

• When confronted with a system—an exam, an app, a feed, a risk score—they will 
naturally ask: 

o “What is this optimizing?” 

o “What stays the same and what can change?” 

o “What kind of model space is being used?” 

o “Where might it be overfitting?” 

In other words, they will navigate an AI-rich world with a built-in structural literacy that we 
lacked. They will not be impressed merely by fluency or polish; they will look for the underlying 
spine. 
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10.2 How π, the circle, and the Gaussian become anchors of sanity 

In the current curriculum, pi is a number to memorize, the circle is a diagram to label, and the 
Gaussian—if it appears at all—is a curve in a statistics unit, disconnected from everything else. 

In the proposed curriculum, these three become anchors of sanity: 

• The circle is the first and central object: the space of angles, the configuration space of 
rotations, the generator of waves. It reminds students that not all important spaces are 
lines, and that periodicity is fundamental, not an afterthought. 

• Pi is the constant that makes the circle’s geometry coherent: 

o It fixes the area of the unit disc: A(1) = pi. 

o It sets the orbit length of S^1: a full turn is 2 pi. 

o It reappears in the Gaussian integral: the two-dimensional integral of exp(-(x^2 + 
y^2)) gives pi. 

When students see pi in a new context, they do not shrug. They ask, “Where is the circle hiding? 
Where is the quadratic form? What symmetry is at work?” 

• The Gaussian bridges geometry and probability: 

o It packages uncertainty in a smooth, symmetric way around a center. 

o Its normalization constant is determined by the same geometry that governs 
circles. 

o It appears whenever many small, independent variations accumulate, from 
measurement error to test scores to noise in sensors. 

Together, these objects tell a coherent story: 

• The same rotationally invariant quadratic form x^2 + y^2 defines circles, disc areas, and 
the “energy” in Gaussian exponents. 

• Pi is the scalar that links them. 

• Symmetry is what forces that link. 

In a world full of algorithms, that coherence is not just aesthetically pleasing; it is mentally 
stabilizing. When faced with a new formula, model, or graph, students can ask: 

• “Is this secretly about rotation?” 

• “Is there a quadratic cost underneath?” 
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• “Is pi here because something is symmetric?” 

Instead of experiencing each appearance of pi or each bell-shaped curve as another isolated 
fact, they experience them as signs that the underlying geometry has not changed—that the 
world still runs on recognizable structure, even when the surface technology changes. 

 

10.3 AI as amplifier, not predator, for structurally literate humans 

There are two broad stories we can tell young people about AI: 

1. AI as predator: a mysterious, possibly hostile force that will automate away jobs, 
manipulate attention, and outthink everyone. 

2. AI as amplifier: a powerful, literal-minded function approximator that can extend human 
capability if you understand what it is and how it works. 

The first story breeds fatalism or denial. The second requires mathematical metaphysics. 

The curriculum outlined here is designed to make the second story viable. A structurally literate 
student: 

• Sees that a language model is a function trained to predict text, not a mind with 
intentions. 

• Understands that any model is constrained by its architecture, its training distribution, 
and its objective. 

• Recognizes phenomena like overfitting, distribution shift, and optimization side effects as 
types of pattern failure, not supernatural betrayal. 

For such a student, AI is neither magic nor demon. It is: 

• A set of tools that: 

o multiply their ability to explore abstractions, 

o visualize complex flows, 

o test simple models quickly, 

o and generate candidate explanations or representations. 

• A set of risks that: 

o can be anticipated if you know how objectives and data shape behavior, 



77 
 

o can be mitigated by insisting on better invariants and constraints. 

This positions students as centaurs: hybrids of human judgment and machine capability, where: 

• The human sets goals, interprets structure, decides what matters, and bears 
responsibility. 

• The machine handles the bulk, speed, and combinatorics of pattern-matching and 
optimization. 

Without structural literacy, the machine easily becomes the de facto goal-setter: the entity that 
quietly defines “success” as engagement, throughput, or score. With structural literacy, the 
roles are clearer. AI becomes an instrument in the centaur’s hands, not a shepherd directing a 
herd. 

 

10.4 A call to reimagine high school math as the common metaphysics of an AI age 

The math we choose to put at the center of adolescence is a statement about what we think the 
world is and what we think people will need to live in it. 

For much of the twentieth century, the implicit answer was: 

• The world is governed by classical mechanics and simple functions. 

• A small minority will design bridges and circuits; the rest can muddle through. 

• High school math should therefore resemble a pre-engineering filter, even if it washes 
out most students’ curiosity along the way. 

In the twenty-first century, that answer is no longer adequate. The governing systems are: 

• global networks, 

• complex feedback loops, 

• probabilistic models, 

• and optimization processes running at scale. 

Most of these are invisible and mediated by software. Everyone now lives inside models, 
whether they choose to or not. 
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In that world, high school math should be: 

• A shared metaphysics of structure: 

o space as potentially curved or periodic, 

o time as both linear and cyclic, 

o laws as symmetries and invariants, 

o uncertainty as structured, not just “randomness.” 

• A shared language of models: 

o functions as black boxes, 

o features as coordinates, 

o data, objective, and architecture as the three knobs of any system. 

• A shared defense kit: 

o recognizing when plausibility has been manufactured, 

o asking what is being optimized and for whom, 

o insisting that humans retain the right to set invariants and goals. 

The circle, pi, and the Gaussian are not just convenient examples in such a curriculum. They are 
the opening chords of the new metaphysics: simple enough to teach to teenagers, deep enough 
to connect geometry, probability, and AI. 

Reimagining high school math along these lines is not a marginal reform. It is a civilizational 
choice about whether the next generation will meet AI as bewildered subjects or as structurally 
literate centaurs. 

The work will be incremental: pilots, module swaps, teacher retraining, negotiation with 
standards and exams. But the direction can be clear. We do not need to guess what kind of 
mathematical thinking the AI age rewards. We are already using it to build the systems that 
surround us. 

The task is to stop hiding that thinking in graduate programs and engineering departments, and 
instead make a version of it the birthright of every student: 

• to see the circle where others see a line, 

• to recognize pi when others see a weird decimal, 
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• to understand a Gaussian where others see an exam score, 

• and to treat AI not as a new god but as a powerful, limited function that can be steered 
by those who understand the invariants it lives on. 

That is what it would mean to embrace the circle and empower centaurs. 
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This collection is intended as a scaffold: 

• to ground the circle–π–Gaussian spine in existing mathematics, 

• to connect symmetry and invariants to physics and Noether, 

• to tie models and uncertainty to probability and machine learning, and 

• to support teachers and curriculum designers who want to move high school 
mathematics toward structural literacy and AI-era epistemic self-defense. 
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