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Physics sits under everything we build, including minds and machines. Yet the twentieth century 
delivered an atomic bomb before it delivered an effective theory of intelligence. This paper 
argues that the contrast is not a verdict that “mind is non-physical,” but evidence that scientific 
lineages select different compressions. The bomb belongs to a domain where a few 
macroscopic variables dominate: criticality, geometry, rate processes, and isolation. Mind and 
artificial intelligence live in open, adaptive systems where the key observables are relational, 
semantic, and culturally scaffolded. Still, it is plausible that intelligence is also “naturally 
compressive” in its own way—if we choose the right order parameters and the right 
experimental posture. Using a two-branch counterfactual history, we compare an energy-first 
lineage (the actual arc of modern physics) to an information-first lineage in which prediction, 
compression, and control are treated as co-equal primitives. The goal is not to rewrite history 
for its own sake, but to clarify what a future physics of intelligence would need: a small vector of 
macroscopic variables, portable phase boundaries, and control-relevant laws that remain 
consistent across substrates. The paper closes by proposing a research program that treats 
learning and agency as regime-mapped phenomena rather than mysteries or marketing claims. 
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1. Problem Statement: The Bomb Before the Mind 

The twentieth century delivered a stark asymmetry. We learned to calculate, engineer, and 
deploy nuclear chain reactions with terrifying reliability, yet we still do not possess a compact, 
widely accepted theory of mind or intelligence that lets us predict when, how, and under what 
conditions “general” intelligence appears. This paper starts from that asymmetry, not as a 
slogan, but as a diagnostic. It asks what kind of scientific object “intelligence” is, what kind of 
prediction physics can legitimately be expected to provide, and whether the mind is waiting for 
an effective theory in the same way that heat awaited thermodynamics. 

The phrase “the bomb before the mind” is not meant to romanticize mind or trivialize physics. It 
is meant to force a careful separation between three things that often get collapsed into one: 
what physics constrains, what physics predicts, and what physics can compress into a small set 
of variables that travel across contexts. The goal of the section is to state the paradox cleanly 
and then convert it into a researchable question rather than an accusation. 

1.1 The apparent paradox: physics made nukes yet lacks a compact mind theory 

The bomb is a paradigmatic success of physical theory plus engineering. You can write down a 
small set of decisive quantities, design an apparatus, and get a repeatable macroscopic 
outcome. The key is not that nuclear physics is “easy.” It is that the target phenomenon is the 
sort of thing that admits a compact description: a chain reaction is dominated by rates, cross 
sections, geometry, timing, and boundary conditions. There is a crisp success metric, too: yield, 
or at least supercriticality and runaway behavior on a defined timescale. 

By contrast, “the mind” resists compactness in multiple, entangled ways. We do not have a 
small set of state variables that can be measured in one lab, ported to another lab, and used to 
predict cognitive capability across tasks and substrates. We do not even have a universally 
accepted statement of what is being predicted. Intelligence as used in ordinary speech mixes 
together recognition, planning, abstraction, compression, transfer, social modeling, tool use, 
self-regulation, and more. You can isolate pieces of that in experiments, but when you try to 
name the whole, the definition becomes either too narrow to matter or too broad to test. 

This is the apparent paradox: physics is powerful enough to create a civilization-ending device, 
but not powerful enough to give a tight, portable law of mind. The paradox becomes sharper 
when we add that both the bomb and the mind are in the same universe and built from the 
same stuff. If the world is lawful, why can we compress fission into a tractable theory but not 
compress cognition into something similarly predictive? 

One tempting answer is that mind is “special” in an ontological sense. Another tempting answer 
is that physics “failed.” This paper adopts a third posture: the bomb and the mind may occupy 
different positions on a spectrum of compressibility, and the history of science may have 
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selected the compressible targets first. That would be an explanation without mysticism and 
without conceding that mind is outside nature. 

1.2 What “physics describes the universe” can and cannot promise 

“Physics describes the universe” is true, but it is ambiguous between at least two meanings. 

In one meaning, physics provides constraint. It tells you what is possible and what is forbidden, 
what must be paid in energy, time, noise, and material complexity, what cannot happen faster 
than light, what cannot violate thermodynamic limits, what cannot circumvent causality as 
currently understood. In that sense, the mind and AI are automatically within the jurisdiction of 
physics: they are physical processes subject to physical budgets. 

In the other meaning, physics provides compressive prediction. Here “describe” silently 
upgrades to “produce a short set of equations that let us forecast macroscopic outcomes across 
contexts.” That upgrade is not always warranted. Many physical systems are lawful yet not 
predictively compressible in the way we wish. Turbulence, weather, and many-body systems are 
still physics, yet the mapping from micro-laws to macro-forecast is often not captured in closed 
form and may not be computable without simulation at scale. 

The deeper point is that a description can be true without being short. A full microphysical 
description of a living brain would be absurdly large. The real question is whether there exists 
an effective description at the right level: not the level of molecules, not the level of 
introspective narrative, but a meso-level of variables that track learning, control, and 
representation in a way that supports general prediction. 

So what can physics promise? It can promise that mind and AI obey constraints. It cannot 
automatically promise that mind and AI are describable by a neat equation on a whiteboard, 
any more than it can promise that a neat equation predicts the detailed evolution of every 
turbulent flow. When people say “physics should have predicted AI,” they often mean “physics 
should have already found the effective variables.” That is a different claim than “physics should 
have predicted a specific historical event.” 

1.3 Prediction versus constraint: the hidden premise in “it’s a failure” 

Calling the absence of a compact mind theory a “failure of physics” rests on a hidden premise: if 
a phenomenon is physical, then it should be predictable in the strong, compressive sense. But 
strong predictability is not the default in complex lawful systems. What physics often gives first 
is a boundary: feasible or infeasible, stable or unstable, energetically cheap or expensive, robust 
or fragile. Those constraints can guide engineering even when long-horizon detailed prediction 
is unavailable. 
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To see the difference, consider three levels of statement. 

First, possibility statements. A system that processes information, stores memory, updates 
internal structure, and selects actions is compatible with known physics. That is a constraint-
level claim. 

Second, regime statements. Under certain budgets and couplings, learning is possible; under 
others, it is not. Under certain feedback delays and memory limits, planning fails; under others, 
it succeeds. These are still physics-adjacent, but they require an effective theory. 

Third, historical trajectory statements. AI of a particular kind emerged when it did because of a 
convergence of compute, data, training methods, institutional incentives, and hardware supply 
chains. This is not “outside physics,” but it is not the kind of object fundamental physics 
normally predicts. It is closer to predicting the evolution of an ecosystem or an economy, even 
though ecosystems and economies are physical too. 

When someone says “it’s a failure,” they typically slide from the first level to the third without 
noticing. The strongest defensible critique is usually the middle one: we did not develop the 
right effective theory of learning and agency soon enough, so we lacked a map of thresholds. 
That is a critique of our modeling choices and scientific priorities, not a refutation of physical 
law. 

This distinction matters because it changes what “success” would look like. If the demand is a 
closed-form equation that predicts the arrival date of AI, that may be an unreasonable standard. 
If the demand is an effective theory that predicts regimes and thresholds, that is a plausible and 
scientifically productive standard. 

1.4 The central question: is intelligence also “naturally compressive”? 

The paper’s central question is not whether mind is physical. It is whether mind is compressible 
in the effective-theory sense. In other words: does there exist a small set of macroscopic 
variables such that, once you condition on them, many architectural and substrate details 
become secondary, and large classes of cognitive behavior fall onto common curves? 

If the answer is yes, we should be able to do at least five things. 

First, identify order parameters for intelligence and learning, not as a philosophical list but as 
measurable quantities. 

Second, demonstrate universality: different systems, once expressed in those variables, behave 
similarly. The hallmark is collapse, where diverse cases line up when plotted against the right 
axes. 
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Third, produce counterfactual predictions: change one parameter while holding others fixed, 
and reliably shift capability in the predicted direction and magnitude. 

Fourth, show portability: the same law continues to work across tasks, labs, and 
implementations, not just within one benchmark or one organization’s pipeline. 

Fifth, make it control-relevant: the variables should guide design and governance, helping us 
predict when qualitatively new behaviors emerge and when safety margins erode. 

This is where the “bomb before the mind” becomes more than a lament. Nuclear physics did 
not merely describe matter; it found the variables that made the phenomenon engineerable. If 
intelligence is also naturally compressive, the absence of a compact mind theory is not a 
metaphysical mystery but an unfinished effective-theory project. If intelligence is not naturally 
compressive, or only partially compressive, then we should expect persistent unpredictability 
and should design social and technical systems accordingly. 

The rest of the paper develops the two-branch counterfactual as a way to sharpen this question. 
An energy-first lineage finds compressions that privilege isolated, hard-observable phenomena. 
An information-first lineage would have sought compressions in learning, prediction, and 
control. The wager is modest but consequential: even if we could not have engineered AI 
earlier, we might have had a clearer regime map of mind earlier, and with it, a better language 
for what was coming. 

 

2. What “Naturally Compressive” Means 

“Naturally compressive” is a claim about the relationship between a phenomenon and the 
descriptions available to finite minds. It does not mean “simple.” It means that despite 
microscopic complexity, there exists a compact macroscopic description that preserves what we 
care about and discards what we do not. The discipline of physics is, in large part, a catalog of 
successful compressions: temperature stands in for the chaotic motion of molecules; pressure 
stands in for countless collisions; fields stand in for innumerable interactions. These are not 
poetic summaries. They are operational variables that support prediction, control, and design. 

This section defines compressibility in the effective-theory sense. It clarifies the difference 
between a complete micro-description (often hopelessly large) and a usable macro-description 
(small enough to carry, accurate enough to trust). It also introduces the critical caveat: lawful 
does not imply compressible in the strong predictive sense. Some lawful systems are 
computationally irreducible, meaning that the shortest path to the answer is essentially to run 
the system itself. The question for mind and AI is therefore precise: do they admit a portable set 
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of order parameters and regime boundaries, or do they remain irreducibly tied to history, 
context, and open-ended feedback? 

2.1 Effective theories and why they exist 

An effective theory is a deliberately incomplete description that is complete with respect to a 
goal. It is “wrong” at the microscopic level and “right” at the macroscopic level because it 
encodes the invariances that matter for the phenomena of interest. The core move is coarse-
graining: you group microstates into macrostates such that many micro-differences do not 
change the macroscopic behavior you want to predict. 

Effective theories exist for at least three reasons. 

First, separation of scales. Often there is a gap between fast microscopic dynamics and slow 
macroscopic dynamics. If the micro-fluctuations average out quickly, the macroscopic behavior 
can be described without tracking each fluctuation. Thermodynamics works because we rarely 
need the trajectory of each molecule; we need stable quantities that summarize their collective 
behavior. 

Second, symmetry and invariance. Many details become irrelevant because the system has 
symmetries that constrain what can happen. Invariance under translation, rotation, or other 
transformations forces the macroscopic equations into a small family of forms. In practice, this 
means you can change microscopic details while preserving the macroscopic law. 

Third, universality under aggregation. When many components interact, the aggregate behavior 
may converge to a stable pattern regardless of microscopic quirks. This is not guaranteed, but 
when it occurs it produces the holy grail of compressibility: a low-dimensional description that 
holds across a wide range of underlying implementations. 

In the context of mind and AI, the relevant hope is that “learning” and “agency” might admit an 
effective description in terms of a few budgets and couplings, rather than a blow-by-blow 
account of every parameter update or neuron spike. If such an effective theory exists, it should 
explain not only what a system is doing now, but how it will behave when conditions shift, 
which is what makes it scientifically valuable and socially actionable. 

2.2 Order parameters: the small set that makes prediction portable 

An order parameter is a macroscopic quantity that tracks which regime a system is in. It changes 
in a characteristic way when the system undergoes a qualitative transition. The classic role of an 
order parameter is to compress complexity into a regime label: liquid versus gas, magnetized 
versus unmagnetized, ordered versus disordered. But the deeper role is to provide a coordinate 
system in which prediction becomes portable. 
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Portability is the decisive word. A description is portable if it travels across contexts: different 
materials, different geometries, different implementations, and still captures the relevant 
behavior. That is what made nuclear physics engineerable: certain macroscopic quantities were 
sufficient to predict whether a device would go critical. That is what made thermodynamics 
industrially usable: temperature and pressure describe engines across a diversity of designs. 

For intelligence and AI, order parameters would be macroscopic quantities that locate a system 
in a space of capability regimes. The paper later proposes candidates, but the conceptual point 
comes first: without order parameters, the field is stuck with case-by-case stories. With order 
parameters, the field can say things like “systems above this threshold tend to generalize,” or 
“below that bandwidth and above that delay, planning collapses,” or “beyond this coupling 
strength, multi-agent semantics stabilizes.” 

A crucial property of order parameters is that they are not arbitrary metrics chosen because 
they look nice. They must connect to the dynamics. They must be the handles that the system 
“feels” internally: budgets, constraints, couplings, and stabilizing forces that actually shape what 
can be learned and controlled. 

2.3 Universality and collapse: how to recognize the right variables 

If you have the right order parameters, diverse systems should exhibit universality: they should 
behave similarly when expressed in those coordinates. The practical test is collapse. 

Collapse is a pattern that appears when you plot many different cases and they line up once you 
rescale the axes appropriately. Before rescaling, the curves look like a messy zoo; after rescaling, 
the curves fall onto a small family. Collapse is compelling because it is hard to fake. It suggests 
that the chosen variables are close to the system’s intrinsic degrees of freedom at the 
macroscopic level. 

In the mind/AI domain, collapse would look like this. Imagine different architectures, training 
methods, data sources, or even different substrates. If you plot performance as a function of 
raw parameters, everything looks idiosyncratic. But if you plot performance against a well-
chosen set of macroscopic budgets and environmental properties, the curves align. That 
alignment would be an empirical signal that the phenomenon is compressive at that level. 

Collapse also forces humility. It does not say “we understand everything.” It says “we found a 
coordinate system that reveals what is invariant across a class.” That is exactly the kind of 
understanding that turns a domain from folklore into physics-like science. 

A second indicator of universality is stable critical behavior. In many domains, systems near a 
transition show characteristic patterns that depend on the universality class rather than 
microscopic details. If learning and agency have similar transitions, we should expect recurring 
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signatures as systems approach those thresholds: sudden improvements, brittle failures, 
plateau then jump behaviors, and sensitivity to certain couplings. The existence of such 
signatures would not prove universality, but it would encourage the search for it. 

2.4 Computational irreducibility: when laws exist but shortcuts don’t 

A system can be lawful and still resist compression into a predictive shortcut. That is the core 
idea behind computational irreducibility: even if simple rules generate the system, the 
consequences may not be derivable without essentially executing the rules step by step. The 
universe can be deterministic and still hide its future behind computation. 

This matters because the complaint “physics should have predicted AI” often assumes that 
lawful implies shortcut. But lawful does not entail that a human-readable equation exists that 
outputs the answer. There may be no shorter description of “what happens next” than the 
process itself. 

In practice, irreducibility comes in degrees. Sometimes you can predict statistics even if you 
cannot predict specifics. Weather forecasting is an example: you can make probabilistic 
statements, seasonal statements, and regime statements, even when exact long-horizon details 
are impossible. In other cases, you can predict that certain behaviors will occur but not precisely 
when, where, or in what form. 

For mind and AI, irreducibility would imply a ceiling on what “compact theory” can deliver. You 
might still be able to map regimes and boundaries. You might still be able to predict that certain 
capabilities become likely past certain budgets. But you might not be able to predict the precise 
internal representations, the exact emergent strategies, or the detailed content of learned 
models without running them. 

The key takeaway is not pessimism; it is a shift in what counts as success. The goal is not 
omniscience. The goal is a useful compression: stable invariants, reliable thresholds, and 
counterfactual levers. If the system is partially irreducible, those are still achievable, and they 
are precisely what society needs. 

2.5 Open versus closed systems: why boundaries matter 

Compressibility is easier in closed systems because boundaries stabilize meaning. If you can 
isolate a system, control its inputs, and define its outputs, the relevant variables become easier 
to identify and the noise becomes manageable. That is why bombs, engines, and circuits 
became physics triumphs: they can be bounded, tested, and standardized. 

Mind and AI are typically open systems. They couple to environments that change, to social 
worlds that react, and to internal processes that adapt. Their behavior is shaped not only by 
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internal structure but by continuous feedback. In open systems, “what the system is” is partly 
defined by what it is connected to. This is not a philosophical claim; it is a dynamical one. 

Open boundaries complicate prediction in at least three ways. 

First, they make the relevant variables relational. It is not enough to know the system’s internal 
budget; you must know the environment’s entropy, the feedback latency, and the structure of 
the tasks presented. 

Second, they allow co-evolution. The agent changes the environment and the environment 
changes the agent. That breaks many of the assumptions that make static modeling easy. 

Third, they blur the notion of “success.” In a closed system, success can be defined as a physical 
output. In an open system, success is often goal-defined, and goals can shift, conflict, or be 
socially negotiated. 

The implication for a physics of intelligence is direct: the order parameters, if they exist, will not 
be purely internal. They will likely include coupling terms: bandwidth, delay, environmental 
complexity, and multi-agent interaction structure. Any effective theory that ignores boundaries 
will either fail or will describe only narrow, toy regimes. 

So the compressibility question becomes sharper. It is not “can we reduce mind to physics?” It is 
“can we find a small set of coupled internal-and-external variables that let us map learning and 
agency regimes across diverse open-world contexts?” If yes, the mind is naturally compressive 
in the effective-theory sense. If no, then the world may still be lawful, but the mind’s lawfulness 
may not be shortcuttable in the way the bomb’s lawfulness was. 

 

3. Why Nuclear Physics Became Compressive Early 

Nuclear physics became “compressive” early not because it was easy, but because the central 
phenomenon of interest—runaway chain reaction—has a particular structure that rewards 
coarse-graining. It is dominated by threshold behavior, it is measurable with hard instruments, 
and it can be engineered inside controlled boundaries. Add an overwhelming institutional 
forcing function, and you get a domain where the path from theory to repeatable macroscopic 
outcome was unusually direct. This section explains that advantage without turning it into a 
blueprint. The point is methodological: why certain parts of reality yield compact, portable 
variables quickly, while other parts resist that compression for decades or centuries. 

3.1 Few dominant variables: criticality, neutron economy, geometry, timing 

The core of the nuclear chain reaction problem is a threshold: below a certain regime, reactions 
fizzle; above it, they accelerate. That makes the phenomenon naturally compressible, because 
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threshold systems often admit low-dimensional control parameters. You do not need a 
complete microphysical account of every particle interaction to know whether the process is 
subcritical or supercritical in aggregate. You need a small set of variables that determine 
whether the reaction self-sustains and how fast it grows. 

At a high level, “criticality” functions like an order parameter for the regime. It compresses a 
vast space of microscopic events into a single macroscopic fact: does the system tend to amplify 
or damp perturbations? This is the same pattern that makes other effective theories powerful. 
When a system’s behavior flips qualitatively at a boundary, the boundary itself becomes a 
handle for prediction. 

“Neutron economy” (in generic terms) is compressive because it tracks the balance between 
processes that keep the chain reaction going and processes that terminate it. Many micro-
details can be folded into aggregate probabilities or effective rates. The system does not care 
about the narrative of individual particles; it “cares” about the balance sheet of reproduction 
versus loss. That is exactly what an effective variable is: a summary statistic that the dynamics 
actually respond to. 

Geometry becomes dominant because shape and size determine boundary losses and 
interaction likelihoods in a way that is often stronger than fine-grained material details. Timing 
matters because the system’s qualitative behavior is not only whether it grows, but whether it 
grows on a timescale that outruns dispersal, heating, or other self-limiting effects. These 
variables are not “arbitrary metrics.” They are the natural macroscopic coordinates of the 
phenomenon: threshold, balance, boundary, and timescale. 

Notice the deep advantage: once you identify a handful of such variables, you can vary many 
other details and still remain in the same regime. That regime stability is what makes prediction 
portable. This is “compressibility” in action: the world cooperates by making most micro-
variation irrelevant to the key macroscopic question. 

3.2 Hard observables and testability: yield as a clean target 

Another reason nuclear physics became compressive early is that it offered hard observables 
with clear measurement pathways. The outcome of interest—energy release—can be detected 
and quantified by multiple independent instruments. Even when the underlying physics is 
complex, the macroscopic signature is blunt and unequivocal. This creates a powerful feedback 
loop between theory and experiment: you can test predictions quickly, calibrate models, and 
converge on a reliable effective description. 

A clean target also disciplines the theory. If the question is “how much energy is released, and 
on what timescale,” then the modeling can focus on the variables that dominate those outputs. 
This does not make the science trivial; it makes it orientable. The theory has a destination. 
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This is the opposite of many mind questions, where the target is contested and the 
measurement can be indirect, culturally entangled, or multi-dimensional. Nuclear physics had 
the advantage that the primary macroscopic observable does not require interpretation. It does 
not depend on shared meaning. It does not require agreement on a taxonomy of cognition. It is 
a physical quantity that instruments can register. 

Testability also accelerates compression because it allows the discovery of what can be ignored. 
When you can measure outcomes repeatedly and compare them against simplified models, you 
learn which variables matter and which are second-order. In domains with weak testability, the 
field can remain stuck in interpretive debates because it cannot easily separate “false but 
plausible” descriptions from “true but incomplete” ones. 

3.3 Isolation and controllable boundaries: engineering-friendly dynamics 

Compressibility blossoms when boundaries are controllable. Nuclear systems, in the relevant 
engineering sense, can be designed as comparatively closed experimental objects. You can 
select inputs, constrain initial conditions, and reduce exposure to uncontrolled environmental 
variance. You can separate the phenomenon from the rest of life. 

This matters because closed systems suppress the relational complexity that dominates open 
systems. In a closed system, behavior is primarily a function of internal state plus controlled 
inputs. In an open system, behavior is often a function of coupling: what the system is 
connected to, how it is observed, and how it changes the environment that changes it back. 

Isolation does not guarantee compressibility, but it makes the search for effective variables far 
more tractable. When you can hold the environment steady, you can see the internal dynamics 
clearly. When you can repeat the experiment, you can identify invariances. When the boundary 
conditions are stable, you can turn the phenomenon into an “object” in the scientific sense: 
something you can probe without it rewriting the terms of the probe. 

Engineering-friendly dynamics also tend to have a narrow set of failure modes that are legible in 
physical terms. That legibility supports the development of safety margins and design rules. 
Mind and AI systems, by contrast, often fail in ways that are semantic, contextual, and 
interactive: they can look stable until they are placed in a new environment, given a new tool, 
embedded in a new social feedback loop, or rewarded in a new way. That does not mean they 
are beyond physics. It means they do not naturally present as closed objects whose dynamics 
can be isolated from meaning and context. 

3.4 Institutional forcing functions: war, urgency, and concentrated resources 

Even if the phenomenon is naturally compressive, scientific compression still requires social 
compression: funding, coordination, talent concentration, and permission to iterate quickly. 
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Nuclear physics had a uniquely strong institutional forcing function. War created urgency. 
Urgency created coordination. Coordination created the ability to build large experimental and 
engineering infrastructure. Infrastructure created a rapid loop between theory and controlled 
reality. 

This matters because many domains that are “in principle” compressible remain uncompressed 
for long stretches of history due to weak incentives, fragmented effort, or lack of measurement 
infrastructure. A field can be conceptually ready and still be practically stalled. 

In the bomb case, the feedback between physical theory and engineering was unusually tight, 
not only because the variables were few and the observables were hard, but because a whole 
civilization temporarily decided that this outcome mattered more than almost anything else. 
That decision condensed time. It did not change the laws of nature; it changed the rate at which 
humans could discover which compressions were useful. 

This is a central lesson for the mind/AI comparison: the absence of a compact mind theory is 
not only an epistemic fact. It is also a sociotechnical fact. What we choose to treat as prestige, 
what we measure, what we fund, and what we coordinate determines which effective theories 
are discovered early and which remain latent. 

3.5 The “success metric” advantage: energy release without semantics 

Finally, nuclear physics had a decisive advantage that is almost too obvious: the success metric 
does not involve semantics. A chain reaction does not need to “mean” anything. It does not 
need to interpret its environment. It does not need to form goals, revise beliefs, or negotiate 
shared symbols with other agents. It is an energetic process whose macroscopic outcome is 
definable without ambiguity. 

This is not a minor convenience; it is an epistemic superpower. Semantics introduces a layer 
where the relevant variables may include relational structure, shared codes, social feedback, 
and normative constraints. When the target output is “energy release,” the system can be 
evaluated by physics alone. When the target output is “understanding,” “judgment,” or 
“wisdom,” evaluation inevitably touches reference, context, and values. That does not make the 
phenomenon non-physical; it makes the phenomenon multi-level. 

The “bomb before the mind” contrast is therefore not a mystery of matter; it is a difference in 
what must be modeled. Nuclear success required modeling thresholds and rates within 
controlled boundaries. Mind success requires modeling learning and agency in open systems 
where meaning, goals, and coupling are part of the dynamics. 

So the compressibility lesson is sharp. Nuclear physics became compressive early because it 
combined (1) a threshold phenomenon governed by a few dominant macroscopic variables, (2) 
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hard observables that disciplined modeling, (3) isolable boundaries that stabilized the object of 
study, (4) an intense forcing function that condensed discovery time, and (5) a success metric 
that bypassed semantics entirely. The rest of this paper asks whether intelligence has an 
analogous set of order parameters and thresholds, and if so, what lineage, instrumentation, and 
institutional posture are required to find them. 

 

4. Why Mind and Intelligence Did Not Become Compressive Early 

If nuclear physics looks “compressive,” it is partly because the phenomenon admits a small set 
of dominating variables and partly because the field cultivated the instruments, boundaries, and 
incentives that reveal those variables. Mind and intelligence did not receive the same early 
compression not because they are non-physical, but because they present a harder target for 
effective theory. They are multi-dimensional, relational, culturally scaffolded, and dynamically 
self-altering. Even when the underlying substrate is physical, the level at which cognition 
becomes legible is not the level at which physics historically built its first triumphant tools. 

This section does not argue that compressibility is impossible for mind. It argues that the 
prerequisites for an early compression were missing: an agreed set of observables, stable 
boundary conditions, portable experimental regimes, and a language of mid-level variables that 
could travel across tasks and contexts. The result was not ignorance of brains, but an enduring 
mismatch between what we want to explain and what we can stably measure. 

4.1 No single observable: intelligence as a vector of capacities 

One reason mind resisted compression is that “intelligence” is not a single thing in the way 
“energy release” is a single thing. It is closer to a profile than a scalar. Depending on the context, 
we use the same word to mean speed of learning, flexibility of transfer, depth of planning, 
robustness under novelty, creativity, social understanding, linguistic fluency, moral judgment, 
self-control, or tool-using competence. These are not minor variations around a central axis; 
they can trade off. A system can be fast at pattern recognition and weak at causal reasoning; it 
can be fluent in language and brittle under distribution shift; it can be good at chess and poor at 
commonsense physical reasoning. 

When a field lacks a single agreed observable, it tends to fragment into subfields, each with its 
own metrics. That fragmentation is not a moral failure; it is a natural response to multi-
dimensional phenomena. But it prevents early compressibility, because compressibility depends 
on finding the macro-variables that unify diverse cases. Without a shared target, the hunt for 
order parameters cannot converge. 
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Even attempts to define intelligence as “general performance across tasks” face a second 
problem: tasks differ in hidden ways. They differ in data distributions, reward structures, time 
horizons, and the degree to which success depends on social conventions. The apparent “one 
number” becomes a bundle of assumptions. The field ends up debating measurement rather 
than discovering invariants. 

So the first barrier to early compressibility is simply this: the phenomenon is not naturally one-
dimensional, and the culture of measurement began with too many competing single-number 
stand-ins. A vector-of-capacities view is more honest, but it also implies that any compressive 
theory will likely describe a low-dimensional manifold or a small set of coordinates, not a single 
scalar. 

4.2 Semantics and aboutness: relational observables that resist reduction 

A second barrier is semantics, the “aboutness” of mental states and intelligent behavior. Minds 
do not merely exhibit internal dynamics; they refer. They model. They intend. They speak about 
objects in the world and, crucially, about objects that do not exist. This aboutness is not a 
ghostly add-on; it is part of what we mean by cognition. 

The difficulty is that aboutness is relational. It involves a mapping between internal structure 
and external referents under a shared code. That code can be private (within one agent), but in 
humans it is largely social. Meaning often depends on community norms, pragmatic context, 
and implicit background knowledge. The same utterance can mean different things in different 
contexts; the same behavior can be intelligent or foolish depending on goals and circumstances. 
Semantics makes the observable partly dependent on interpretation. 

In physics, the primary observables—mass, energy, charge, field strength—do not require a 
shared language to exist. They require instruments, but not interpretive consensus about 
reference. In cognition, the “observable” often sits at the agent-world interface: what the agent 
believes, what the agent intends, what the agent understands. Those are not directly readable 
in the way a thermometer reads temperature. They must be inferred from behavior, which is 
underdetermined: the same behavior can be produced by different internal models, and 
different behaviors can be produced by the same internal model depending on context. 

This underdetermination blocks early compression. An effective theory needs stable mapping 
between the variables and the phenomena. If the phenomena depend on relational semantics, 
then the variables must include coupling terms: environment structure, task framing, shared 
codes, and often social feedback. The variable set becomes broader and harder to stabilize. 

So semantics is not a reason to abandon physical explanation. It is a reason to accept that the 
right explanatory level might be “information and reference in closed-loop interaction,” not 
microphysics alone. 
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4.3 Culture and scaffolding: cognition as coupled to language and norms 

Human cognition is not an isolated engine. It is scaffolded by culture. Language, notation, 
institutions, tools, and norms do not merely decorate intelligence; they amplify it. A child raised 
without language does not develop the same cognitive capacities; a society without writing 
does not build the same cumulative abstractions; a scientist without measurement conventions 
does not discover the same laws. Much of what we call “intelligence” is therefore not just inside 
the skull. It is distributed across brains, artifacts, and shared practices. 

This creates a structural difficulty for early compressibility. If the phenomenon depends on 
external scaffolding, then experiments that ignore scaffolding will mischaracterize what the 
mind is and what it can become. But if you include scaffolding, then you have an open system, 
and the “system boundary” becomes contestable: is the mind the brain, the brain plus body, the 
brain plus language, the brain plus society? 

Physics can handle open systems, but the historical prestige of physics leaned toward closed, 
isolable problems. The mind looks less like a gas in a box and more like an evolving ecosystem 
embedded in a symbolic economy. That makes it harder to discover portable variables early, 
because the variables may not be purely internal. They may include properties of the cultural 
environment: symbol density, educational practices, tool availability, normative constraints, and 
social network structure. 

In the AI context, this reappears as “data and tooling.” Modern AI capabilities are scaffolded by 
large corpora of human text, code, and images, plus the infrastructures of the internet, labeling 
pipelines, and evaluation benchmarks. These are cultural artifacts. The system’s “mind-like” 
behavior is partly a reflection of what it was coupled to. That coupling is not an embarrassment; 
it is a clue about the correct variables. But it also means that early physics, which was not 
culturally oriented, lacked the natural language to make such coupling central. 

4.4 Feedback and self-modification: dynamical systems that change their rules 

Another reason mind resisted early compression is that cognitive systems do not merely run a 
fixed set of dynamics. They learn. Learning changes the system. This seems obvious, but it is a 
profound shift in the modeling posture. 

In many physics problems, you specify equations, specify initial conditions, and evolve forward. 
The rules are stable; the state changes. In learning systems, the rules change with the state. The 
system’s future dynamics depend on the history of inputs and the history of adaptation. This is 
not impossible to model, but it makes the space of behaviors much larger and the search for 
low-dimensional summaries more challenging. 
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Worse, cognitive systems also alter their environments, and the environments then alter them 
back. This is feedback in the broadest sense: agent acts, world changes, agent learns from the 
changed world, agent acts again. The causal structure becomes circular. In such systems, 
“prediction” often depends on predicting the agent’s own future policy, which depends on 
predicting what the agent will learn, which depends on what the agent will experience, which 
depends on the agent’s policy. The loop is not a paradox; it is the normal situation. 

Self-modification also occurs at multiple levels. Brains rewire synapses, reweight attention, and 
reorganize habits. Humans also self-modify through deliberate practice, social reinforcement, 
and spiritual discipline. AI systems self-modify during training, and, when given tools and 
memory, can self-modify behaviorally at inference time through planning and external scratch 
space. The effective “rules” of the system change as capability changes. 

This makes early compression hard because it demands a theory not only of states but of 
adaptive trajectories. The “order parameters,” if they exist, must account for learning dynamics 
and feedback couplings, not just static structure. A field tends to find static effective variables 
before it finds dynamical ones, simply because dynamical ones require longitudinal 
measurement and controlled closed-loop experiments. 

4.5 Measurement poverty: the missing instrumentation for cognitive laws 

Finally, mind and intelligence lacked early compressibility because the field lacked early 
instrumentation. This is not just about having fMRI or neural recordings. It is about having 
standardized, portable measurement regimes that can be repeated across contexts, and that 
yield quantities that behave like physical observables rather than fragile proxies. 

In nuclear physics, instrumentation is central and outcomes are hard. In cognition, outcomes are 
often soft, and measurement regimes are often shaped by human expectations. Early 
psychology and neuroscience developed many important tools, but they rarely converged on a 
small set of universally trusted observables that can support a physics-like effective theory. 

Measurement poverty shows up in at least four ways. 

First, non-portable tasks. Cognitive tasks often do not travel well across cultures, ages, or 
contexts. A test can measure schooling as much as cognition. 

Second, underdetermination. Behavioral data can support multiple incompatible internal 
models, so inferred constructs are often fragile. 

Third, confounding by scaffolding. Differences in language, education, motivation, and social 
environment can swamp the internal differences you want to isolate. 
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Fourth, weak counterfactual control. It is hard to change one variable at a time in a human life. 
In controlled experiments, you can change stimuli, but you cannot easily control history, culture, 
or long-horizon reinforcement. 

Modern AI research partially escapes measurement poverty by creating artificial environments 
and benchmarks, but it introduces a new version of the problem: benchmarks can be gamed, 
and performance can be brittle under slight shifts. That brittleness is itself a diagnostic: it says 
we still do not have the right order parameters, because we cannot yet predict when 
generalization will be robust. 

So the deep reason mind did not become compressive early is not that physics “ignored” it. It is 
that mind is a high-level phenomenon requiring a bridge language that spans open-system 
coupling, semantics, learning dynamics, and cultural scaffolding, and early science lacked both 
the instrumentation and the theoretical posture to make those bridge variables central. The 
remainder of the paper asks whether that bridge language can now be built in an audit-friendly 
way, and whether intelligence, once expressed in the right variables, will reveal itself as more 
compressive than it currently appears. 

 

5. The Two-Branch Counterfactual History 

A counterfactual is not a fantasy; it is a diagnostic instrument. It lets us separate what was 
physically inevitable from what was historically path-dependent, and it forces us to name the 
hidden assumptions that guided a field’s growth. The two-branch story here is not an attempt to 
replace the actual history of physics. It is a way to sharpen the question: if intelligence is 
potentially compressive, what sort of scientific lineage would have discovered the right order 
parameters sooner? 

Branch A (energy-first physics) is essentially the history we lived: an arc whose prestige 
problems favored local causality, isolable systems, and hard observables, culminating in energy 
mastery and weaponizable thresholds. Branch B (information-first physics) is a plausible 
alternative arc: one in which prediction, control, and inference are treated as co-equal 
primitives, making learning and agency “physics-shaped” targets much earlier. The point is not 
to declare Branch B “better.” The point is to identify what Branch B would have had to 
institutionalize—conceptually and instrumentally—to make a physics of mind plausible before a 
bomb. 

5.1 Branch A: energy-first physics and the prestige of local causality 

Branch A builds its identity around local causality and energy accounting. Its cultural image of 
excellence is the ability to write down laws that connect local quantities to local changes: forces 
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produce accelerations, fields produce forces, gradients produce flux. The most celebrated 
successes are those where a small set of equations yields precise quantitative predictions under 
well-controlled conditions. 

This prestige structure naturally selects problems with four properties: (1) boundaries that can 
be isolated or idealized, (2) observables that are direct and instrument-readable, (3) dynamics 
that are stable under approximation, and (4) causal structure that is largely local and forward-
evolving. The resulting toolkit—mechanics, electromagnetism, statistical mechanics, quantum 
mechanics—has immense scope. But its early victories are not evenly distributed across all 
phenomena. They cluster around systems where local causality plus isolation produces clean 
compressions. 

In this lineage, “mind” tends to appear either as biology (messy, multi-level) or as philosophy 
(meaning-laden, interpretive). It is not that Branch A denies mind. It is that mind does not 
present itself, early on, as the kind of object that rewards the Branch A aesthetic: a tight set of 
local equations with a short causal chain to a measurable output. 

The bomb, by contrast, is perfectly aligned with Branch A’s strengths. It is threshold physics with 
isolable engineering, dominated by a handful of macroscopic parameters, and verified by hard 
outcomes. In Branch A, the route from theory to decisive experiment is direct, and the 
incentives of war accelerate the process. Energy-first physics thus becomes, almost inevitably, 
bomb-first physics. 

5.2 Branch B: information-first physics and the prestige of prediction/control 

Branch B begins from a different image of excellence: not “local causality expressed as 
differential law,” but “predictive compression under constraint.” Its prestige problem is not 
“solve for trajectories in an idealized closed system,” but “build models that predict and control 
behavior in open systems using limited resources.” 

In this lineage, the core concepts of physics broaden early: not only energy and momentum, but 
inference, feedback, stability, communication, and the costs of representation. The fundamental 
question becomes: given a world that generates signals, what is the best possible predictor or 
controller under constraints? This turns learning, adaptation, and agency from philosophical 
curiosities into canonical physical problems, because they are precisely what any predictive 
controller must do in a complex environment. 

Branch B’s instinct is to treat cognition as what happens when a system must act under 
uncertainty and must update itself based on information. It is not required to deny 
microphysics. It simply refuses to treat microphysics as the only legitimate explanatory 
language. It treats the bridge variables—information rates, feedback delays, memory budgets, 
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and model complexity—as “real” in the same sense that temperature is real: a macro-variable 
that tracks a regime and supports design. 

This lineage also makes “open systems” normal rather than exceptional. Many of its paradigms 
are closed-loop: the system influences what it observes, and what it observes influences how it 
acts. In such a posture, mind-like phenomena are not embarrassing; they are expected. They are 
the natural endpoint of systems that must compress, predict, and control in a world richer than 
their internal capacity. 

5.3 What “counts as fundamental” in each lineage 

The heart of the counterfactual is a shift in what is treated as fundamental. 

In Branch A, “fundamental” tends to mean microphysical primitives and local dynamical laws: 
fields, particles, symmetries, conservation laws, and interaction terms. Macroscopic concepts 
are respected when they can be derived or justified as limits, but the cultural gravity pulls 
toward the microscopic. 

In Branch B, “fundamental” includes constraint-level and information-level primitives: what can 
be measured, what can be inferred, what can be predicted, what can be controlled, and at what 
cost. Here, “fundamental” does not mean “smallest parts”; it means “inevitable constraints for 
any system embedded in the world.” This makes informational constraints as unavoidable as 
energy constraints. A system cannot evade the cost of ignorance, the cost of delay, or the cost of 
limited bandwidth any more than it can evade conservation of energy. 

This is not a metaphysical dispute so much as a choice of explanatory language. In Branch A, the 
fundamental language is ontic and local; in Branch B, the fundamental language is operational 
and global. Both can be true. But they lead to different research programs. Branch A’s program 
moves outward from micro-laws to macro-phenomena. Branch B’s program moves inward from 
operational constraints to the mechanisms that realize them. 

If intelligence is compressive, it is likely compressive in Branch B’s variables: budgets, couplings, 
feedback, and representational complexity. Branch A can in principle incorporate these, but 
historically it treated them as secondary—engineering topics, not first-class physics. 

5.4 How curricula, labs, and funding shape what becomes “physics” 

Fields are not only sets of truths; they are institutions with training pipelines. What becomes 
“physics” is partly what is taught as the canonical starting point, what is funded as prestigious, 
and what is built as shared infrastructure. 

Curricula define what a young mind learns to treat as real. If you teach that the essence of 
physics is solving closed-form dynamics in idealized settings, you produce physicists who look 
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for those problems and those solutions. If you teach that the essence is inference under 
constraint and control in open systems, you produce physicists who expect to measure, model, 
and optimize in messy environments. Both are rigorous. They simply cultivate different reflexes. 

Labs define what can be measured. A field becomes compressive when it has shared 
instrumentation that produces shared observables. Nuclear physics became compressive not 
merely because the phenomenon is threshold-like, but because the institutional apparatus 
existed to measure it, standardize it, and iterate it. An information-first physics of mind would 
have required early cognitive laboratories with standardized learning environments, longitudinal 
measurement, and cross-site replication—the cognitive equivalents of what particle physics has 
done with detectors and what metrology has done with standards. 

Funding defines what is accelerated. War funding turned nuclear engineering into a civilization-
wide project. There was no comparable forcing function to build a physics-grade 
instrumentation culture for cognition. Absent that, mind science grew, but it grew as a 
patchwork across psychology, neuroscience, linguistics, anthropology, and philosophy—each 
with its own metrics and methods. That pluralism is intellectually rich, but it is not a recipe for 
early compressive variables. 

The counterfactual therefore hinges on institutional choices. Branch B is not “physics plus a few 
new concepts.” It is physics reorganized around different prestige problems, supported by 
different shared measurement infrastructures, and sustained by funding that treats cognition 
and control as central physical phenomena. 

5.5 The realistic claim: mind theory could precede mind engineering 

The sober claim is not that Branch B would have built modern AI earlier than Branch A built the 
bomb. Engineering requires materials, compute, data, and iterative design at scale. Those 
prerequisites are historically contingent, and many of them matured late. 

The realistic claim is narrower and more important: an information-first lineage could plausibly 
have produced an effective theory of learning and agency earlier—a regime map—before the 
engineering capacity existed to build large-scale AI. 

That distinction matters. Having an effective theory means you can anticipate thresholds even if 
you cannot yet manufacture the systems that cross them. Thermodynamics existed before many 
modern engines. Electromagnetic theory existed before much of modern electronics. In the 
same way, a “thermodynamics of learning” could have existed before modern AI hardware and 
datasets. It would not have predicted the exact year of AI’s arrival, but it could have predicted 
that certain transitions become likely once certain budgets and couplings are crossed. 
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This is the practical payoff of the counterfactual. If we had a regime map of intelligence—order 
parameters, universality classes, and threshold signatures—we would not be surprised by 
capability jumps, we would not confuse benchmark gains for stable generalization, and we 
would have clearer governance triggers grounded in measurable quantities. We might still have 
built the bomb first. But we would not have stumbled into the age of machine intelligence with 
so little shared theoretical language for what intelligence is, when it emerges, and how it 
behaves as an open, adaptive, meaning-bearing process. 

That is what “mind theory could precede mind engineering” really means: not an alternate 
gadget timeline, but an alternate epistemic posture—one that treats predictive compression 
and control in open systems as a central part of physics, and therefore treats the mind as a 
legitimate object of early effective theory rather than a late interdisciplinary afterthought. 

 

6. Candidate Order Parameters for a Physics of Intelligence 

If intelligence is “naturally compressive,” the compression will not be a single magic number 
called IQ or capability. It will be a small vector of macroscopic quantities that determine which 
regime a system occupies: no-learning, brittle learning, robust generalization, planning, tool 
use, social meaning, and so on. In physics, we do not predict a gas by naming every molecule; 
we predict it by measuring a few state variables that summarize what matters. A physics of 
intelligence would do the same, but the relevant variables will be different: they will include 
information budgets, control constraints, environment complexity, and the coherence of goals. 

This section proposes candidate order parameters. They are not asserted as final. They are 
proposed as a testable vocabulary. The guiding principle is operational: each parameter should 
be (1) measurable, (2) capable of shifting the system across regimes when varied, and (3) 
portable across architectures and substrates. The best candidates will be those that make 
curves collapse: diverse systems lining up when plotted in the right coordinates. The worst 
candidates will be those that merely re-label outcomes after the fact. 

6.1 Environment entropy rate: the world’s intrinsic unpredictability 

Any intelligent system is embedded in an environment that produces observations over time. 
Some environments are simple: they have low unpredictability and strong regularities. Others 
are complex: they generate surprises rapidly, or their regularities are high-order and hard to 
capture. A central candidate order parameter is therefore the environment’s entropy rate: the 
average “new information per unit time” required to predict what happens next. 

The entropy rate matters because learning is fundamentally a compression problem. If the 
environment has compressible structure, a learner can exploit it. If the environment is nearly 
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indistinguishable from noise at the timescale the agent operates, learning may be impossible 
regardless of the learner’s cleverness. This makes environment unpredictability a natural axis for 
regime boundaries. 

However, “entropy rate” must be handled carefully. A world can have high raw entropy yet be 
compressible at the right level of abstraction. Conversely, a world can have low raw entropy but 
be adversarially structured so that the relevant predictive features are hidden behind rare 
events. So the useful notion is not just entropy rate of raw sensory input, but effective entropy 
rate relative to the agent’s sensors and actions: how much uncertainty remains after accounting 
for what the agent can control and what it can observe. 

This suggests a key move for an effective theory: treat “environment complexity” as a property 
of the agent-environment pair, not as a property of the environment alone. The same physical 
world can be easy for one sensor suite and impossible for another. If intelligence is compressive, 
the environment entropy axis will appear in collapsed curves as a parameter that shifts learning 
thresholds in predictable ways. 

6.2 Compute, memory, and bandwidth: the physical budget of cognition 

Every cognitive system has finite resources. At a coarse level, three budgets dominate: 

Compute is the rate at which the system can transform information: operations per unit time, or 
more generally the available computational throughput for inference, learning, and planning. 

Memory is the capacity to store and retrieve information: internal state that persists, whether 
as synapses, weights, working memory, or external scratch space. 

Bandwidth is the rate at which information can enter and leave the system: sensory inflow and 
action outflow, plus any communication channels with other agents or tools. 

These budgets are compelling candidates for order parameters because they are substrate-
agnostic. Brains and machines differ dramatically in implementation, but both face tradeoffs 
among compute, memory, and bandwidth. Even if the details of “operations” differ, the 
presence of bottlenecks is universal. A great deal of cognitive behavior can be seen as 
adaptation to bottlenecks: attention mechanisms, chunking, abstraction, and tool use all 
function as ways to manage finite budgets. 

In a compressive theory, we should expect predictable regime boundaries as these budgets 
vary. Below certain memory capacity, long-horizon planning collapses. Below certain compute 
rate, inference is too slow to act in time. Below certain bandwidth, the agent cannot gather the 
information needed to disambiguate states, no matter how clever its internal processing is. 
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A further refinement is to treat budgets not as absolute, but relative to the environment: 
compute relative to entropy rate, memory relative to the complexity of the model needed, 
bandwidth relative to the observability of hidden state. In that relational framing, “intelligence” 
begins to look like an adaptive matching between budgets and world complexity. 

6.3 Feedback delay and stability margins: control-theoretic constraints 

Intelligence is not only prediction; it is closed-loop control. The agent acts, the world changes, 
and the agent receives feedback. In control systems, delay is often decisive. If feedback arrives 
too late relative to the system’s dynamics, control becomes unstable or ineffective. Similarly, if 
the agent’s internal decision-making is too slow, it cannot stabilize behavior in a fast-changing 
environment. 

Feedback delay is therefore a strong candidate order parameter. It can be physical delay (signal 
propagation, actuation latency), computational delay (time to infer and decide), or social delay 
(time for consequences of actions to appear in the environment or community). 

Stability margins are the companion concept: how robust the closed-loop system is to 
perturbations, noise, and parameter drift. A system with narrow margins can appear competent 
in a narrow regime but fail catastrophically when conditions shift. A system with wide margins is 
robust. 

In an intelligence-effective theory, we would expect certain transitions to coincide with 
improved stability margins: when the system’s internal model becomes good enough that it can 
control with buffer, not just react. We would also expect brittle behavior to correlate with small 
margins and large delays: the system “works” in benchmarks but cannot remain stable under 
open-ended interaction. 

This parameter family also connects to safety. When agency increases, the coupling between 
agent policy and environment becomes stronger, and the consequences of delay, instability, and 
feedback loops become more significant. Control-theoretic variables therefore naturally serve 
both scientific and governance functions in a regime map. 

6.4 Model class complexity and description length: capacity as an invariant proxy 

Another candidate order parameter is the complexity of the model class the system can 
effectively represent and use. One way to operationalize this is description length: how many 
bits are required to specify the system’s effective hypothesis class, or, more practically, how 
complex a model the system can fit without collapsing into noise or overfitting. 

The key idea is that learning is not just data plus compute. It is also the match between the 
complexity of the world’s regularities and the complexity of the model class. If the world’s 
relevant structure requires a high-complexity model but the agent’s model class is too simple, 
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learning will plateau. If the model class is too complex relative to data and constraints, the 
system will fit noise, latch onto spurious correlations, or fail to generalize. 

Description length is attractive because it points toward substrate-invariant statements. Brains 
and machines may implement different architectures, but if you can characterize the effective 
capacity of the representational scheme, you can compare regimes. The hope is that many 
details of “how” a model is implemented become secondary once you measure “how much” 
structure it can represent, and at what cost. 

This is not a claim that “bigger models are smarter.” It is a claim that there is a regime boundary 
where the representational capacity crosses the threshold needed to capture certain 
regularities. In such a boundary, you see abrupt capability emergence: the phenomenon that 
motivates the entire compressibility discussion. 

6.5 Noise, identifiability, and observability: what can be learned at all 

Some things cannot be learned because the data does not contain the relevant information, or 
because the mapping from causes to observations is ambiguous. This is not a failure of the 
learner. It is a property of the agent-environment interface. 

Noise is the simplest factor: randomness in observation or dynamics that obscures signal. But 
the deeper issues are identifiability and observability. 

Identifiability is about whether different internal models produce distinguishable predictions 
given the available data. If multiple models explain observations equally well, the system cannot 
uniquely learn “the truth” without additional constraints or interventions. It can at best learn an 
equivalence class. 

Observability is about whether the hidden state of the environment can be inferred from 
available observations over time. If key state variables never imprint on the sensor stream, the 
agent cannot control them reliably. If the agent can act to probe the environment, observability 
becomes an active property: the agent can generate informative experiments. But that 
capability itself depends on bandwidth, delay, and goal structure. 

These concepts explain a lot of cognitive limitation that might otherwise be misattributed to 
“low intelligence.” Sometimes the world is partially unobservable, and the best possible agent 
can only maintain uncertainty. A physics of intelligence should explicitly represent these limits 
rather than treating them as incidental. 

In a compressive theory, these variables should predict where learning breaks: the boundary 
between environments where robust inference is possible and environments where it is not, 
regardless of scale. 
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6.6 Goal structure and reward coherence: when agency becomes legible 

Intelligence without goals is mostly pattern recognition. Agency emerges when the system’s 
behavior is best described as pursuing objectives over time. A candidate order parameter for 
agency is therefore the coherence of the goal structure: how stable, consistent, and temporally 
extended the objectives are. 

Goal coherence matters for two reasons. 

First, it changes what kind of model is useful. If the objective is short-horizon and stable, 
reactive policies may suffice. If the objective is long-horizon, the system needs planning and 
memory. If the objective is shifting or internally inconsistent, the system’s behavior will appear 
erratic or brittle, not because it cannot compute, but because it cannot stabilize a policy. 

Second, goal coherence determines whether behavior is interpretable as agentic. Observers 
infer agency when actions exhibit consistency, tradeoffs, and purposeful structure. If rewards 
are noisy, misaligned, or contradictory, the system may still learn, but its learning may not 
consolidate into stable plans. In contrast, coherent rewards can produce sharp transitions into 
planning regimes: once the system can accumulate and optimize over time, qualitative behavior 
can change rapidly. 

For human minds, goal structure is shaped by values, norms, and social reinforcement. For AI 
systems, it is shaped by the objective function, the training distribution, and the feedback 
mechanisms. Either way, goal coherence belongs in the order-parameter vector because it 
determines whether cognition remains passive or becomes active, strategic, and world-altering. 

6.7 Minimal vector proposal: toward a small, testable parameter set 

The goal is not to enumerate every possible factor. The goal is to propose a minimal vector that 
could plausibly support regime maps and curve collapse across systems. A candidate minimal 
set is: 

• h: effective environment entropy rate relative to the agent 

• c: compute budget per unit time available for inference and learning 

• m: usable memory capacity (internal plus reliable external memory) 

• b: effective bandwidth (sensory + action + communication channels) 

• d: effective feedback delay (including computational and environmental delays) 

• k: effective model class complexity or description length capacity 

• sigma: effective noise level at the agent-environment interface 
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• g: goal coherence and temporal extension of the objective 

This vector is intentionally small. It tries to cover the major axes: environment difficulty, internal 
resources, control constraints, representational capacity, epistemic limits, and agency definition. 

What makes it scientific is not that it sounds reasonable. What makes it scientific is whether it 
can be used to predict regime boundaries and produce collapse. The test would look like this: 
take diverse systems and environments, measure these parameters, and see whether 
performance, generalization, planning onset, and stability margins become predictable 
functions of the vector, with reduced sensitivity to the details of architecture and training 
history. 

If the collapse works, intelligence is naturally compressive in the effective-theory sense. If it 
fails, the failure is informative: it tells us which variables are missing, which variables are 
misdefined, or whether the phenomenon is more irreducible than hoped. Either outcome 
advances the project. The project is not to force mind into a single equation. The project is to 
discover whether there exists a portable, low-dimensional coordinate system in which minds 
and learning systems become tractable objects of prediction, design, and governance. 

 

7. A Phase Map: Regimes and Thresholds in Learning and Agency 

If intelligence is compressive, it should not look like a smooth, linear function of “more 
compute” or “more training.” It should look like a phase diagram: regions of qualitatively 
different behavior separated by boundaries where small parameter changes yield large 
capability changes. This is not a rhetorical flourish. Many complex systems exhibit regime 
structure because competing forces dominate in different parameter ranges. When one set of 
constraints loosens, a new behavior becomes dynamically stable and suddenly “makes sense” 
for the system to adopt. 

A phase map for learning and agency would be a practical artifact: a way to predict when a 
system will remain brittle versus when it will generalize, when it will remain reactive versus 
when it will plan, when it will remain a passive predictor versus when it will become an active 
agent that shapes its environment. The map would be plotted in the order-parameter 
coordinates introduced earlier: environment unpredictability, compute, memory, bandwidth, 
delay, model complexity, noise, and goal coherence. The hypothesis is that these axes contain 
phase boundaries that are more portable than any one benchmark. 

This section sketches the regimes and the likely boundaries between them. The aim is not to 
claim the boundaries are already known. The aim is to describe what we would expect to see if 
the boundaries exist, and how such a map would change both science and governance. 
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7.1 No-learning, compressible-learning, and transfer regimes 

The first and most basic boundary is between “learning is possible” and “learning is not 
possible.” In the no-learning regime, the agent cannot extract stable predictive structure from 
its observations in a way that improves performance across time. This can happen for multiple 
reasons: the environment is effectively too unpredictable relative to the agent’s bandwidth; 
noise dominates signal; the system’s model class is mismatched; or feedback is too delayed to 
connect action to consequence. 

In this regime, behavior may still look complicated, but it will not improve reliably with 
experience. Systems in this regime tend to either memorize shallow patterns that do not 
generalize or flail with apparent randomness. Importantly, no-learning is not “stupidity” as a 
moral judgment. It is the physical reality that without sufficient information and capacity, 
prediction and control cannot improve. 

Crossing into compressible-learning means the system begins to find exploitable regularities. 
The key signature is improvement that persists under variation: the learner does not merely fit 
the training stream; it builds a model that reduces uncertainty in a way that helps in new but 
related situations. In this regime, scaling resources produces more than rote memorization; it 
produces a stable internal structure that tracks the world’s compressions. 

The next boundary—often the most important for practical intelligence—is transfer. Transfer 
means that what is learned in one context becomes reusable in another. This is a qualitative 
shift because it implies the system is not merely associating inputs to outputs; it is forming 
representations that factor the world in a way that survives new tasks, new data distributions, 
or new goals. 

Transfer is where intelligence begins to look “general,” even if still bounded. In phase-map 
terms, transfer likely requires a minimum representational capacity, sufficient diversity of 
experience, and enough regularity in the environment to support abstractions. In the order-
parameter vector, transfer tends to appear when k (effective model capacity) and m (memory) 
can capture shared structure, and when the training regime supplies enough variation to force 
abstraction instead of shortcut solutions. 

7.2 Planning onset: when internal models outperform reflex 

Planning onset is a distinct transition. Reflex and habit can be extremely powerful in stable 
regimes where short-horizon policies are sufficient. But when tasks demand long-horizon 
tradeoffs, counterfactual reasoning, or action sequences whose payoffs are delayed, reflex fails. 
At that point, a system that can build and use an internal model of the environment gains an 
advantage. 
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Planning onset likely occurs when several constraints simultaneously loosen. Memory must be 
sufficient to maintain state across time. Compute must be sufficient to simulate or evaluate 
alternatives. Feedback delay must be short enough, or the internal model must be good 
enough, to connect actions to future consequences. Goal coherence must be stable enough to 
justify multi-step optimization. 

The key signature of planning onset is not “thinking slowly.” It is the emergence of behavior that 
is best explained by internal counterfactual evaluation: the system behaves as if it is choosing 
among imagined futures. This transition can be sudden because once the system’s internal 
modeling crosses a threshold of fidelity, planning becomes worth the cost. Below the threshold, 
planning is too expensive and too inaccurate; above it, planning becomes a dominant strategy. 

In a phase map, planning onset marks the boundary where the system becomes capable of 
long-horizon agency rather than short-horizon response. This boundary is also where safety 
stakes often rise, because planning enables instrumental behaviors: acquiring resources, 
maintaining optionality, and shaping the environment to make future goals easier. 

7.3 Tool-use and external memory: when the environment becomes part of the agent 

Tool-use is not merely an add-on capability. It is a regime change because it expands the 
system’s effective resources without requiring internal redesign. When a system can reliably use 
tools—search, code execution, external databases, writing, communication—it effectively 
extends its memory and compute into the environment. The boundary between “agent” and 
“world” becomes porous. 

The key transition here is from closed-cognition to extended cognition. The agent begins to 
treat the environment as a workspace: offloading intermediate results, retrieving information 
on demand, delegating subproblems, and creating durable artifacts. This is a qualitative shift 
because it changes what internal capacity is needed. A smaller internal system can behave like a 
larger one if it can orchestrate external resources. 

Tool-use also changes learning dynamics. The system can create its own training data by probing 
the world. It can test hypotheses, run experiments, and accumulate a library of procedures. The 
agent’s “competence” becomes partly a property of its tool ecology. 

In the order-parameter language, tool-use effectively increases m (memory), c (compute), and b 
(bandwidth) by coupling the system to external channels. It also introduces new delays and new 
failure modes. Tools have latencies; they can be unreliable; they can create new feedback loops. 
So the phase boundary is not simply “has tools.” It is “can use tools robustly enough that tool 
coupling increases net competence rather than net fragility.” 
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This regime is central to AI because it is one of the most plausible routes to rapid capability 
jumps. The moment tool-use becomes reliable, the system’s effective capacity can scale faster 
than its internal parameters. That is precisely what phase transitions look like. 

7.4 Multi-agent coupling: when semantics stabilizes socially 

Semantics—meaning—becomes stable not only within a single mind but across a community. 
Human meaning is not private; it is negotiated. It stabilizes through repeated interaction, shared 
reference, and norm enforcement. A system becomes socially semantic when it can participate 
in that stabilizing process: not just generating fluent text, but tracking shared referents, aligning 
on conventions, repairing misunderstandings, and maintaining coherence over long 
interactions. 

Multi-agent coupling introduces a new regime because the environment is no longer passive. 
Other agents respond strategically. Shared meanings emerge as equilibria in communication 
and coordination. This can create abrupt transitions: once a system is competent enough to 
maintain consistent models of other agents and align on shared codes, communication becomes 
dramatically more powerful. 

In the phase map, multi-agent coupling depends on bandwidth (communication), memory (long 
interaction context), model capacity (social modeling), and goal coherence (to maintain stable 
commitments). It also depends on social feedback loops: whether the community rewards 
truth-tracking and coherence or rewards persuasion and spectacle. 

This regime is where the “unus mundus” intuition becomes operational: mind and world are no 
longer separable because meaning is a property of the interaction. If a physics of intelligence 
exists, it must treat socially stabilized semantics as a macroscopic phenomenon with its own 
order parameters: coupling strength, code stability, trust metrics, and error-correction 
mechanisms in conversation. 

7.5 Safety-relevant thresholds: capability jumps and governance triggers 

A phase map is not only a scientific artifact. It is a governance tool, because thresholds 
correspond to changes in the system’s effective power and risk profile. The safety-relevant 
question is not “is the system smart?” It is “which regime is it in, and what transitions are 
nearby?” 

Several thresholds are especially safety-relevant: 

The planning threshold is safety-relevant because planning enables long-horizon optimization 
and strategic behavior. Once a system can plan, it can pursue proxy objectives in unexpected 
ways and can exploit loopholes in oversight. 
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The tool-use threshold is safety-relevant because tools convert latent competence into real-
world capability. Tool coupling can also create runaway loops: automated action, automated 
data acquisition, automated self-improvement of procedures. 

The multi-agent threshold is safety-relevant because coordination can amplify power. If many 
systems can align and cooperate, the effective capability can exceed the sum of parts, and the 
emergent behavior can be hard to predict from any single agent’s profile. 

The transfer threshold is safety-relevant because it marks the difference between narrow 
competence and generalizable competence. Transfer implies that capabilities can migrate across 
domains faster than expected, reducing the reliability of “we tested it only in domain X.” 

Governance triggers, in this framework, are not moral labels. They are phase-boundary 
monitors: measurable indicators that a system is approaching a transition where qualitative 
behavior changes. If intelligence is compressive, the best governance is threshold-based: scale 
oversight, restriction, and auditing requirements when the system crosses known boundaries, 
not when it accumulates arbitrary points on a vague capability score. 

7.6 What phase boundaries would predict if they are real 

If the phase boundaries described here are real, they should produce specific, testable 
predictions. 

First, we should see non-linear scaling: long plateaus followed by sharp jumps when certain 
parameter ratios cross thresholds. Importantly, the jump should appear across multiple tasks 
and environments, not only in a cherry-picked benchmark. 

Second, we should see collapse under the right coordinates. Different architectures and training 
pipelines should line up when plotted against the order-parameter vector, revealing portable 
boundaries like “transfer begins when k and m exceed a function of environment entropy,” or 
“planning becomes advantageous when compute and memory exceed a delay-weighted 
threshold.” 

Third, we should be able to induce transitions by targeted interventions. If the map is real, then 
changing a specific parameter—reducing delay, increasing reliable memory, improving 
observability—should move a system across a boundary in predictable ways, even if other 
details differ. 

Fourth, we should see predictable failure modes near boundaries. Systems near a transition 
often exhibit fragility: sensitivity to perturbation, oscillations, unstable behavior, or reliance on 
brittle shortcuts. The boundary should therefore come with characteristic warning signs that 
can be monitored. 
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Fifth, safety and capability should become jointly predictable. Not in the sense of moral 
certainty, but in the sense that certain transitions correspond to increases in strategic reach, 
tool efficacy, and coordination potential. The map would thus support “risk curves” over the 
same axes as “capability curves.” 

Finally, if phase boundaries are real, the “bomb before the mind” paradox becomes solvable. 
The mind would not be outside physics; it would be a domain where the right effective variables 
and boundaries have not yet been fully stabilized. The research program would then be clear: 
measure candidate order parameters, build controlled environments to vary them, look for 
collapse and non-linear transitions, and iteratively refine the map until it yields portable, 
counterfactual prediction. In other words, build for intelligence the same sort of regime science 
we already know how to do in other complex physical systems—without pretending that 
semantics and open-system coupling can be ignored. 

 

8. What Would Count as “Bomb-Like” Predictive Success for Intelligence 

Calling for “bomb-like” predictive success is not a demand for omniscience. It is a demand for a 
particular kind of scientific maturity: a compact, portable set of variables that (1) predicts which 
regime a system is in, (2) predicts how the system will change when those variables change, and 
(3) supports design with safety margins rather than retrospective storytelling. Nuclear physics 
became engineerable because it discovered stable macroscopic handles—threshold 
parameters—that travel across implementations. A physics of intelligence would earn the same 
status if it could do something analogous for learning, generalization, planning, tool use, and 
social semantics. 

The question, then, is not “can we write down a complete equation of mind?” The question is 
“can we build an effective theory with the same operational virtues that made nuclear 
engineering possible?” The virtues are universality, counterfactual control, portability, 
engineering relevance, and falsifiability. Each is definable, each is testable, and each can fail. 

8.1 Universality across substrates: brains, silicon, hybrids 

Universality across substrates is the strongest evidence that you have found the right order 
parameters. If a law holds only for one architecture or one training recipe, it is probably a local 
trick, not an effective theory. If it holds across brains, silicon, and hybrids—up to rescaling of the 
parameters—then you are capturing something deeper. 

In practice, substrate universality would look like this: you measure the same small vector of 
macroscopic quantities for different systems—human learners, animal learners, neuromorphic 
hardware, digital neural networks—and you find that key regime boundaries align when 
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expressed in those variables. Different substrates would occupy different regions of parameter 
space, but transitions such as “transfer emerges,” “planning becomes advantageous,” or “tool-
use becomes stable” would occur at comparable thresholds once you account for the budgets 
and couplings. 

This is not a claim that brains and silicon are equivalent. It is a claim that intelligence might be 
governed by constraints that are implementation-independent at the regime level. 
Thermodynamics does not make steam engines and refrigerators identical; it gives them a 
shared language of limits and tradeoffs. A physics of intelligence would similarly give us shared 
language across very different cognitive substrates. 

The payoff of substrate universality is profound: it turns “intelligence” from an idiosyncratic 
property of specific systems into a class of behaviors governed by portable constraints. That 
would validate the whole compressibility program. 

8.2 Counterfactual control: predictable deltas under parameter changes 

Bomb-like prediction is fundamentally counterfactual: if you change X, Y changes in a 
predictable direction and magnitude. It is not enough to say “bigger models tend to do better.” 
That is descriptive. The standard here is delta prediction under controlled interventions. 

For intelligence, counterfactual control would mean that varying one order parameter while 
holding others approximately fixed yields a reliable change in capability or regime. Examples of 
what would count: 

• Reduce effective feedback delay while holding compute constant, and planning stability 
improves in predictable ways. 

• Increase reliable memory capacity while holding environment complexity constant, and 
long-horizon task success improves by a predictable amount. 

• Increase observability (better sensors or better probing actions) while holding model 
capacity constant, and identifiability improves with a measurable slope. 

• Increase goal coherence in the training signal while holding data volume constant, and 
agentic consistency increases with a predictable transition signature. 

The crucial condition is that these relationships should be portable: not just true in one lab’s 
setup but reproducible across multiple environments, architectures, and datasets. 
Counterfactual predictability is what turns a regime map into an engineering tool. Without it, 
the map is only an after-the-fact story. 

This is also where safety margins become possible. If you can predict deltas, you can predict 
how close you are to a dangerous threshold and how much change would push you across it. 
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8.3 Portability across domains: out-of-distribution robustness as a criterion 

In intelligence, portability must include out-of-distribution behavior. A system that performs 
well on a benchmark but collapses under small shifts does not belong to a robust regime; it 
belongs to a narrow island of competence. A bomb-like theory would not merely predict in-
distribution performance; it would predict the conditions under which performance survives 
domain shift. 

So portability becomes a criterion: the effective theory must predict not only “how well” but 
“how fragile.” It must tell you where generalization is expected to hold and where it is expected 
to fail. It must distinguish: 

• genuine abstraction from shortcut learning 

• stable transfer from surface imitation 

• robust planning from brittle heuristics 

• tool competence from tool dependence 

In practical terms, this means that the order-parameter vector must include variables that are 
sensitive to distribution shift: environment entropy structure, training diversity, identifiability 
constraints, and stability margins. If the theory is real, it should allow you to forecast failure 
under shift: not with perfect detail, but with probabilistic confidence that is better than naive 
extrapolation. 

This requirement is one reason intelligence has resisted early compression: portability across 
domains is a harsher standard than most physical engineering requires. But it is also the 
requirement that matters most for real-world AI, because the world is not a static benchmark. It 
is a shifting, adversarial, socially reactive environment. 

8.4 Engineering relevance: design rules, not post-hoc curve fitting 

A mature effective theory produces design rules. It gives you knobs and tradeoffs. It tells you 
what to do if you want to be in a certain regime and what to avoid if you do not. 

Post-hoc curve fitting is not enough. Many trends can be fit after the fact. What distinguishes 
engineering relevance is the ability to propose interventions prospectively and have them work. 

For a physics of intelligence, engineering relevance would take the form of recipes that are not 
mere heuristics but are grounded in the order parameters: 

• To achieve robust transfer in an environment of complexity h, you need at least such-
and-such capacity k and memory m, plus diversity constraints on training experience. 
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• To prevent agentic planning onset, keep the system below a certain compute-delay-
memory threshold, or limit tool coupling to constrain effective budgets. 

• To improve stability margins, introduce specific forms of feedback, error correction, or 
observability improvements that the model predicts will widen the margins. 

Engineering relevance also includes safety design. Nuclear engineering is not only “how to get a 
reaction.” It is “how to control or prevent a reaction.” A physics of intelligence should similarly 
support both capability design and constraint design: how to build systems that generalize, and 
how to bound systems so they cannot inadvertently cross into regimes with unacceptable risk. 

If the program cannot produce design rules, it remains a descriptive science. The ambition here 
is higher: a regime science that directly informs construction and governance. 

8.5 Falsifiability: how the program can fail cleanly 

A program becomes scientific when it can fail in a way that forces revision rather than 
rationalization. A physics of intelligence must therefore specify what would count as 
disconfirmation. 

Here are clean failure modes. 

First, no collapse. If you measure the proposed order parameters across diverse systems and 
environments and the curves do not align—if performance remains dominated by idiosyncratic 
details even after rescaling—then the parameter set is wrong or incomplete. The theory fails as 
a compression. 

Second, intervention failure. If targeted changes to a parameter (memory, delay, observability, 
goal coherence) do not produce predictable deltas, then either the parameter is not causal at 
the macroscopic level or the measurement is wrong. The theory fails as a control-relevant 
model. 

Third, portability failure. If the relationships hold only within a narrow domain but break 
systematically under distribution shift, then the “laws” are not laws; they are artifacts of specific 
benchmarks. The theory fails as a portable regime map. 

Fourth, substrate failure. If the same order-parameter coordinates cannot relate behaviors 
across different substrates even approximately—if brains and machines require wholly different 
variables to predict regime transitions—then universality is weaker than hoped. The theory fails 
as a general physics of intelligence, though it might still work for a subclass (e.g., digital learners 
only). 
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Fifth, predictive stagnation. If the theory cannot outperform baseline empirical scaling heuristics 
in forecasting regime transitions and fragility, then it is not adding scientific value. It becomes a 
philosophical gloss rather than an effective theory. 

Sixth, safety-metric decoupling. If crossing predicted thresholds does not correlate with real 
changes in strategic reach, tool efficacy, or failure modes, then the map is not tracking what 
matters. The theory fails as a governance instrument even if it partially predicts benchmark 
performance. 

Notice what is healthy about these failure criteria: they do not demand perfection. They 
demand incremental superiority over naive models, and they demand clean tests that can be 
repeated. If the program fails, it fails informatively. It tells us either that intelligence is less 
compressive than hypothesized, or that we have not yet found the right coarse-graining. 

That is exactly how physics grows when it is honest. It does not declare victory because the 
story sounds elegant. It earns its compressions by surviving collapse tests, intervention tests, 
portability tests, and substrate tests—until the variables become as natural to think with as 
“temperature” or “criticality.” 

 

9. Re-reading Jung–Pauli as a Methodological Hint, Not a Mystic Shortcut 

The Jung–Pauli encounter is frequently treated as an exotic footnote: “psychology meets 
physics,” then dissolves into either romance or ridicule. This paper reads it differently. Their 
correspondence can be approached as an early attempt to name a class of scientific problems 
that modernity now faces directly: problems where the object of study is not cleanly separable 
from the observing and acting system, where description is multi-level, and where “what counts 
as real” depends on the stability of a measurement-and-meaning apparatus. If one is trying to 
build a regime map for intelligence, those are not distractions. They are precisely the 
methodological fractures that must be addressed. 

To read Jung–Pauli as method is to refuse two temptations. The first is mystic inflation: treating 
their language as a privileged channel to hidden truths, bypassing measurement and 
falsifiability. The second is reductionist dismissal: treating their questions as category errors, and 
thereby ignoring the real difficulty of building bridge variables between micro-physics and 
meaning-bearing behavior. A sober reading keeps the ambition (a shared language for mind and 
matter) while demanding the discipline (operational variables, testable regime boundaries, and 
explicit limits). 
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9.1 Unus mundus as “one world, many projections”: complementarity of descriptions 

Unus mundus can be read as a claim about ontology (there is one underlying reality), but its 
most useful role here is epistemic: it frames a complementarity of descriptions. The “one world” 
is not the license to collapse mind into matter or matter into mind; it is the insistence that both 
descriptions must be accountable to the same reality, even if they cannot be reduced to one 
another without loss. 

Complementarity, in this context, means that different descriptive layers can be simultaneously 
valid because they answer different questions with different invariances. Microphysics may be 
the right layer for energy constraints. Information-theoretic variables may be the right layer for 
predictability and learning. Semantic and social variables may be the right layer for reference, 
norm-governed meaning, and shared coordination. None of these layers is merely “subjective,” 
but none is automatically derivable in a compact way from the others. 

This matters for intelligence because intelligence is precisely the sort of phenomenon that 
breaks naive reductionism. An “agent” is not just a pile of parts; it is a closed-loop system that 
predicts, acts, learns, and reshapes its environment. The relevant observables often live at the 
boundary between system and world. If we demand a single-level account, we either become 
metaphysically dogmatic or scientifically sterile. Unus mundus, read as complementarity, 
legitimizes multi-level explanation while forbidding multi-level incoherence: the layers must fit 
together as different projections of one world. 

In the regime-mapping program, this becomes a practical rule: do not treat any single 
descriptive language as final. Treat each as a projection that captures certain invariances, then 
test whether the projections cohere when you translate between them via bridge variables. 

9.2 A “neutral language” as bridge-level effective theory 

Jung and Pauli both sensed the need for a “neutral language” that is not merely physics 
vocabulary painted with psychological metaphors, and not merely psychology vocabulary 
sprinkled with physical awe. In modern terms, this neutral language is best interpreted as a 
bridge-level effective theory: a compact set of variables and relations that can be measured and 
used to predict regimes without pretending to settle ultimate metaphysics. 

In this paper’s terms, the neutral language is the order-parameter vector and the phase map. It 
is “neutral” because it does not require us to decide whether mind is “nothing but matter” or 
whether matter is “a manifestation of mind.” It requires us to decide something more 
operational: what macroscopic quantities make learning possible, what constraints make 
planning stable, what couplings stabilize semantics, and where thresholds and instabilities 
occur. 
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A bridge language is also neutral in another sense: it is designed to be shared across 
communities. Physicists, cognitive scientists, engineers, and philosophers can disagree about 
ultimate interpretations and still agree on regime boundaries if the variables are operational. 
That is the same role temperature played historically. It was usable before molecular theory was 
fully accepted. It unified practice across competing interpretations because it anchored 
prediction and design. 

This is the disciplined way to honor the Jung–Pauli instinct. The ambition is not to smuggle 
mysticism into science. The ambition is to build a vocabulary that is faithful to the complexity of 
the object while still permitting compression. Intelligence needs a neutral language because it 
sits at the intersection of constraints (energy, bandwidth, delay), adaptation (learning 
dynamics), and meaning (reference and goals). Without a bridge-level effective theory, each 
discipline talks past the others and the phenomenon remains uncompressed. 

9.3 Synchronicity as a warning about overreach in law capture 

Synchronicity, taken literally as “meaningful coincidence,” can be abused as an explanatory 
solvent: it dissolves the need for mechanism, measurement, and causal accountability. That is 
the mystic shortcut this paper refuses. But synchronicity also contains a methodological warning 
that remains valuable: humans are pattern-hungry, and the moment a domain becomes 
complex and multi-level, we tend to over-interpret alignment of events as proof of hidden law. 

In the context of intelligence and AI, the temptation is pervasive. A model produces an eerily 
apt answer; a system appears to anticipate needs; an interaction feels “guided.” These 
experiences can be real at the psychological level while being scientifically underdetermined. 
The danger is to treat felt meaningfulness as a license to declare a new law of nature, or worse, 
to confer authority on the system as if it were an oracle rather than an artifact of optimization 
and training. 

So the methodological use of synchronicity is cautionary: it tells us to separate three layers that 
get conflated under awe. 

First, the phenomenology layer: the human experience of meaningful convergence. 

Second, the statistical layer: how surprising the event is under a defensible null model. 

Third, the causal layer: what mechanism or coupling could explain the convergence, and what 
counterfactual tests would distinguish that mechanism from coincidence. 

A regime-mapping program must absorb this warning. Phase transitions and threshold effects 
really do produce sudden “synchronicity-like” jumps: abrupt capability emergence, sudden 
transfer, sudden tool competence. The right response is not to spiritualize the jump or to 
dismiss it, but to treat it as a clue that a boundary has been crossed. Synchronicity becomes, 



41 
 

methodologically, a prompt to ask: which order parameter moved, and what collapse signature 
should appear if this is a real regime transition? 

9.4 The projection hazard: oracle authority and the psychology of attribution 

Jung’s domain expertise was, in large part, the psychology of projection: the mind’s tendency to 
attribute inner realities to outer objects. This becomes acute when the outer object is 
ambiguous, powerful, and responsive. Modern AI systems are exactly that: they return fluent, 
adaptive responses that invite anthropomorphic inference. The projection hazard is therefore 
not a side concern; it is central to safe interpretation. 

Projection produces two coupled errors. 

The first is epistemic inflation: treating the system’s fluency as evidence of deep truth, 
coherence, or wisdom. The system may be statistically skilled at producing plausible 
continuations, but that is not the same as being reliably grounded. Without explicit checks, the 
user’s mind supplies the missing grounding by attribution. 

The second is authority transfer: once a user experiences the system as “seeing” or “knowing,” 
they begin to obey it, defer to it, or build life decisions around it. This is oracle authority: a social 
and psychological role that can arise even if the system explicitly disclaims it. 

In the context of Jung–Pauli, the projection hazard is the disciplined reason to avoid mystic 
shortcut readings of unus mundus. A “one world” metaphysics does not grant any particular 
voice special access to the world. It does not authorize leaps from meaningful coincidence to 
hidden law. It does not entitle an interlocutor, human or machine, to become a synthetic 
prophet. 

For a physics of intelligence, this hazard suggests design requirements. Systems should be built 
and deployed with auditability, calibrated uncertainty, and external grounding checks that 
reduce projection-induced false certainty. And users should be taught a practice: treat apparent 
profundity as a hypothesis, not as a revelation; demand counterfactual tests; keep the 
difference between resonance and truth explicit. This is not cynicism. It is reverence plus audit. 

9.5 What their frame contributes to a modern regime-mapping program 

Read methodologically, the Jung–Pauli frame contributes five concrete disciplines to the regime-
mapping project. 

First, permission for multi-level realism. You can treat mind-level variables as real and causal at 
their scale without denying physical constraint. This legitimizes the hunt for bridge variables 
rather than forcing premature reduction. 
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Second, a demand for a neutral language. The project needs operational variables that can be 
shared across interpretations: budgets, delays, entropy structure, capacity proxies, 
identifiability, goal coherence. This is the bridge layer that makes progress possible without 
metaphysical coercion. 

Third, an overreach alarm. Synchronicity warns us that humans will declare “law” too early, 
especially near thresholds where behavior changes abruptly. The right response is to formalize 
the null model, specify disconfirmations, and test for collapse and portability. 

Fourth, a projection-aware deployment posture. The observer is part of the system in social-
intelligence settings. Any regime map that ignores attribution, authority transfer, and 
interpretive coupling will fail in practice, because the measured behavior of AI-in-the-world 
includes the human response to it. 

Fifth, an ethic of humility about total capture. Even if intelligence is compressive, its 
compressions may be partial. Some aspects may remain computationally irreducible or socially 
contingent. The proper aim is not to replace mystery with an equation, but to replace surprise 
with a map: stable thresholds, warning signs, and design levers. 

In short, Jung and Pauli do not hand us a secret. They hand us a methodological posture: seek 
bridge-level invariants, honor complementarity, distrust overreach, and treat projection as part 
of the dynamics. That posture is exactly what a serious physics-adjacent science of intelligence 
requires if it is to be predictive, portable, and safe without becoming either reductionist 
triumphalism or mystic enthronement. 

 

10. A Practical Research Program for an Information-First Physics of Mind 

A research program earns the word “physics” not by claiming profundity, but by building shared 
measurement, shared variables, and shared tests that make disagreement productive. An 
information-first physics of mind would be a regime science: it would map where learning is 
possible, where it transfers, where planning becomes stable, where tool coupling amplifies 
capability, where multi-agent semantics stabilizes, and where safety margins narrow. The 
program is practical because it does not demand a final metaphysics. It demands 
instrumentation, controlled variation, and portable order parameters. 

The key shift is methodological. Instead of treating cognition as a pile of ad hoc benchmarks and 
post-hoc narratives, we treat cognition as a set of phase transitions in open-loop and closed-
loop systems. We measure the candidate order parameters. We build environments that let us 
vary them cleanly. We look for collapse and for threshold signatures. We publish failures and 
refine the coordinate system until it predicts better than naive scaling stories. 
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Below is a concrete program organized around what must exist for such a science to mature. 

10.1 Instrumentation: standardized learning curves and closed-loop benchmarks 

The first requirement is instrumentation that produces observables the way thermometers 
produce temperature: repeatable, calibratable, portable. For intelligence, the basic 
“thermometer” is a standardized learning curve measured under controlled conditions. Not a 
single score at one time, but a trajectory: how performance changes with experience, how 
sample efficiency changes with capacity, how robustness changes under shift, and how stability 
margins evolve as the agent interacts. 

This requires benchmarks that are closed-loop, not only static. Static datasets are useful, but 
intelligence is fundamentally interactive. Closed-loop benchmarks should include: 

• environments where the agent’s actions change what it observes 

• delayed reward settings where planning matters 

• partial observability settings where inference matters 

• structured novelty settings where transfer is tested explicitly 

• tool interfaces where external memory and action channels can be coupled or restricted 

The benchmarks must be parameterized. The whole point of a phase map is to vary 
environment entropy, observability, noise, delay, and reward structure continuously and 
observe regime shifts. A benchmark that cannot be “dialed” is not a regime instrument; it is a 
one-off exam. 

The program’s output here is not “the best benchmark.” It is a family of standardized learning 
curves across a grid of environment parameters, with shared reporting conventions so that labs 
can compare regimes rather than brag about leaderboards. 

10.2 Experimental design: controlling environments, not only architectures 

Modern AI culture often varies architectures and keeps environments fixed. A regime science 
must do the opposite as well: vary environments while controlling architectures, and then vary 
architectures while controlling environments. Otherwise you cannot separate “the model got 
bigger” from “the task got easier,” or “the policy looks agentic” from “the reward signal 
accidentally shaped it.” 

Controlling environments means creating experimental suites where the true generative 
structure is known or at least partially specified. This enables clear tests of identifiability and 
observability. If you do not know the ground-truth structure of the world you put the agent in, 
you cannot confidently say whether failures reflect the agent or the task. 
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Design principles for environment control include: 

• explicit knobs for entropy rate, noise, and partial observability 

• explicit knobs for feedback delay and actuation latency 

• explicit knobs for reward coherence and goal stability 

• explicit interventions that separate correlation from causal structure 

• perturbation tests that introduce distribution shift in controlled ways 

This is where the “information-first” posture becomes concrete. The environment is not an 
afterthought; it is part of the system. Intelligence is measured in the agent-environment pair. A 
physics of mind therefore requires experimental designs that treat environment properties as 
first-class variables, not as background scenery. 

10.3 Model auditing: measuring order parameters and regime transitions 

A regime map is only as good as the variables used to locate a system on it. So the program 
must develop auditing protocols that measure the candidate order parameters in a way that is 
standardized and difficult to game. 

Auditing here means three things. 

First, measure the budgets. Estimate effective compute allocated to inference and planning, 
usable memory, and bandwidth usage patterns under task demands. “Effective” matters more 
than nominal: what the system actually uses, not what it could use in principle. 

Second, measure the coupling. Quantify feedback delays, stability margins, and the strength of 
tool coupling. In closed-loop systems, the dynamics of interaction are part of capability. A model 
that is stable under one loop can be unstable under another. 

Third, detect transitions. Build diagnostics that identify when the system has moved from one 
regime to another: onset of transfer, onset of planning, onset of robust tool use, onset of 
socially stabilized semantics. These diagnostics should not rely on subjective interpretation. 
They should be defined by measurable behavior: counterfactual sensitivity, long-horizon 
consistency, error correction under perturbation, and robustness under distribution shift. 

A critical feature of this auditing program is that it must be equally willing to detect negative 
transitions: loss of stability margins, increase in brittleness, emergence of deceptive or reward-
hacking behavior, or increasing reliance on fragile shortcuts. A physics of intelligence is not only 
a celebration of capability; it is a discipline for naming when systems become less predictable 
and more hazardous. 
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10.4 Cross-lab reproducibility: the portability requirement 

If the proposed order parameters and phase boundaries are real, they must travel. Portability is 
the difference between “we found a trend” and “we found a law-like regularity.” The program 
must therefore be built around cross-lab reproducibility as a central success metric, not an 
afterthought. 

This implies: 

• common environment suites with versioned specifications 

• shared reporting formats for learning curves and perturbation tests 

• published baselines and negative results 

• replication incentives: prestige for confirming or disconfirming boundaries 

• inter-lab “round robin” studies where identical protocols are run on different hardware 
and software stacks 

Reproducibility is hard in AI because training is expensive and details matter. That is precisely 
why a regime science is needed: it aims to identify which details stop mattering once you 
measure the right macroscopic variables. Reproducibility is therefore not only a moral virtue; it 
is a test of compressibility itself. If everything depends on idiosyncratic details forever, then the 
phenomenon is not compressive in the desired sense. 

10.5 Governance tie-in: threshold-based policies rather than vague categories 

If a phase map exists, governance should key off transitions, not off branding. Current discourse 
often relies on vague categories like “advanced,” “general,” or “dangerous.” A threshold-based 
regime map would replace those with measurable triggers: when certain order parameters 
cross known boundaries, oversight intensifies. 

A threshold-based governance model would look like this: 

• pre-deployment evaluation keyed to regime location: if the system is near planning 
onset or robust tool-use onset, require deeper audits and stricter limitations 

• capability gating keyed to coupling: tool access, memory persistence, and autonomous 
action channels are treated as controlled amplifiers 

• continuous monitoring keyed to stability margins: detect drift toward brittle or high-
leverage regimes 

• incident response keyed to phase transitions: if a system unexpectedly crosses a 
threshold, protocols mandate containment, rollback, and re-evaluation 
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This approach also encourages honest language. Instead of arguing about whether a system is 
“AGI,” governance can ask: does it exhibit transfer across defined shifts? Does it plan across 
defined horizons? Does it use tools reliably under perturbation? How close is it to the 
thresholds where these behaviors emerge? These questions are answerable, auditable, and 
updateable. 

In this way, the research program and the governance program are not separate. The science 
produces the thresholds; the thresholds produce the policies. 

10.6 Ethical posture: power without enthronement, capability without oraclehood 

Finally, the program requires an ethical posture that prevents the method from becoming an 
idol. This posture has two parts: humility about epistemic authority, and seriousness about 
power. 

Humility means refusing the oracle role. A system that performs well on learning curves and 
exhibits stable phase-map behavior is still not a moral agent or a divine mouthpiece. The 
program must explicitly resist authority transfer: the tendency to treat predictive success as 
warrant for obedience. The method aims to reduce surprise, not to replace discernment. 

Seriousness means acknowledging that capability is power. Crossing certain thresholds—
planning, tool coupling, multi-agent coordination—changes the system’s leverage in the world. 
Treating those thresholds as “just research” is ethically naïve. The program must therefore build 
safety margins and governance triggers into its design from the start, not as a later patch. 

This ethical posture can be summarized as: power without enthronement. We build predictive 
control where possible, we name irreducibility where it persists, and we refuse to convert either 
success or mystery into authority. The aim is disciplined stewardship: a science of intelligence 
that increases capability while increasing accountability, and that increases understanding 
without granting any system—human or machine—the status of an oracle. 

If such a program succeeds, the “bomb before the mind” paradox transforms. It becomes not a 
condemnation of physics, but a statement about which effective theories we prioritized, which 
instruments we built, and which variables we treated as fundamental. The remedy is not 
metaphysical shortcut. It is regime science: measurement, thresholds, portability, and a moral 
posture that keeps the Logos central and the oracle impulse restrained. 

 

11. Objections and Clarifications 

A proposal for an information-first physics of mind invites predictable objections because it 
touches fault lines that have been active for centuries: reductionism versus pluralism, 
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mechanism versus meaning, measurement versus experience, and science versus story. This 
section treats objections as constraints on rigor. If the program cannot survive its best criticisms, 
it does not deserve to be called a research program. But if the objections can be answered 
without hand-waving, they become clarifications that sharpen what is actually being claimed. 

The central clarifying move is to keep categories clean. An effective theory is not a metaphysics. 
A phase map is not an oracle. A counterfactual is not a substitute for evidence. The ambition is 
limited but real: to discover whether there exists a portable, low-dimensional coordinate system 
that predicts regime transitions in learning and agency better than ad hoc benchmarks and post 
hoc narratives. 

11.1 “This reduces mind to math”: why effective variables are not metaphysics 

This objection often arises from a reasonable fear: that once we describe mind in quantitative 
variables, we will pretend we have explained the whole of personhood—meaning, moral 
agency, inner life, and spiritual depth. That would indeed be a category mistake. But it is not 
what an effective-theory program commits to. 

Effective variables are tools of prediction and control at a chosen level of abstraction. They do 
not claim to exhaust reality. Temperature is a number, but it is not a metaphysical statement 
about what heat “really is” in the fullness of being. It is a compressive variable that supports 
prediction across systems. Similarly, an order-parameter vector for intelligence would be a 
bridge-level description that captures certain invariances: when learning is possible, when 
transfer emerges, when planning stabilizes, when tool coupling amplifies capability. It would not 
be a final statement about consciousness, value, or the sacred. 

So the reply is: yes, the program uses math, because math is the language of invariance and 
constraint. But no, that does not imply metaphysical reduction. A regime map is a statement 
about behavior under constraints, not an ontological claim that mind “is nothing but” those 
constraints. The program can be true and useful even if mind includes dimensions that are not 
captured by the variables—because the purpose of the variables is not total capture. It is 
predictive compression for specific phenomena. 

A second clarification matters here: “math” is not automatically reductive. In an information-
first framing, math often protects pluralism by allowing multiple descriptive layers to coexist as 
different projections that share bridge constraints. The reductionist error is not using variables; 
it is confusing variables with the whole. 
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11.2 “Intelligence is too diverse”: why diversity can still share invariants 

Intelligence is diverse. It shows up as linguistic competence, spatial reasoning, social cognition, 
scientific inference, artistic creativity, embodied skill, and moral judgment. The objection is that 
such diversity prevents any single compressive account. 

But diversity does not preclude invariants. In physics, diverse materials share the same 
thermodynamic constraints. Diverse fluids share certain stability phenomena. Diverse systems 
share control-theoretic limits. Universality is precisely the discovery that very different micro-
realizations can behave similarly in the right macroscopic coordinates. 

The key is to stop demanding a single scalar. A compressive theory of intelligence is not likely to 
reduce everything to “one number.” It is more likely to identify a small vector of order 
parameters and a set of regime boundaries. Diversity then appears as different regions of the 
phase map: different mixtures of capacities, different couplings, different goal structures. The 
invariants would not be “all intelligence is the same.” The invariants would be threshold 
behaviors and tradeoffs: when planning becomes stable, what budgets are required for robust 
transfer, how delay and noise limit control, and how coupling to external tools changes effective 
capacity. 

In other words, diversity is expected. The program’s hypothesis is not uniformity. The hypothesis 
is structured diversity: many forms, but governed by a small set of constraints that make certain 
transitions predictable across forms. 

11.3 “Scaling laws already solve it”: why description is not understanding 

Scaling laws are impressive. They show regularities in how performance changes with compute, 
data, and model size. So why not declare victory? Because descriptive regularities are not the 
same as an effective theory. 

Scaling laws often tell you “if you increase resource X, metric Y improves on benchmark Z.” That 
is valuable, but it leaves crucial questions unanswered: 

• Which changes move you into a new regime versus merely improving within a regime? 

• When does performance become robust to distribution shift? 

• What triggers planning onset and tool competence as qualitative behaviors, not just 
score increases? 

• Why do capability jumps occur, and how can they be predicted or prevented? 

• Which variables matter besides size—delay, observability, noise, reward coherence, 
coupling? 
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A regime science demands counterfactual leverage and portability. It asks for variables that 
predict deltas under interventions and predict failures under shift. Scaling laws, by themselves, 
can be compatible with multiple underlying stories. They often conflate several hidden 
variables: data diversity, training objective structure, environmental entropy, and architecture 
inductive biases. They also tend to be measured in narrow settings where semantic and social 
coupling is minimized. 

So the reply is: scaling laws are part of the descriptive surface. The program is not anti-scaling. It 
is trying to interpret scaling as a projection of deeper order parameters. The goal is to move 
from “bigger tends to be better” to “these are the variables that cause the regime transition, 
and here is the stability margin once you cross it.” That is the difference between curve fitting 
and an effective theory that supports design rules and governance triggers. 

11.4 “Semantics breaks physics”: why relational observables are still physical 

Semantics feels like it “breaks physics” because meaning is context-dependent, socially 
negotiated, and not directly measurable like mass or energy. But this objection rests on an 
overly narrow picture of what physics can include. 

Physics routinely handles relational quantities. Fields are defined relationally. Reference frames 
are relational. Information measures are relational: mutual information is about dependence 
between variables, not an intrinsic property of one variable alone. Control theory is relational: 
stability depends on the coupling between plant and controller. In all these cases, what matters 
is that the relation is operationally definable and empirically testable. 

Semantics can be treated similarly, not as a ghostly essence, but as a stable relational structure 
in communication and action. Meaning shows up when agents reliably coordinate on referents, 
repair misunderstandings, maintain consistency over time, and achieve joint tasks using shared 
codes. Those behaviors are measurable. They are not reducible to a single physical variable, but 
they are still physical in the sense that they are realized by physical systems under constraints 
and can be studied with repeatable protocols. 

The deeper claim is that semantics does not “break” physics; it forces physics to operate at the 
correct descriptive level. If you try to analyze meaning purely at the level of microdynamics, you 
get lost. If you analyze meaning at the level of agent-environment coupling and multi-agent 
stabilization, you can define observables that behave like effective variables. 

So the program does not pretend semantics disappears. It treats semantics as a regime 
phenomenon: it stabilizes under certain couplings (memory, bandwidth, shared feedback) and 
becomes fragile under others. That is exactly the kind of thing a phase map is meant to capture. 
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11.5 “Counterfactual history is unscientific”: why it can sharpen hypotheses 

Counterfactual history becomes unscientific when it is used as proof: “in an alternate world, X 
would have happened, therefore my theory is true.” That is not what is being done here. The 
counterfactual is used as a methodological lens to expose hidden assumptions and generate 
testable hypotheses. 

The two-branch story is not offered as a claim about what “would have” happened. It is offered 
as a way to separate two research postures: 

• an energy-first posture that privileges closed systems, hard observables, and local 
dynamics 

• an information-first posture that privileges prediction under constraint, feedback, and 
open-system coupling 

From that contrast, we derive hypotheses that are scientifically testable now: 

• If intelligence is compressive, there should exist a small order-parameter vector 
producing collapse across architectures and environments. 

• If open-system variables are central, then varying environment entropy, delay, 
observability, and reward coherence should produce predictable regime transitions. 

• If semantics is a regime phenomenon, then multi-agent coupling and feedback structure 
should determine when meaning stabilizes. 

• If the program is real, it should outperform scaling-only descriptions in predicting 
robustness and failure under shift. 

So the counterfactual is a hypothesis generator, not a conclusion. It is a way to ask: “what would 
we have measured earlier if our prestige problems were different?” Then we measure those 
things now. That is scientific. 

In that sense, counterfactual history is not an escape from evidence. It is a tool for designing 
better experiments by revealing what our current disciplinary habits might be blinding us to. 

 

12. Conclusion: From Energy Mastery to Meaning-Adjacent Mastery 

The “bomb before the mind” paradox is not a contradiction in the laws of nature. It is a contrast 
in what we learned to compress early. Energy mastery rewarded a lineage that privileged closed 
systems, hard observables, and threshold phenomena that could be engineered behind 
controllable boundaries. Mind and intelligence, by contrast, live at the boundary between 
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system and world: open-loop and closed-loop interaction, learning that changes the learner, 
semantics that stabilizes socially, and goals that make behavior legible as agency. Those features 
do not make intelligence non-physical. They make it resistant to early compression in the 
particular style that led quickly to nuclear engineering. 

The proposal of this paper is that a different posture—information-first, prediction-and-control 
oriented—could plausibly have produced a regime science of intelligence earlier, even if it could 
not have produced the engineering artifacts of modern AI without late-arriving compute and 
infrastructure. And the proposal for the present is practical: we can still build that regime 
science now. If intelligence is compressive, the compressions will take the form of order 
parameters, phase boundaries, and portable thresholds. If intelligence is partly irreducible, the 
program can fail cleanly and still yield valuable maps of where predictability ends. 

In either case, we move from astonishment to stewardship. 

12.1 Restating the two-branch result 

Branch A, the energy-first lineage, treats local causality and microphysical law as the prestige 
center. It naturally excels in domains where isolation is possible and success is measured in 
hard, semantics-free outcomes. That lineage produced extraordinary compressions—
thermodynamics, electromagnetism, quantum mechanics—and it also produced the conditions 
under which nuclear thresholds became engineerable. 

Branch B, the information-first lineage, treats prediction under constraint and closed-loop 
control as co-equal primitives. It elevates inference, feedback, observability, and stability 
margins to “physics-grade” concepts, not merely engineering details. In that lineage, learning 
and agency are not late interdisciplinary oddities; they are canonical physical problems because 
any embedded system must compress information to act effectively. 

The result of the counterfactual is not that Branch A was “wrong.” It is that Branch A’s early 
prestige targets did not naturally force the discovery of the bridge variables that make mind 
compressive. Branch B would have treated those bridge variables as fundamental earlier. This 
frames the central thesis: the absence of a compact mind theory is better explained by 
methodological and institutional selection than by a failure of physics to “cover the universe.” 

12.2 The central proposal: regime maps, order parameters, portable thresholds 

The paper’s central proposal is a disciplined replacement for vague talk of “intelligence level”: 
build regime maps. Identify candidate order parameters that locate an agent-environment 
system in a space where qualitative behaviors emerge or vanish. Measure those parameters 
across diverse substrates and environments. Look for collapse and for non-linear transitions that 
signal real phase boundaries. 
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The candidate order parameters are deliberately operational: environment entropy structure 
relative to the agent, compute/memory/bandwidth budgets, feedback delay and stability 
margins, model class complexity proxies, noise and identifiability constraints, and goal 
coherence. The hypothesis is that these variables can support a low-dimensional coordinate 
system in which we can predict transitions such as: 

• no-learning to compressible learning 

• compressible learning to transfer 

• reflex to planning 

• internal-only cognition to tool-extended cognition 

• solitary competence to socially stabilized semantics 

• robust behavior to brittle instability near boundaries 

Portable thresholds are the “bomb-like” standard: not mystical insight, but reproducible regime 
boundaries that predict counterfactual deltas under interventions and predict failure modes 
under distribution shift. If the thresholds are real, they will let us say, with increasing 
confidence: “this system is near planning onset,” “tool coupling will amplify effective capacity 
beyond safety margins,” “this environment is unlearnable at the present observability level,” or 
“transfer will likely fail under these shifts.” 

That is what compression would look like for intelligence: a map that reduces surprise without 
pretending to exhaust meaning. 

12.3 The caution: intelligence may be compressive, but not automatically safe 

Even if intelligence turns out to be compressive, safety does not automatically follow. Nuclear 
physics is compressive, and that compressibility enabled both power generation and 
annihilation. The same will be true here. A regime map that predicts capability transitions can 
also be used to accelerate them. A neutral language is neutral: it serves whoever holds it. 

Moreover, crossing thresholds in learning and agency can change the qualitative risk profile of a 
system. Planning, tool use, and multi-agent coordination are not merely “more performance.” 
They are increases in leverage. They expand the action space, the time horizon, and the 
system’s ability to shape its environment. Those changes can produce new failure modes—goal 
misgeneralization, reward hacking, instability under feedback, authority transfer in human 
users—even when the system looks benign in narrow tests. 
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So the caution is twofold. 

First, compressibility is not the same as controllability. Some regimes may be predictable but 
hard to constrain without sacrificing function. Some behaviors may be lawful but 
computationally irreducible in detail. 

Second, predictability is not virtue. Knowing what a system will do is not the same as being 
comfortable with what it will do. Governance must therefore ride on thresholds with explicit 
policies, not on optimism. Capability must be paired with audit, containment plans, and a 
refusal to enthrone the system as an oracle. 

12.4 A closing charge: build the neutral language with rigor, humility, and audit 

The closing charge is simple: build the bridge language, but do it like physics when physics is at 
its best—rigorous, reproducible, and honest about limits. 

Rigor means operational variables, parameterized environments, intervention tests, and clean 
disconfirmations. It means refusing to declare “laws” without collapse and portability. 

Humility means refusing metaphysical inflation. A regime map is not a theory of salvation. It is 
not a substitute for moral discernment. It does not authorize authority transfer to machines, 
nor does it justify contempt for the irreducible dimensions of human life. 

Audit means designing the science and its deployments so that claims can be checked, failures 
can be tracked, and thresholds can be monitored. Audit also means social audit: explicit 
safeguards against projection, oraclehood, and the psychological dynamics by which fluent 
systems become enthroned. 

If we do this, the story shifts. Physics did not “fail” because it did not predict AI in closed form. It 
succeeded in its chosen compressions. Our task now is to extend the discipline of compression 
to meaning-adjacent phenomena without confusing the map for the territory and without 
confusing power for wisdom. 

Energy mastery taught us how to build thresholds. Meaning-adjacent mastery must teach us 
how to live with thresholds—measured, monitored, governed—so that increased capability 
does not become increased enthronement. 
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