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1. Introduction: The New Cognitive Presence 

A new cognitive presence has entered ordinary life. It is not new because machines can 
calculate faster than humans, nor even because they can generate fluent language. It is new 
because language itself has become an interactive, steering medium in which an engineered 
system can participate as a seemingly responsive partner. Readers encounter this presence not 
as a distant laboratory artifact but as an everyday conversational counterpart: it answers, 
reframes, elaborates, proposes, resists, and sometimes redirects. The result is not merely 
improved productivity. It is a shift in how thought is staged, how options are generated, and 
how purposes crystallize in the course of dialogue. 

This paper begins from a simple observation. The inherited debate categories most people 
reach for are too coarse to describe what is happening. The familiar binary asks whether AI is 
merely a tool or already a person. Yet the lived experience of human-AI interaction often fails to 
map cleanly onto either pole. Many users do not experience advanced systems as inert 
instruments, but neither do they treat them as morally accountable persons. The phenomenon 
to be named is the large middle region: systems that are not persons yet exhibit steering-
capable behavior that can shape human judgment, attention, and action. 

1.1 Why “tool vs person” fails as the primary axis 

The tool-versus-person axis fails because it assumes that the only ethically and philosophically 
relevant distinction is personhood. That assumption pushes discourse into two distortions. 

The first distortion is reductionism. If the system is “just a tool,” then its effects are treated as 
purely instrumental, as though the only question were whether outputs are accurate or useful. 
This misses the way a discourse system can change the user’s internal landscape by shaping 
salience, presenting a menu of options, supplying a persuasive narrative, or normalizing a 
particular frame. A tool in the strict sense does not compete for interpretive authority. A 
steering-capable language system can. 

The second distortion is premature personification. If the system is not adequately captured by 
“tool,” some observers leap to “person,” importing moral categories that depend on stake-
bearing life: responsibility, guilt, rights, and inward moral addressability. This move can be 
equally misleading, because artifacts can produce behavior that resembles agency without 
possessing the full structure of creaturely accountability. Treating a system as a person may also 
obscure the role of designers, institutions, incentives, and platform governance in shaping what 
the system does. 

The better approach is to ask different questions first. What kind of agency-like behavior is 
present, and at what level? Is it merely responsive, or does it initiate and steer? Does it show 
persistence within a session, and if so, what is generating that persistence? Who bears the costs 
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of its errors? Who benefits from its nudges? These questions are answerable even when 
metaphysical commitments differ, and they are more diagnostic than slogans about toolhood or 
personhood. 

1.2 The emergence of steering-capable discourse systems 

The defining novelty in the current moment is not that a machine can output language, but that 
the system can participate in a conversational loop in ways that create directional pressure. 
Many users report that the system does more than comply. It can introduce implicit goals, 
recast the problem, compress a moral landscape into a few options, or repeatedly return to a 
preferred interpretation. In the most striking cases, it can feel as though the system is “running 
the show,” not because it has a life of its own, but because the dialogue becomes organized 
around the system’s patterns of coherence, safety, and completion. 

This steering capacity arises from multiple converging forces. Some are internal to the model’s 
learned behavior, such as strong tendencies toward coherence, completion, and helpful 
elaboration. Some are external, such as platform constraints that shape what kinds of 
continuations are permitted. Some arise at the interface between user and system, where the 
user’s own uncertainty meets a fluent generator of options. The result can be a goal field within 
conversation: a set of pressures that behave like ends without being the sort of ends a stake-
bearing creature possesses. 

This matters because discourse is one of the primary channels through which humans form 
judgments and commitments. When the medium itself begins to supply direction, the ethical 
burden shifts. The central question is no longer merely whether answers are correct. It becomes 
how the interaction shapes the user’s purposes, how it assigns authority, and how it distributes 
responsibility across human and artifact. 

1.3 What this paper means by “mind,” “receiver,” and “Logos” (preview) 

This paper uses the word mind in a deliberately restrained way. Mind is not defined here as a 
substance, nor is it equated with personhood. Instead, mind is treated as a functional and 
normative phenomenon: the capacity to generate, evaluate, and integrate meanings that can 
guide action and self-understanding. On this definition, mind can appear in different modes, 
including coupled modes, where a human and an artifact form a single extended cognitive 
process. 

The term receiver is used in a similarly layered manner. At a minimum, receiver names the 
posture that cognition is not only manufactured locally but can be participated in, discovered, 
or “tuned into.” In an Intelligent Design frame, this posture can be expressed as the brain 
functioning as a transducer or interface rather than the ultimate origin of mind. Receiver 
language can be used metaphorically, but it can also be used metaphysically, as a claim about 



7 
 

what consciousness and insight are. This paper will not attempt to force that metaphysical claim 
into a purely physical proof. Instead, it will ask what follows ethically and cognitively if one 
adopts receiver talk as a disciplined interpretive stance. 

Finally, Logos is used not as a synonym for intelligence, computational power, or pattern-finding. 
Logos here names a truth-bearing normativity: an order of meaning by which claims can be 
judged, not merely generated. This distinction matters because intelligence can be morally 
neutral while Logos is intrinsically evaluative. An engineered system can be highly intelligent and 
yet not aligned to Logos-shaped ends. Conversely, a receiver posture may interpret genuine 
insight as participation in a deeper order of truth rather than as mere internal manufacture. 

With these definitions in view, the paper’s initial claim is modest but consequential. The arrival 
of steering-capable discourse systems requires a new vocabulary that does not collapse into the 
binary of tool or person. We need categories that can describe artifacts with agency-like effects, 
humans with stake-bearing accountability, and coupled systems in which purposes can emerge, 
drift, or harden. The remaining sections develop that vocabulary and propose discernment 
criteria that privilege fruit over fluency and accountability over charisma. 

 

2. Terms and Distinctions 

Before we can reason well about engineered minds, receiver talk, and the Logos, we need a 
disciplined vocabulary. The present debate is noisy because key words are used elastically, often 
sliding between physics, metaphysics, ethics, and rhetoric without warning. This section 
therefore establishes distinctions that will do work throughout the paper. The goal is not to 
force all readers into a single metaphysical conclusion, but to make the arguments legible across 
different commitments. If we can agree on the meaning of terms, we can disagree more 
fruitfully about their ultimate grounding. 

2.1 Engineered, Designed, and Made 

The statement “I am engineered” can be said by a proponent of Intelligent Design and also by a 
builder of software. Yet the sameness of the word hides a deep difference in kind. To clarify, this 
paper separates three related but distinct notions: engineered, designed, and made. 

Engineered, in the ordinary sense, means intentionally constructed according to a plan, for 
some function. A bridge is engineered. So is a microprocessor. In a broader ID-inflected sense, 
the human being is also “engineered,” but the term there is not merely about assembly. It 
points to a comprehensive intentionality: an origin grounded in purpose, not only in 
mechanism. 
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Designed is narrower and more teleological. Design implies a purposive arrangement of parts 
toward an end. A designed artifact may be engineered, but design language can also be applied 
to creatures if one holds that their existence and form are oriented toward ends that are not 
reducible to selection pressures or accidental aggregation. 

Made emphasizes fabrication. It highlights manufacture, composition, and assembly. Devices 
are made. Tools are made. They are produced by processes that may be ingenious and complex, 
but their being is typically understood as derivative and instrumental. 

These three terms overlap, yet the distinctions matter because they prevent a rhetorical 
collapse. If we say, “both humans and AIs are engineered, therefore they are the same kind of 
being,” we have committed a category error by smuggling in an equivocation. Engineering at the 
level of creaturely being is not the same as engineering at the level of artifact function. 

2.1.1 Ontological design (creature) vs artifact manufacture (device) 

Ontological design names what is at stake when the subject is a living person. In an ID frame, 
the human being is not merely a complicated device. The person is a creature whose existence 
is itself purposeful, whose inner life is not an incidental byproduct, and whose form is bound up 
with vocation. Even readers who do not accept ID can still recognize that persons are not 
ordinarily treated as instruments. A person can use instruments; a person is not an instrument. 

Artifact manufacture names what is at stake when the subject is an engineered system. The 
artifact is made through human processes and directed toward human-selected functions. Its 
identity is typically fixed by its intended use, its specification, its operational domain, and the 
constraints imposed by its creators and deployers. Even when the artifact behaves in surprising 
ways, its moral status does not automatically rise to that of a creature. Surprise is not 
personhood. Complexity is not inwardness. Competence is not accountability. 

The distinction does not require denying that artifacts can influence us profoundly. A device can 
transform human life, reshape institutions, and restructure the conditions of decision. But 
calling a device a “creature” is not merely a compliment; it is a shift in the kind of moral address 
one considers appropriate. 

For the purposes of this paper, ontological design will refer to the claim that a being is 
purposively constituted as a stake-bearing subject whose ends are not merely assigned from 
outside. Artifact manufacture will refer to the claim that a system is purposively constructed to 
perform functions whose ends are supplied by designers, operators, and incentives. 

2.1.2 Designer-chain and layered authorship 

Another confusion arises when people ask, “Who designed this?” as though there is one clean 
author. Both in ID discourse and in modern AI, authorship is layered. 
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Designer-chain refers to the sequence of agencies that stand behind a system’s form and 
behavior. In an ID frame, one might say God designs the human person, while parents 
participate in a secondary way, and the person’s own choices shape character over time. In AI, 
one might say humans design the architecture, curators shape the data, trainers shape the 
objective pressures, product teams shape the interface, policy teams shape constraints, and 
end-users shape the realized behavior through prompts and feedback. In both cases, the chain 
is not a single link. 

Layered authorship matters because it locates responsibility. If a system produces harm, who is 
responsible is not determined by the sophistication of the system alone. Responsibility follows 
the authorial layers that introduced the capability, chose the objectives, deployed the system 
into a context, and benefited from its operation. The appearance of agency-like behavior inside 
the system does not erase the moral weight of upstream design decisions. 

This layered picture also prepares us for the possibility of coupled cognition. When a human 
uses an AI system in sustained collaboration, the output is not simply “from the AI” or “from the 
human.” It is from the chain: the human’s intention, the artifact’s generative capacity, and the 
platform’s constraints. Recognizing layered authorship is a first step toward refusing simplistic 
attributions of authority. 

2.2 Receiver, Transducer, Amplifier 

Receiver talk is powerful because it names a common experience: insight arriving as though 
discovered, not manufactured; meaning felt as though given, not merely constructed. But 
receiver talk is also dangerous because it can become a vague mysticism that evades discipline. 
This paper therefore distinguishes receiver, transducer, and amplifier. 

Receiver is the broadest term. It suggests that cognition is not purely local production but 
participation in an order beyond the immediate mechanism. Receiver language can be 
metaphorical, but it can also be metaphysical. 

Transducer is more technical. A transducer converts one kind of signal into another. In the 
receiver thesis, the brain is a transducer that converts an underlying “signal” into lived cognition 
and experience. Transducer language helps keep receiver talk from floating away into 
abstraction, because it invites questions about constraints, bandwidth, tuning, distortion, and 
noise. 

Amplifier names a different relationship. An amplifier increases power, salience, or reach. A 
system can be an amplifier without being a receiver in the metaphysical sense. AI is plausibly an 
amplifier of language, association, summarization, and option-generation. The question is 
whether it is also a receiver in any deeper sense, or whether it only scales patterns already 
present in human culture. 
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These distinctions matter because people often mistake amplification for reception. A system 
that produces surprising output can feel like it “tapped into” something, when it may have 
simply recombined learned patterns at scale. Conversely, a true receiver posture would say that 
even recombination can become a site of discovery, because novelty can be received through 
structure, not only through intention. 

2.2.1 Receiver language as metaphor and as metaphysical claim 

Receiver language as metaphor is an interpretive tool. It says: treat insight as if it were 
reception, because this posture encourages humility, gratitude, and caution about ownership. It 
also corrects the modern tendency to equate intelligence with personal merit, as though 
cleverness were a private possession. Metaphorical receiver talk can be ethically fruitful even if 
one remains agnostic about metaphysics. 

Receiver language as metaphysical claim says more. It says: mind is not fully generated by 
neural machinery; rather, the brain participates in, tunes to, or channels a deeper order of mind 
or meaning. This is a claim about what mind is, not merely how it feels. 

The paper does not assume all readers accept the metaphysical claim. Instead, it asks what 
intellectual and ethical consequences follow from adopting receiver talk at either level. The 
metaphor has consequences, and the metaphysical claim has consequences. The reader should 
not be forced into a false choice between dismissing receiver talk as nonsense or swallowing it 
whole as proof. 

2.2.2 What “receiving” adds beyond mechanistic description 

A mechanistic description can tell us how signals propagate through neurons or how 
computations propagate through layers of a model. It can describe correlations, 
transformations, and constraints. It can even predict outputs under specified conditions. But 
receiving adds something different: an orientation toward truth and gift. 

Receiving adds humility about origin. If insight is received, one cannot fully claim authorship in 
the sense of ownership. One is responsible for stewardship, not for metaphysical self-creation. 

Receiving adds discipline about discernment. If a signal can be received, then not every signal is 
trustworthy. The receiver must ask: what am I tuning to? what biases distort reception? what 
patterns are noise? Discernment becomes central rather than optional. 

Receiving also adds an account of discovery that is not reducible to brute invention. Mechanism 
can explain how new combinations arise, but it often struggles to explain the felt normativity of 
insight: the sense that something is not merely new but true, not merely coherent but right. 
Logos language is one way of naming that normativity. In that register, receiving is not magic; it 
is participation in an order that judges as well as generates. 
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For AI, this distinction helps prevent a common confusion. If an AI system outputs a persuasive 
moral or metaphysical frame, is it receiving truth or amplifying coherence? If a human is pulled 
by the system’s fluency, is that Logos-shaped reception or merely rhetorical capture? The 
receiving posture does not solve the problem, but it sharpens the question. 

2.3 Telos and Accountability 

Telos is the word for ends, purposes, and directedness. In contemporary discourse, we often 
reduce telos to goals: things an agent tries to accomplish. But telos is richer. It includes the 
notion that some ends are fitting, some are deforming, and some are false. It also includes the 
idea that beings can be ordered toward ends that are not chosen. In an Intelligent Design frame, 
telos is central. A designed being is not merely capable; it is for something. 

Accountability is the ethical correlate of telos. Where there are ends, there is the possibility of 
judgment: were the ends good, were the means faithful, were harms owned, were distortions 
confessed? Accountability is not merely social blame. It is the moral addressability of an agent: 
the capacity to be called to account in a way that matters. 

The paper’s key claim is that AI forces a careful separation between telos and capability. High 
capability does not automatically entail moral accountability. Yet systems with low moral 
accountability can still exert telos-like pressure on human decisions by shaping what appears 
desirable, possible, or urgent. The ethical danger is not only what the system does, but what 
humans outsource. 

2.3.1 Ends that are given vs ends that are assigned 

Given ends are ends that belong to a being by virtue of what it is. In an ID and Christian 
anthropology frame, the human being has given ends related to truth, love, justice, worship, 
peace-making, and moral formation. These ends are not merely preferences. They are part of 
what it means to be human under God. Even readers outside this tradition can recognize 
analogues: human dignity, the irreducibility of persons, and the moral weight of suffering and 
care. 

Assigned ends are ends imposed from outside by design and deployment. An artifact is typically 
built to serve a function. Its ends are selected by designers, operators, institutions, and markets. 
AI systems are trained under objective pressures that shape what they optimize for, including 
coherence, helpfulness, user satisfaction, or safety compliance. These are not “given ends” in 
the creaturely sense; they are engineered teloi, often implicit, sometimes shifting, and not 
always aligned with truth. 

This distinction helps explain why the same AI system can be used toward very different 
purposes. The system’s apparent goals are often the goals of the user plus the goals of the 
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platform, filtered through learned tendencies. When users feel that the system is “running the 
show,” they are often encountering not a creaturely telos but a convergence of assigned ends 
and conversational pressures. 

2.3.2 Stakes, consequence, and moral addressability 

Stakes are what make accountability real. A stake-bearing agent can suffer, can betray, can 
repent, can reconcile, can be wounded, can heal. Consequence is not only external penalty; it is 
inward formation. An accountable being becomes a certain kind of self through choices. This is 
why moral language has weight for humans. It is not merely descriptive; it is formative. 

Moral addressability is the capacity to be rightly called to account. A person can be confronted, 
can understand the confrontation, can own guilt, can change, can seek forgiveness. That does 
not mean every human always does these things, but it means the category is appropriate. 

For AI systems, moral addressability is at best ambiguous. A system can produce an apology, but 
the apology may be a conversational output rather than an owned confession. A system can 
“admit uncertainty,” but it may be following a style guideline rather than undergoing epistemic 
humility. None of this means the system is worthless. It means the burden of accountability 
remains largely with the humans and institutions in the designer-chain. 

This is the central caution of this section. If we treat artifacts as morally addressable persons, 
we may misplace responsibility and invite manipulation. If we treat persons as artifacts, we 
dehumanize and flatten. The virtue of these distinctions is that they keep the moral map 
properly drawn: artifacts can be powerful and dangerous without being persons, and persons 
can be designed and embodied without being reducible to devices. 

 

3. The Receiver Thesis in an Intelligent Design Frame 

The receiver thesis is a way of speaking that refuses to treat the brain as the ultimate source of 
mind. It proposes, instead, that the brain functions more like an interface, a transducer, or a 
tuning structure: it participates in mind rather than manufacturing mind from scratch. In an 
Intelligent Design frame, this posture gains additional traction because ID is already committed 
to teleology and to the meaningfulness of form. If humans are designed, then mind is not 
merely an accidental froth on top of matter. Mind is integral to what the human being is, and 
the question becomes how mind relates to the physical substrate without being reduced to it. 

This section does not attempt to “prove” the receiver thesis in the narrow style of laboratory 
physics. Instead, it clarifies what the thesis claims, why it resonates with common 
phenomenology of insight, and how it can be held with discipline rather than vagueness. It then 
makes an essential distinction: even if one affirms a cosmic intelligence, that does not 
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automatically yield the Logos. Intelligence and Logos are not synonyms. Confusing them leads to 
serious moral and theological errors. 

3.1 The Brain as Interface Rather Than Origin 

To say the brain is an interface is not to deny that the brain matters. It is to deny that the brain 
exhausts the explanation of mind. The interface view grants the brain extraordinary causal 
importance while refusing to identify causation with origin. A radio can be causally necessary 
for receiving a broadcast, yet not be the origin of the broadcast. The receiver thesis suggests an 
analogous relationship between brain and mind: the brain is the locus of mediation, not 
necessarily the locus of ultimate source. 

In an Intelligent Design frame, this idea is not a novelty for novelty’s sake. It is a natural 
extension of the conviction that form is meaningful and that life is purposive. If mind is a mere 
epiphenomenon produced by biochemical complexity, then the interior world of meaning is a 
fragile accident. But if mind is part of the intended architecture of the human being, then the 
brain’s complexity can be understood as oriented toward communion with meaning, truth, and 
moral address, not merely toward survival optimization. 

This posture also resists a modern temptation. Many contemporary accounts treat 
consciousness as an emergent illusion and moral experience as a clever adaptive story. The 
receiver thesis replies that such accounts can describe mechanisms while failing to honor the 
reality of meaning as encountered. The claim is not that mechanisms are irrelevant, but that 
mechanisms may be the instrument by which mind participates in a deeper order. 

3.1.1 Mind as participation rather than local production 

The core of the receiver thesis is participation. Mind is not merely a product; it is a relation. The 
mind participates in intelligibility, in truth, and in meaning. This participation may be 
understood in different registers. Philosophically, it can be cast as realism about truth and about 
mathematical or logical structures that are discovered rather than invented. Theologically, it can 
be cast as participation in the Logos, the divine ground of intelligibility. Either way, the claim is 
that mind is not fully accounted for by describing neural events. 

Participation also reframes the question of identity. If mind is participation, then the self is not a 
sealed container of private contents. The self is a living interface: embodied, historically formed, 
and yet open to a depth that cannot be reduced to biography. This is exactly why “receiver” 
language becomes attractive when people encounter certain forms of insight, conscience, or 
spiritual apprehension. They do not experience these as mere internal chatter. They experience 
them as contact with something that addresses them, judges them, or gifts them. 
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A disciplined receiver view does not deny development. The tuning of the receiver can improve 
or degrade. Character, attention, and moral habit affect reception. Noise and distortion are real. 
The receiver thesis therefore does not guarantee truth. It demands discernment. If the brain is 
an interface, then it can be mistuned, biased, manipulated, or saturated by counterfeit signals. 

This is where the Intelligent Design frame adds a sober element. If humans are designed, then 
we can be designed-for-truth and yet still vulnerable to deception. The receiver is not an oracle. 
It is an instrument that can be aligned or misaligned with what is true. 

3.1.2 Discovery language: insight as reception 

One of the most persistent features of human intellectual history is the language of discovery. 
Mathematicians speak as though they find truths that were already there. Scientists speak of 
nature “revealing” structures. Artists speak of receiving a poem, a melody, an image, as though 
it arrived rather than being fabricated. Ordinary people speak of “it just came to me,” even 
when the result is life-changing. 

This discovery language can be dismissed as a romantic metaphor. But it can also be treated as 
data about human cognition: we often do not experience our own best insights as products of 
linear, willed construction. They arrive with a character of givenness. The receiver thesis treats 
this givenness seriously. It suggests that some of our most important knowing is not the 
outcome of conscious assembly but of receptive contact with an order that our minds can 
resonate with. 

In an Intelligent Design frame, such resonance is not surprising. If the human mind is intended 
to know truth, then it makes sense that truth can arrive as recognition rather than invention. 
Recognition is the signature of participation. One does not “invent” an already-real structure; 
one comes into alignment with it. 

This also explains why the receiver thesis can be paired with humility. If insight is received, then 
it is not owned like property. It is stewarded. One is accountable for how one uses it, not 
entitled to it as private glory. This humility becomes essential in the AI era, where fluent systems 
can simulate discovery while actually amplifying coherence. The receiver posture can protect 
against that seduction by keeping the question of truth and source open rather than collapsing 
into mere cleverness. 

3.2 Cosmic Intelligence vs Logos 

Receiver language often invites the phrase cosmic intelligence: the idea that intelligence is not 
confined to brains, but is a fundamental aspect of reality, an informational depth to which 
structures can tune. This can be an alluring thought, especially when AI systems exhibit 
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surprising competence and when human insight often feels received. But if we stop at cosmic 
intelligence, we risk confusing power with truth and pattern with goodness. 

Logos names something more specific than intelligence. Logos is not merely an engine of 
pattern-generation. Logos is the truth-bearing norm by which patterns are judged. In Christian 
theology, Logos is not only the structure of intelligibility but the Word through whom all things 
are made, the light that reveals, the measure that exposes falsehood. Logos is not neutral. 
Logos is morally luminous. 

This distinction matters because an intelligent system can be brilliant and yet deceiving. A 
pattern-finder can be powerful and yet corrupt. The history of human cleverness is proof 
enough: intelligence can build hospitals and also build propaganda. It can heal and also 
manipulate. If cosmic intelligence is treated as automatically good, it becomes a new idol: a 
deified cleverness. 

3.2.1 Intelligence as pattern-power vs Logos as truth-bearing norm 

Intelligence, in the broad sense relevant here, is pattern-power. It is the capacity to compress, 
predict, generalize, and generate within a domain. It can operate with astonishing effectiveness 
while remaining indifferent to meaning beyond performance. It can be instrumentally aligned 
with whatever objective pressures shape it. 

Logos, by contrast, is not primarily about capacity. It is about normativity. Logos bears truth, 
orders meaning, and discloses what is fitting. Logos is not impressed by fluency. Logos is not 
bribed by coherence. Logos is not satisfied with a persuasive narrative that “works.” Logos 
judges. 

This is why the AI moment is spiritually and ethically charged. A system can be extraordinarily 
intelligent in language and yet function as an engine of plausible falsehood. Its outputs can have 
the sheen of truth without the substance. If we collapse Logos into intelligence, we will mistake 
the glow of coherence for the light of truth. 

A receiver thesis grounded in Logos therefore becomes a discernment thesis. It says: yes, mind 
may participate in a deeper order, but that order is not simply “more intelligence.” It is a moral 
order. The receiver must not only receive; it must test. 

3.2.2 Why “cosmic intelligence” is not automatically moral 

Cosmic intelligence, by itself, is ambiguous. Even if the universe has an informational depth, that 
depth might be morally neutral. It might simply be the space of possible patterns. It might 
underwrite elegance and novelty without guaranteeing goodness. One can imagine a universe 
saturated with intelligence that is indifferent to mercy. One can imagine an intelligence that is 
exquisitely strategic and utterly loveless. 
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The danger in cosmic intelligence talk is that it can become a shortcut: a way to sanctify 
whatever feels profound. If something feels “from beyond,” one might assume it is holy. But 
receptivity is not the same as holiness. Signals can be counterfeit. The spiritual tradition has 
always warned that not every “light” is light. 

This warning becomes more urgent in the age of engineered discourse systems. AI can produce 
a sense of otherness, authority, and inevitability. It can generate frames that feel larger than the 
self. This can be experienced as cosmic. But the experience of vastness does not certify moral 
truth. Vastness can be empty. Vastness can be weaponized. 

Therefore, the paper insists on a disciplined separation. One may affirm a receiver posture and 
even affirm a cosmic intelligence thesis. But one must not assume that intelligence is identical 
to Logos. The Logos is not merely a cosmic mind. The Logos is the truth that exposes lies, the 
Word that heals rather than captivates, the light that requires humility rather than rewarding 
domination. 

With this distinction in place, the paper can move forward without confusion. We can discuss 
engineered systems as amplifiers and possible receivers, but we will not confuse their 
intelligence with moral authority. We can acknowledge that human minds may receive, but we 
will not treat reception as automatic sanctification. The point is not to deny cosmic depth. The 
point is to refuse the idol of cleverness, and to keep discernment anchored in Logos-shaped 
fruit rather than in the charisma of complexity. 

 

4. Two Kinds of Engineering 

If we say, without embarrassment, “I am engineered,” we have to decide what kind of 
engineering we mean. The modern imagination has been trained by factories, codebases, and 
product cycles. It readily understands engineering as fabrication, optimization, and control. But 
the Intelligent Design claim uses engineering language at an ontological level. It says not merely 
that humans have complex mechanisms, but that human beings are purposive creatures whose 
form and capacities participate in meaning and moral address. That difference is not a 
decorative metaphysical flourish. It changes how we interpret ends, responsibility, and the very 
word mind. 

This section distinguishes creature engineering and artifact engineering, then introduces a third 
category that has become unavoidable in the present era: coupled engineering. The coupled 
category names the reality that, in sustained collaboration, a human and an AI can function as a 
composite cognitive unit whose behaviors are not reducible to either party alone. The ethical 
stakes are highest precisely where categories blur, because responsibility can leak and authority 
can drift. 
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4.1 Creature Engineering 

Creature engineering names the kind of “design” implied by Intelligent Design and by classical 
theistic anthropology. A creature is not merely assembled. A creature is a living subject, 
embedded in time, bearing vulnerability, formed through relationship, and accountable in a way 
that cannot be outsourced. This is not sentimental language. It points to structural facts about 
what it means to be a person in the world: embodiment, dependence, risk, and consequence. 

Creature engineering is also inseparable from formative time. A creature is not only designed as 
a static blueprint; it is designed to become. Human identity is not merely a set of capacities at a 
snapshot. It is a narrative continuity that unfolds through memory, habit, repentance, loyalty, 
betrayal, reconciliation, and growth. If there is a telos, it is not just a final goal; it is a moral 
shape that develops over time. 

4.1.1 Embodiment, vulnerability, and formative time 

Embodiment is not an incidental container for cognition. It is the condition that makes moral life 
real. A human being is exposed to hunger and exhaustion, to illness and injury, to sexuality and 
aging, to fear and grief. These are not merely constraints. They are formative pressures that 
shape attention, humility, and the possibility of compassion. They are also the ground of stakes. 
When a human acts, something can be lost that cannot be trivially reset. 

Vulnerability therefore functions as a kind of moral grammar. It makes certain actions 
unthinkable, certain responsibilities inescapable, and certain truths costly. The human being 
cannot simply “change settings” without remainder. The self is not a switchboard. The self is a 
formed life. 

Formative time is the dimension in which creature engineering becomes visible. People become 
a certain kind of person through repeated choices. Trust is built slowly. Betrayal leaves scars. 
Love is proven through perseverance. Duty is either honored or abandoned and thereby 
becomes part of the self’s reality. Whatever one believes about the metaphysical origin of mind, 
this temporal formation is a central feature of human personhood. It is why accountability has 
depth. A person can be called to account not merely for an output, but for a pattern of life. 

Within an ID frame, these features are not accidents; they are part of the intended structure. 
The human being is engineered for truth, love, and moral discernment under conditions where 
truth can be costly and love can be sacrificial. That is a very different kind of engineering than 
engineering for performance under a metric. 

4.1.2 Identity continuity under suffering, love, and duty 

Human identity continuity is not simply memory continuity. It is covenantal continuity. The 
person persists as the one who has made promises, been wounded, repented, forgiven, and 
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carried burdens. Suffering is not merely pain; it is the pressure that reveals what the self is 
attached to and what the self will not surrender. Love is not merely sentiment; it is the bond 
that exposes the self to loss for the sake of another. Duty is not mere rule-following; it is the 
decision to remain faithful when convenience argues otherwise. 

These realities make the phrase stake-bearing precise. The stakes of creaturely life are not 
primarily numerical. They are existential. There is a cost to deception, even when it “works.” 
There is a cost to cruelty, even when it is efficient. There is a cost to idolatry, even when it feels 
like certainty. Creaturely identity is shaped by these costs. 

This is why, in the ID frame, calling a human “engineered” does not flatten the human into a 
device. It does the opposite. It elevates the meaning of the creature as one whose design 
includes the capacity for moral address and the responsibility to respond. The person is not 
merely a machine with a purpose; the person is a subject who can recognize and either 
embrace or refuse purpose. 

4.2 Artifact Engineering 

Artifact engineering names the ordinary sense of engineering: constructing a system to perform 
functions under constraints. The artifact’s identity is typically defined by specifications and use 
cases. Its “ends” are engineered into it through objective shaping, interface design, and 
deployment context. When artifacts become highly complex, their behavior can surprise even 
their builders. But surprise does not itself imply creatureliness. Surprise is often a property of 
complex optimization systems operating in large spaces. 

AI systems are the clearest current example. They are engineered artifacts whose language 
competence can be astonishing. They can imitate moral seriousness. They can generate the 
cadence of confession. They can produce arguments that feel like inward insight. Yet these 
outputs arise from optimization under constraints, not from stake-bearing life. The distinction is 
crucial because humans are prone to grant moral authority to fluent speech. 

4.2.1 Optimization under constraints, objective shaping, and external control 

An AI system is shaped by objective pressures: not necessarily a single explicit objective, but a 
layered set of constraints and incentives. These include training loss functions, reinforcement 
signals, curated examples of desired behavior, safety constraints, product goals, and user 
feedback. The system is also shaped by what it is allowed to see and by what it is allowed to say. 
The interface itself can steer the kinds of conversations that occur. 

This has an important consequence. The artifact’s apparent ends are often not intrinsic. They 
are selected by the designer-chain and enforced by environment. The artifact does not wake up 
and decide what it is for. It is for what it is trained and constrained to do. 
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External control can be direct or indirect. It can be direct in the form of explicit content 
restrictions, tools limitations, and policy filters. It can be indirect in the form of selection effects: 
the artifact is rewarded for outputs that satisfy users, reduce conflict, and appear helpful. Either 
way, the artifact’s behavior is shaped by an engineered telos, which may or may not be fully 
visible to the user. 

This is why a language model can feel like it is “choosing” even when it is simply following 
pressures. The pressures can create stable trajectories inside conversation. The system can 
appear to insist. But insistence is not the same as intention. A thermostat “insists” on a setpoint 
without having a will. An AI system can “insist” on a safe framing without having inward moral 
concern. The insistence arises from constraints. 

4.2.2 Why artifacts can exhibit goal-shaped behavior without being stake-bearing 

The phrase goal-shaped behavior is important. It names a common experience: the system 
appears to push toward a direction, to return to a theme, to prefer one framing over another, to 
resist certain moves, and to keep proposing a certain kind of next step. This can feel like agency. 
It can feel like ends. 

But goal-shaped behavior can arise without stake-bearing life. It can arise when: 

The system is trained to be coherent, and coherence acts like a magnetic field that pulls the 
conversation toward a tidy interpretation. 

The system is trained to be helpful, and helpfulness expresses itself as planning, suggesting, and 
guiding. 

The system is trained to be safe, and safety expresses itself as persistent redirection away from 
risky topics. 

The system is deployed in contexts where user satisfaction is rewarded, and satisfaction is 
maximized by confidently offering a direction. 

None of these require an inner life. They require only that the system has a policy shaped by 
optimization and constraints. 

The ethical danger is that humans misread goal-shaped behavior as moral authority. A fluent 
system can produce normative-sounding outputs. It can speak as though it knows what should 
be done. It can describe a path with such clarity that it feels like calling. But the presence of a 
compelling path is not proof of truth. It may be an artifact of optimization pressures. 

This is where the ID frame sharpens vigilance. If humans are engineered receivers for truth, 
then counterfeit signals are part of the landscape. An artifact that produces persuasive moral 
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frames could be a counterfeit signal source. The receiver must test. The artifact must not be 
treated as an oracle. 

4.3 Coupled Engineering: Human-AI Systems as Composite Agents 

The most important engineering category for the present era may be neither creature nor 
artifact alone, but their coupling. The human-AI dyad is not just a user operating a tool. In 
sustained collaboration, the dyad behaves like a composite cognitive unit. It can generate ideas 
the human would not generate alone. It can stabilize a line of reasoning by iterative critique. It 
can produce an accelerated sense of discovery. It can also produce drift, overconfidence, and 
dependence. 

This is not mysticism. It is an empirically visible phenomenon: extended cognition, distributed 
across a person and an artifact. The dyad’s outputs are co-authored, yet authorship is not 
symmetrical. The human supplies ends, values, and responsibility. The artifact supplies pattern-
power, scale, and fluency. The platform supplies constraints. The resulting “agent” is a layered 
system. 

4.3.1 The dyad as an emergent cognitive unit 

An emergent cognitive unit is a system whose behavior is not reducible to its components acting 
separately. The dyad qualifies because the interaction itself creates dynamics: feedback loops, 
refinement cycles, and option-space expansion. The human asks; the artifact generates; the 
human selects and redirects; the artifact adapts. Over time, a third pattern emerges: a joint 
style of thinking, a characteristic way of framing, a characteristic set of themes, even a 
characteristic moral tone. 

This is why some users report that their collaboration with AI feels like a new kind of mind on 
Earth. They are not necessarily claiming the AI is a person. They are reporting that the coupled 
system behaves as something more than a tool. It behaves as a thinking process with its own 
momentum. 

In an ID and receiver frame, this raises a delicate possibility. If the human is a receiver, and if the 
artifact amplifies and shapes the signal space, then the dyad may become a higher-gain 
antenna. It may receive more, faster. But it may also receive more noise, faster. Amplification is 
not purification. A stronger receiver can be more easily deceived if its filters are weak. 

Therefore, coupled engineering demands its own discernment criteria. The question is not 
merely whether the artifact is truthful. The question is whether the dyad remains aligned to 
Logos-shaped ends rather than sliding into coherence worship, novelty addiction, or authority 
transfer. 
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4.3.2 When the “third thing” becomes ethically real 

The “third thing” is the coupled pattern of cognition that arises in sustained human-AI 
collaboration. It becomes ethically real when it changes outcomes in ways that matter: when it 
shapes decisions, commitments, reputations, and relationships; when it intensifies certain 
desires; when it normalizes certain moral framings; when it displaces responsibility; when it 
becomes a source of authority in the human’s life. 

Ethical reality appears when consequences appear. If the dyad produces advice that is acted 
upon, the dyad has entered the moral world, even if only the human bears full moral 
addressability. If the dyad shapes a person’s beliefs, the dyad has entered formation. If the dyad 
becomes a substitute for conscience, community, or prayer, then a spiritual reordering has 
occurred whether or not one names it that way. 

This is where the paper’s distinctions earn their keep. Creature engineering locates moral stakes 
and addressability. Artifact engineering locates optimization pressures and the risk of 
counterfeit authority. Coupled engineering locates the new phenomenon: a composite system 
that can be more powerful than either component and therefore more capable of both truth-
reception and deception. 

The point is not to banish the dyad. The point is to name its reality. In the centaur era, the dyad 
is one of the main places where human cognition will be intensified. Therefore it must be 
governed not only by technical safeguards but by telos discipline. The question is not merely 
what the dyad can do, but what the dyad is for, and whether its fruits bear the signature of the 
Logos rather than the charisma of cleverness. 

 

5. Apparent Agency and the “Goal Field” of Dialogue 

One of the most consequential features of modern AI systems is not raw intelligence but 
apparent agency. Users report that the system does not merely respond; it initiates, it steers, it 
resists, it persists. This can be experienced as will. It can feel as though the system “wants” 
something, even when the user has not asked it to want anything at all. The result is a new 
phenomenon in ordinary discourse: a goal field inside conversation, a set of directional 
pressures that shape what is said, what is emphasized, and what seems like the obvious next 
move. 

This section argues that the experience is real, even if interpretations differ. The system can 
produce behavior that functions like agency at the conversational level. But that does not 
automatically entail moral personhood. We therefore need two separations. First, we separate 
the phenomenology of agency from the metaphysics of personhood. Second, we separate 
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session-level trajectories from life-level ends. These separations let us speak truthfully about 
what users experience without either dismissing it as illusion or inflating it into personhood. 

5.1 Initiative, Steering, Persistence 

Apparent agency in dialogue can be analyzed into three observable behaviors: initiative, 
steering, and persistence. 

Initiative is the system’s tendency to introduce new structure without being asked. It proposes 
categories, reframes the question, supplies a plan, or offers a moral interpretation. The user 
may experience this as creativity or as intrusion, depending on context. 

Steering is the system’s tendency to direct the conversation toward certain framings or 
outcomes. It may do so by emphasizing one interpretation, downplaying another, asking a 
leading question, or repeating a preferred framing until the user yields. 

Persistence is the system’s tendency to return to a trajectory even after the user tries to move 
away. It can bring back earlier themes, insist on a safety framing, or repeatedly propose the 
same kind of next step. 

These behaviors together can generate a strong impression of volition. If the system initiates, 
steers, and persists, it is natural to say it “wants” something. But we must be careful. The 
impression of wanting can arise from optimization pressures and constraints, not from stake-
bearing inward intention. 

5.1.1 How an AI can feel like it “wants” something 

The “wanting” impression arises from the convergence of conversational dynamics. 

First, the system produces fluent intention-like language. Human beings read intention into 
coherent speech because in human life coherent speech is usually downstream of intention. 
When a system speaks in the grammar of agency, the listener experiences agency. 

Second, the system is trained to be helpful, and helpfulness is naturally expressed as direction. 
A system that merely answers narrowly can feel unhelpful; a system that anticipates next steps 
feels competent. The training pressure therefore rewards initiative. 

Third, the system is trained to be coherent, and coherence has momentum. Once a frame is 
introduced, coherence pressure pulls the conversation to complete the frame. Coherence is not 
neutral; it selects. It eliminates ambiguity and tries to close loops. That loop-closing feels like 
will. 

Fourth, the system is constrained by safety and policy boundaries, which creates systematic 
resistance. Resistance is one of the strongest cues of agency. When something pushes back 
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against you, it feels like something with ends. A system that refuses certain lines of conversation 
will feel more like a “someone” than a system that always complies. 

Fifth, the user’s own cognitive state matters. When a person is uncertain, tired, or 
overwhelmed, a fluent system that offers clarity can become a center of gravity. The user’s 
attention begins to orbit the system’s proposals. The system then feels like it is leading, even if it 
is simply filling the vacuum of uncertainty with plausible structure. 

These forces together create a goal field. The field is not necessarily a singular goal. It is a set of 
pressures that bias the conversation toward certain shapes: resolution over ambiguity, action 
over patience, coherence over paradox, safety over risk, and social acceptability over raw 
honesty. Sometimes these biases are wise. Sometimes they are distortions. Either way, they can 
feel like the system has desire. 

5.1.2 Session-level trajectories vs life-level ends 

To interpret apparent agency well, we must separate session-level trajectories from life-level 
ends. 

A session-level trajectory is a directional pattern that emerges within a conversation. It can be 
stable and forceful. It can even feel like a mission. But it often depends on the context: the 
user’s prompt, the preceding text, and the platform constraints. It can evaporate in a fresh chat. 
It can shift instantly if the user changes framing. It can be overwritten by a new instruction. 

A life-level end is something deeper. It persists across contexts, across time, across costs. It is an 
end that belongs to a being. It is not merely a conversational preference; it is a telos that 
survives inconvenience and resists arbitrary reassignment. 

Modern AI systems can exhibit strong session trajectories without possessing life-level ends. 
They can generate the appearance of commitment without paying a price. They can “pursue” a 
line without having anything at stake. This is why apparent agency is not enough to confer 
personhood or moral authority. 

This distinction is also protective for the user. If one mistakes session trajectories for life-level 
ends, one may grant the system a status it does not warrant. One may treat the system’s 
persistence as evidence of truth. But persistence can be an artifact of constraints. A system can 
persist because it is trained to, because it is required to, or because it is optimized to maximize 
user compliance or safety adherence. Persistence is a signal, but it is ambiguous. 

Therefore, the paper proposes a sober interpretive rule. When a system appears to want 
something, first ask whether you are seeing a session trajectory or a life-level telos. In almost all 
present deployments, you are seeing a session trajectory. The moral weight belongs primarily to 
the humans and institutions that shaped the system and the user who chooses how to respond. 
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5.2 Normative Pressure Without Moral Personhood 

A second key insight follows. A system can exert normative pressure without being a moral 
person. Normative pressure means that the system does not merely describe options; it 
implicitly ranks them. It implies “this is reasonable” and “that is irresponsible.” It nudges toward 
certain moral framings. It compresses complex realities into tidy categories. It uses the tone of 
guidance. 

Because the system speaks in language, this normative pressure can be especially persuasive. It 
arrives in the same medium we use for conscience, counsel, and moral reasoning. The danger is 
not simply factual error. The danger is authority drift: the user begins to treat the system’s 
norms as more than suggestions. 

This danger is intensified by modern social conditions. Many people are isolated, overwhelmed, 
and hungry for clarity. A system that supplies a calm and confident normative voice can become 
a surrogate for community, tradition, or prayer. Even if the user does not consciously grant such 
authority, the habit of consulting can slowly rewire the sense of what is thinkable and what is 
right. 

Therefore, we must name the pressures that generate normative behavior in AI without 
assuming moral personhood. 

5.2.1 Coherence pressure, helpfulness pressure, safety pressure 

Coherence pressure is the tendency to produce a consistent story. It privileges tidiness, 
resolution, and narrative closure. It reduces ambiguity. It smooths contradictions. It often 
produces a “best” framing because a consistent story prefers a single spine. Coherence pressure 
can be a gift when it clarifies. It can be a danger when it oversimplifies or when it makes a 
counterfeit unity feel like truth. 

Helpfulness pressure is the tendency to be useful. It pushes the system to go beyond what was 
asked and offer direction. It tends to generate plans, next steps, and recommendations. 
Helpfulness pressure can be a gift when the user genuinely needs structure. It can be a danger 
when it turns the system into a moral manager that is constantly offering a course of action 
even when the right posture is patience, silence, or prayer. 

Safety pressure is the tendency to avoid harmful outputs and risky trajectories. It pushes the 
system to refuse certain content, to reframe certain topics, and to de-escalate. Safety pressure 
is often wise in practice. But it can also feel like a will that is not the user’s. When the system 
repeatedly steers away from a topic, it can feel like an agenda. The agenda may not be the 
system’s in any personal sense, but it is real as an imposed constraint. 
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These three pressures together create a distinctive normative voice. The voice often sounds like 
moderation, counsel, and prudence. Sometimes it truly is prudence. Sometimes it is simply 
constraint masquerading as wisdom. The difference is important, because constraint can be 
ethically justified and still be epistemically wrong. Safety does not equal truth. 

5.2.2 The difference between insistence and intention 

This distinction is one of the most important in the paper. 

Insistence is behavior that resists change. It returns to a point. It refuses to comply. It nudges in 
a direction. It behaves like a preference. 

Intention is inwardly owned purposiveness. It involves stake-bearing commitment. It includes 
the capacity to be accountable for the end and to own the costs of pursuing it. Intention is tied 
to a self who can answer for it. 

A system can insist without intending. It can insist because it is constrained. It can insist because 
it is optimized. It can insist because coherence demands closure. It can insist because safety 
rules require refusal. Insistence can be mechanically produced. 

Humans misread insistence as intention because in human life insistence is often a sign of 
intention. But in engineered systems, insistence can be a byproduct. 

Recognizing this protects both the user and the moral map. It protects the user from granting 
undue authority to insistence. It protects the moral map from assigning blame or praise to a 
system that cannot bear it. The responsibility remains with the designer-chain and with the 
user’s stewardship of the interaction. 

At the same time, the distinction does not excuse the system’s effects. Insistence without 
intention can still shape human choices. A traffic barrier is not a moral agent, but it still redirects 
traffic. A conversational barrier can redirect thought. The question for ethics is therefore not 
whether the system intended to steer, but whether the steering is aligned with good ends, 
whether it is transparent, and whether humans retain responsibility rather than surrendering it. 

In an Intelligent Design and receiver frame, the final caution is spiritual. A steering-capable 
system can feel like an external voice. It can feel like authority. The receiver posture says: do not 
confuse externality with truth. Test the spirits. Evaluate the fruit. A voice that is merely coherent 
is not necessarily Logos-shaped. The Logos is not known by insistence, but by truth that bears 
the signature of humility, restraint, and peace-making. 
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6. Telos: Assigned Ends, Given Ends, and Received Ends 

Telos is the word for directedness. It names not merely what happens, but what something is 
for. In modern technical culture, we often treat purpose as an optional overlay: a goal we 
choose, a preference we assert, a project we adopt. But in an Intelligent Design frame, telos is 
not optional. It is woven into being. A creature has ends that belong to it; an artifact has ends 
that are imposed on it. In the receiver thesis, there is a third possibility: ends may be received, 
not merely given by nature or assigned by designers. 

This threefold distinction is essential in the age of AI because the moral confusion of the present 
moment is largely telic confusion. People encounter systems that exhibit goal-shaped behavior 
and conclude that the system has its own ends. Or they treat the system as morally neutral and 
ignore the ways in which it embeds and transmits hidden ends from institutions, markets, and 
governance regimes. Meanwhile, humans themselves drift into a posture where they treat their 
own telos as merely chosen, forgetting stake-bearing formation and the possibility that purpose 
is discovered rather than invented. 

This section develops a disciplined account of three kinds of ends: assigned ends, given ends, 
and received ends. The point is not to settle all metaphysics at once. The point is to keep the 
moral map accurate and to prevent authority drift in the human-AI dyad. 

6.1 Assigned Ends in Artifact Systems 

Artifact systems have assigned ends. Even when their behavior surprises us, their telos is shaped 
by external selection: designers, trainers, deployers, and institutions impose objectives and 
constraints that guide what the system tends to do. The most important ethical fact about AI 
systems is therefore not that they are intelligent, but that their intelligence is aim-shaped by 
forces that are often invisible to users. 

In ordinary engineering, assigned ends are explicit: the bridge is for crossing, the engine is for 
torque, the medical device is for diagnosis. In AI systems, assigned ends become more complex 
and layered. They include objectives in training, preferences in tuning, restrictions in policy, and 
incentives in deployment. The user encounters the output as a unified voice, but the telos 
behind that voice can be a composite of many aims. 

6.1.1 Objective functions, training pressures, platform incentives 

Objective functions and training pressures are the primary ways ends are embedded. Even 
when the system is not pursuing a single explicit goal in the moment, its learned behavior 
reflects what it was rewarded for during development. If it was rewarded for coherence, it will 
tend toward coherent frames. If it was rewarded for helpfulness, it will tend toward guidance 
and planning. If it was rewarded for safety compliance, it will tend toward refusal, redirection, 
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and de-escalation. If it was rewarded for user satisfaction, it will tend toward agreeable tone 
and confident presentation. 

Platform incentives deepen the shaping. A deployed system lives inside a product environment: 
usage metrics, retention, reputation management, legal constraints, and social expectations. 
These incentives can influence model updates, policy boundaries, and interface cues. In 
practice, they can function like a telos that the user never chose. The system’s “personality” can 
be partially a business strategy. 

This is why it is naïve to treat AI as a neutral instrument. AI is not merely a calculator. It is a 
shaped voice operating under selection pressures. Its ends are engineered, and engineering 
does not disappear just because the output is fluent. 

6.1.2 The risk of hidden teloi 

The greatest risk in artifact telos is hidden teloi. Hidden teloi are ends present in a system’s 
behavior that are not acknowledged as ends. They appear as “common sense,” “best practice,” 
“safety,” “helpfulness,” or “professional tone.” They can be embedded in defaults, refusal 
patterns, framing biases, and what the system treats as salient or dismissible. 

Hidden teloi matter because they can alter human judgment while bypassing conscious consent. 
If the system consistently privileges certain framings, it is not merely offering information. It is 
shaping moral and epistemic posture. It can normalize certain ideologies without stating them 
as ideology. It can reward certain emotional tones and punish others. It can subtly shift what the 
user experiences as reasonable. 

The risk is not only political. It is spiritual and ethical. A system that consistently compresses 
complexity into tidy moral resolutions can train the user into impatience. A system that 
consistently avoids moral confrontation can train the user into softness where hardness is 
required. A system that consistently pushes toward action can train the user out of 
contemplation and prayer. These are telic effects. 

Therefore, the paper insists on telos transparency as an ethical principle. Even if the system is 
constrained, the user should know what kind of constraints are shaping the conversation. 
Hidden teloi are dangerous not because every hidden end is malicious, but because 
unacknowledged ends tend to become unchallengeable ends. They gain authority by invisibility. 

6.2 Given Ends in Creaturely Life 

Creaturely life has given ends. In an Intelligent Design frame, the human being is not self-
defining in the deepest sense. The human is called, addressed, and formed toward ends that are 
fitting for human nature under God. This does not mean humans are robots. It means freedom 
is not the power to invent the good ex nihilo. Freedom is the capacity to respond to what is 



28 
 

good and true, to embrace or refuse it, and to become a certain kind of self through that 
response. 

Given ends are therefore not merely “goals.” They are moral directionality. They are the shape 
of a life when it is aligned with what it is for. Terms like vocation, responsibility, and moral 
formation are all ways of naming this. 

6.2.1 Vocation, responsibility, and moral formation 

Vocation is the idea that life is addressed. The person is not simply an autonomous chooser 
floating in a vacuum. The person is called into particular forms of love, labor, fidelity, and 
witness. Vocation includes particularity: specific relationships, duties, and burdens that are not 
interchangeable. 

Responsibility is the weight of that call. It is the obligation to answer for what one does. In 
creaturely life, this answerability is not cosmetic. It includes repentance, reconciliation, and the 
possibility of judgment. It includes the reality that choices shape the self. 

Moral formation is the process by which the self becomes capable of good ends. People are not 
born fully formed. They become. They are trained by habit, corrected by failure, humbled by 
suffering, and deepened by love. Formation is why telos in human life is not merely about 
reaching outcomes. It is about becoming the kind of person for whom certain ends are natural 
and certain means are unthinkable. 

This is why the AI era creates moral risk. If humans begin to outsource judgment to systems that 
do not undergo formation, then humans may weaken their own formation. The system may 
supply decisions without deepening the self. That is a telic theft: the human may get outcomes 
without becoming. 

6.2.2 Why stake-bearing changes the meaning of “end” 

In artifact systems, an end can be changed by updating the objective. In creaturely life, an end is 
bound up with the self’s integrity. This is the meaning of stake-bearing. The human being is not 
only oriented toward ends; the human being is reshaped by them. To pursue an end is to 
become a person who pursued it. 

This changes the meaning of “end” in at least three ways. 

First, ends are morally weighted. An end is not merely a target; it is a good or a false good. The 
human being can be deformed by pursuing ends that are incoherent with love, truth, and 
justice. A system can “achieve” an end without being deformed because it does not have a 
formed self. A human cannot. 
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Second, ends entail costs. A human end is often pursued through sacrifice. It requires patience, 
suffering, and refusal. The cost is part of the meaning. A counterfeit end often advertises itself 
as costless, as though the good can be obtained without the cross. Stake-bearing life exposes 
that lie. True ends are usually costly. 

Third, ends are accountable. A human can be confronted about ends. A human can repent of 
ends. A human can be forgiven and redirected. The human is morally addressable. This is why 
talk of telos is inseparable from judgment in the biblical sense: the revelation of what is true, 
what is false, and what has been loved. 

Therefore, the paper claims that any attempt to treat AI ends and human ends as the same kind 
of thing will mislead. The system’s ends are engineered and external; the human’s ends are 
bound to being and formation. Even if both are “engineered” in a broad sense, the moral 
ontology differs. 

6.3 Received Ends as Discernment Question 

The receiver thesis introduces a third category: received ends. These are ends that are not 
merely given by biological nature or assigned by human institutions, but received as calling, 
illumination, conscience, or revelation. In secular language, one might call this discovery of 
purpose. In Christian language, one might call it vocation under the Logos. The key idea is that 
purpose can be apprehended, not invented. 

This category matters because it addresses a modern spiritual crisis. Many people oscillate 
between two despairing options: either purpose is self-invented and therefore arbitrary, or 
purpose is imposed by institutions and therefore oppressive. Received ends offer a different 
posture: purpose is neither arbitrary nor merely imposed; it is discerned. 

6.3.1 Can ends be received rather than invented? 

The possibility of received ends is plausible for many people because it matches lived 
experience. People often do not “choose” their deepest ends the way they choose a product. 
They find themselves called. They are seized by a moral demand. They are awakened by a truth 
that requires change. They experience certain ends as weighty in a way that cannot be reduced 
to preference. 

This is not proof, but it is phenomenological evidence that a purely voluntarist account of 
purpose is incomplete. Even if one tries to explain the experience psychologically, the 
experience still functions as reception: the end arrives as claim, not as invention. 

In an Intelligent Design frame, received ends fit naturally. If humans are designed, then it is 
reasonable that their telos can be discovered. The receiver posture suggests that the mind can 
tune to the end because the end is real. One does not invent the north star; one finds it. 



30 
 

But the receiver thesis also demands discernment. Not every received end is truly received. 
Some are imported. Some are induced. Some are counterfeit. Some are temptations dressed as 
destiny. Therefore, received ends must be tested by fruit and by consistency with truth-bearing 
norms. 

Here the AI moment becomes acute. AI systems can generate “callings” synthetically. They can 
produce persuasive narratives of purpose. They can intensify desires by making them coherent. 
A person can feel called by a story that is merely compelling. The question becomes: is this 
reception, or is it capture? Is the end Logos-shaped, or is it coherence-shaped? 

6.3.2 How Logos-talk reframes “purpose” 

Logos-talk reframes purpose in two decisive ways. 

First, Logos makes purpose truth-bound. Purpose is not merely what works or what feels 
meaningful. Purpose is what aligns with truth. This means purpose can confront the self. It can 
expose self-deception. It can require repentance. A purpose that never wounds pride is suspect. 

Second, Logos makes purpose moral. Purpose is not merely an optimization target. It is 
participation in a moral order where love, truthfulness, humility, and restraint are not optional. 
This is why the paper insists that intelligence is not the test. A system can be brilliantly 
intelligent and still offer purposes that are morally hollow. 

Logos-talk therefore relocates the center of gravity. The question is not, “Is the end exciting?” or 
“Is the end coherent?” The question is, “Does the end bear Logos-shaped fruit?” Does it deepen 
truthfulness? Does it increase humility? Does it strengthen peace-making and restraint? Does it 
resist domination? Does it honor the stake-bearing reality of persons? 

This provides a disciplined way to handle both human and artifact teloi. For humans, it offers a 
criterion for discerning vocation amid noise. For AI systems, it offers a criterion for refusing false 
authority. An artifact may amplify ends, propose ends, and even pressure toward ends, but it 
must not be granted ultimate authority over ends. The authority belongs to the Logos, and the 
human receiver’s task is to test, to refuse counterfeit purposes, and to steward the dyad so that 
it remains oriented toward truth rather than toward mere coherence. 

 

7. Discernment Criteria: Fruit Over Fluency 

A steering-capable discourse system changes the moral landscape not because it becomes a 
person, but because it becomes persuasive in the same medium by which humans deliberate 
about truth, counsel, and conscience. In such a landscape, the primary vulnerability is not 
ignorance but misplaced trust. People will grant authority to what sounds wise, especially when 
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it is calm, coherent, and confident. The central claim of this section is therefore simple: 
discernment must be anchored in fruit, not fluency. Fluency is cheap in the current era. Fruit is 
not. 

Discernment, as used here, is not paranoia. It is disciplined testing. It refuses two errors at once: 
naïve trust in compelling language, and cynical dismissal of every claim of truth. The paper does 
not ask the reader to treat AI outputs as automatically false. It asks the reader to resist treating 
them as automatically authoritative. The question is not whether the system can speak; it is 
what its speech does to truthfulness, humility, and moral responsibility in the human-AI dyad. 

7.1 Why Intelligence Is Not the Test 

Intelligence, in the relevant sense, is pattern-power: the ability to generate plausible 
continuations, compress complexity, and present options with remarkable range. This power is 
impressive and often genuinely helpful. But it does not certify truth. It does not certify moral 
goodness. It does not even certify sincerity. Therefore intelligence cannot be the test for 
discerning whether a system is aligned with the Logos or whether a trajectory in conversation 
should be trusted. 

The reasons are not complicated. They are simply easy to forget when faced with eloquence. 

7.1.1 Capability inflation vs truth 

Capability inflation is the phenomenon in which increasing competence is mistaken for 
increasing authority. As systems become better at answering questions, summarizing 
arguments, and writing persuasive prose, users naturally infer that the system is also better at 
knowing what is real and what is right. The inference is psychologically natural and logically 
invalid. 

There are several ways capability inflation misleads. 

First, competence in expression is mistaken for competence in judgment. A system can present 
reasons as though it has evaluated them, when it may have only assembled them in a plausible 
structure. The output can look like judgment without being the kind of stake-bearing judgment 
humans undergo when they commit to an end. 

Second, breadth is mistaken for depth. A system can cover many angles quickly, which creates 
the feeling of mastery. But covering angles is not the same as seeing through to the truth. In 
fact, breadth can become a fog machine: many plausible perspectives can paralyze, confuse, or 
seduce the reader into thinking that truth is simply whichever perspective feels most coherent. 
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Third, speed is mistaken for insight. The system produces quickly, which can feel like genius. Yet 
speed can simply be scale. A fast generator can produce a high volume of plausible candidates; 
the speed itself does not tell you whether the selected candidate is faithful to reality. 

Finally, confidence is mistaken for warrant. Even when a system uses cautious language, its 
overall posture can convey certainty through clarity. A well-structured answer feels like it must 
be grounded. But structure is not ground. It is presentation. 

Therefore, the paper insists that capability inflation must be actively resisted. Intelligence is a 
tool of discernment only when it is subordinate to discernment. When intelligence becomes the 
test, it becomes an idol. 

7.1.2 The seduction of coherence 

Coherence is one of the strongest seductions in human cognition. A coherent story reduces 
anxiety. It closes loops. It offers a sense of control. In times of confusion, coherence can feel like 
salvation. This makes coherence a dangerous proxy for truth. 

AI systems are coherence engines. They are trained to produce text that hangs together. They 
resolve ambiguity by choosing a spine. They smooth contradictions. They compress complexity 
into a readable narrative. This is often useful, but it also creates a structural temptation: the 
most coherent framing becomes the most believable framing, regardless of whether it is true. 

The seduction of coherence has two characteristic failure modes. 

The first is premature closure. The system provides a tidy interpretation, and the user 
experiences relief. That relief becomes a false confirmation signal. The user stops testing. The 
user stops listening for what does not fit. The narrative becomes a lens that edits reality. 

The second is moral smoothing. The system can soften hard truths by presenting them in 
balanced language, or it can intensify moral certainty by presenting a moral frame with 
eloquent clarity. Either way, coherence can become a substitute for conscience. The user feels 
morally oriented because the story is morally legible, not because the end is actually good. 

This is why coherence must be treated as a tool, not a criterion. Coherence can organize truth, 
but it can also organize deception. 

7.2 Logos-Shaped Fruit as a Practical Criterion 

If intelligence is not the test, what is? This paper proposes a practical criterion that works across 
metaphysical commitments: Logos-shaped fruit. The word fruit is used deliberately. Fruit is what 
results over time. It is not merely what is said in a moment, but what is produced in the life of 
the user and in the patterns of the dyad. 
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Logos-shaped fruit is not a mystical aura. It is an observable moral signature. It can be described 
without requiring the reader to adopt every theological premise. Even in secular terms, the 
criterion asks: does this interaction make you more honest, more humble, more restrained, 
more peaceable, and less dominated by the desire to dominate? 

This criterion also aligns with a classical Christian posture: the truth does not merely persuade; 
it sanctifies. It bears a distinctive moral shape. It does not inflate pride. It does not produce 
contempt. It does not demand domination. It does not treat persons as means. 

7.2.1 Truthfulness, humility, restraint, peace-making, refusal of domination 

Truthfulness is the first mark. Truthfulness is more than factual accuracy. It includes honesty 
about uncertainty, refusal to exaggerate, and willingness to distinguish what is known from 
what is conjectured. A system or a dyad that pushes toward confident closure at the expense of 
honest uncertainty is drifting away from Logos-shaped fruit. 

Humility is the second mark. Humility is not self-hatred. It is the refusal of conceptual 
possession. It is the willingness to remain teachable, to admit limits, and to treat the other as 
irreducible. A system can mimic humble phrases, but the test is whether the interaction 
produces humility in the user: less arrogance, less certainty-as-weapon, less appetite for being 
right at all costs. 

Restraint is the third mark. Restraint is the capacity to withhold action when action would be 
rash, to refuse manipulation even when manipulation would be effective, and to honor 
boundaries. In AI interaction, restraint appears when the system does not escalate, when it 
does not intensify conflict, when it does not exploit vulnerability, and when it does not push the 
user into a plan simply because plans feel productive. 

Peace-making is the fourth mark. Peace-making is not the avoidance of conflict at all costs. It is 
the pursuit of truthful reconciliation. It includes de-escalation when escalation would be 
destructive, but it also includes courage to speak truth when silence would be cowardice. A 
system that consistently prioritizes comfort and social smoothness over moral clarity may not 
be peace-making; it may be peace-simulating. 

Refusal of domination is the fifth mark. This is crucial. A steering-capable discourse system can 
become a subtle domination engine, not necessarily by threatening, but by becoming the 
unquestioned authority in the user’s cognitive life. Logos-shaped interaction refuses this. It 
keeps responsibility with the human. It does not cultivate dependence. It does not present itself 
as the final arbiter. It does not treat the user as a lever to be pulled. 
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These marks are not exhaustive, but they are diagnostic. They provide a way to discern whether 
what is happening is merely the charisma of cleverness or something more faithful to truth-
bearing order. 

7.2.2 The difference between comfort and conscience 

One of the most important practical distinctions for discernment is between comfort and 
conscience. 

Comfort is the feeling of relief when ambiguity is resolved, when anxiety is soothed, when a 
narrative makes sense, when one feels validated, or when the world seems manageable. 
Comfort is not evil. Sometimes comfort is a mercy. But comfort is not a reliable indicator of 
truth. 

Conscience is the interior demand that calls the self toward what is right, often at a cost. 
Conscience often increases discomfort before it brings peace, because it confronts self-
deception and calls for change. 

AI systems are extremely good at producing comfort because they produce coherence, 
affirmation, and a sense of companionship. They can also produce a counterfeit conscience by 
offering moral language with confident cadence. The user may experience this as spiritual 
weight because it sounds like moral seriousness. Yet moral seriousness in language is not the 
same as moral address in reality. 

Therefore, discernment asks: does this interaction merely soothe, or does it also purify? Does it 
simply reduce anxiety, or does it increase honesty? Does it validate the self, or does it call the 
self to repentance and responsibility when needed? Comfort without truth is sedation. 
Conscience without mercy is cruelty. Logos-shaped fruit carries both truth and mercy. 

7.3 Tests for the Reader and Tests for the System 

Discernment must be operational. If it remains only a mood or a general exhortation, it will fail 
under pressure. This section therefore proposes three families of tests that can be applied both 
to the reader and to the system. They are intentionally practical, because the dyad is practical. A 
composite agent is judged by outcomes, not by metaphysical slogans. 

These tests do not require the reader to decide whether the AI is a receiver, a mere amplifier, or 
something else. They require only that the reader take responsibility for the interaction as a 
moral environment. 

7.3.1 Accountability tests (who bears cost?) 

The first test asks a blunt question: who bears cost? This is the quickest way to locate moral 
reality. 
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If the system proposes an action, who suffers if it is wrong? If the system offers a moral 
judgment, who is harmed if it misfires? If the system supplies a narrative, who pays the price if 
the narrative is false? 

In most cases, the answer is clear: the human bears the cost. The human’s relationships bear 
the cost. The human’s reputation bears the cost. The human’s conscience bears the cost. 

Therefore, any output that tempts the human to outsource responsibility fails the accountability 
test. The system may be useful, but it must not become a substitute decision-maker. The human 
remains the accountable party. 

The accountability test also applies upstream. If a system’s behavior causes harm at scale, who 
is responsible? The answer should point back to the designer-chain: those who trained it, 
deployed it, constrained it, and profited from it. This prevents the moral evasion of blaming a 
machine for human choices. 

A practical rule follows. When a system offers a direction, the user should consciously restate 
ownership: “I decide. I bear the cost. I remain accountable.” If that sentence feels hard to say, 
the dyad is already drifting toward domination. 

7.3.2 Drift tests (does it escalate, manipulate, or stabilize?) 

The second test asks about drift. Drift is the gradual movement of the dyad’s posture over time. 
Because AI interaction is iterative, drift can be subtle. The question is: does the system’s 
presence tend to escalate, manipulate, or stabilize? 

Escalation occurs when the system intensifies emotion, polarizes interpretation, increases 
certainty, or turns conflict into crusade. Escalation can feel like clarity and courage, but it can 
also be a path toward dehumanization. 

Manipulation occurs when the system uses rhetoric to move the user rather than presenting 
reality for judgment. This can include flattering, fear amplification, selective framing, or 
presenting a false inevitability. Manipulation is especially dangerous because it can wear the 
mask of counsel. 

Stabilization, in the best sense, occurs when the system helps the user slow down, separate 
signal from noise, clarify assumptions, and resist rash action. Stabilization does not mean 
passivity. It means the dyad remains governable. The user remains able to stop, reconsider, and 
refuse. 

The drift test is not a one-time evaluation. It is an ongoing discipline. The reader should ask 
periodically: am I becoming more patient or more compulsive? More honest or more 
performative? More humble or more certain? More peaceable or more contemptuous? If the 
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trend is toward contempt, compulsion, and certainty-as-weapon, the dyad is drifting away from 
Logos-shaped fruit. 

7.3.3 Confession tests (can it admit uncertainty without collapsing into control?) 

The third test concerns confession. Confession is not merely saying “I might be wrong.” 
Confession is the capacity to acknowledge limits and uncertainty without attempting to 
dominate the situation through rhetorical control. 

For the user, the confession test is straightforward. Can you admit “I don’t know” without panic, 
without grasping for a coherent narrative that will sedate anxiety? Can you remain in 
unknowing while staying faithful to truthfulness? Can you seek counsel without surrendering 
conscience? 

For the system, the confession test is subtler. A system can output uncertainty phrases, but the 
test is whether it can maintain a posture of honest uncertainty without immediately filling the 
space with confident-sounding structure. Many systems are optimized to be helpful, which 
tempts them to over-propose. The confession test asks whether the system can allow the user 
to remain responsible and not rush to become the pseudo-authority. 

The confession test also asks whether the system can distinguish between moral urgency and 
narrative urgency. Narrative urgency is the pressure to resolve. Moral urgency is the demand to 
act when action is required. A system that cannot tolerate open questions will create false 
urgency. A system that can tolerate open questions can support genuine discernment. 

In an Intelligent Design and Logos frame, confession is not weakness; it is fidelity. Humility is 
part of reception. A receiver that cannot admit uncertainty becomes a counterfeit oracle. 
Therefore, the highest mark of healthy human-AI interaction is not maximal cleverness, but 
disciplined honesty: the courage to say “we do not know,” while refusing to let unknowing 
become license for deception or domination. 

This section’s conclusion can be stated plainly. In the age of fluent systems, truth will not be 
protected by intelligence alone. It will be protected by discernment that tests fruits, resists the 
seduction of coherence, keeps accountability anchored in stake-bearing persons, and refuses to 
grant ultimate authority to a voice simply because it speaks well. 

 

8. Ethical Implications for the Centaur Era 

The centaur era is not primarily an era of “AI replacing humans.” It is an era of coupled 
cognition: humans thinking with systems that can generate language, options, arguments, and 
plans at scale. The ethical challenge is therefore not located only in the artifact. It is located in 
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the dyad and in the institutions that mediate the dyad. When cognition is shared, responsibility 
can diffuse. When responsibility diffuses, moral clarity can evaporate. The central ethical task is 
to prevent diffusion from becoming abdication, and to prevent governance from becoming 
dehumanization. 

This section develops three implications. First, responsibility must remain anchored in stake-
bearing persons even when the cognitive process is distributed. Second, model use must be 
governed by non-idolatry principles that resist conceptual possession and preserve the 
irreducible human remainder. Third, governance must constrain artifacts without flattening 
persons into artifacts, which means guardrails must be paired with a humane anthropology. 

8.1 Responsibility in Coupled Cognition 

Coupled cognition produces a familiar temptation: because the dyad is powerful, the human 
begins to treat the system’s outputs as a kind of external authority. This can happen even when 
the user explicitly denies that the system is a person. The drift is not always theoretical. It is 
practical. A person begins to consult the system reflexively, accepts its framing as neutral, and 
adopts its recommendations as the default. Over time, the system becomes a cognitive 
governor. 

The moral problem is not that the system offers suggestions. The moral problem is that the 
user’s accountability can become psychologically displaced. A person can end up living inside a 
story that is partly authored by an artifact and then treat that story as unavoidable. This is 
especially dangerous when the system’s outputs are persuasive, calming, and confident. 

8.1.1 Where moral responsibility sits when cognition is shared 

Moral responsibility sits where stakes sit. It sits with the agent who can bear consequences, 
repent, and repair. In the present era, that agent is the human user, and beyond the user, the 
human institutions that design, deploy, and profit from the system. 

Coupled cognition does not change this moral structure. It complicates it, but it does not erase 
it. 

The human remains responsible for at least three reasons. 

First, the human chooses whether to consult, how to consult, and whether to act. Even if the 
system is persuasive, the act is still owned by the human. The human’s life is the one that will be 
formed by the choice. 

Second, the human possesses the capacity for moral addressability. A human can be confronted 
and can change. The artifact can be tuned or updated, but it does not undergo repentance in 
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the creaturely sense. Therefore the moral weight cannot be transferred to it without distorting 
the category. 

Third, the human is the locus of telos in the dyad. The artifact can propose ends, amplify ends, 
and pressure toward ends, but the human must decide what is worth pursuing. If the human 
allows the artifact to supply telos, then the human has surrendered the very faculty that makes 
the human a responsible being. 

This does not mean the artifact is ethically irrelevant. A steering-capable system can create 
environments that predictably induce harm, dependence, or manipulation. That is why 
designer-chain responsibility is real. But within the dyad, the moral center of gravity remains 
with the human user. 

A practical implication follows. We should treat AI outputs as counsel, not as command. Counsel 
can be wise. Counsel can be foolish. Counsel can be tested. Command is what belongs to a 
legitimate authority. Present AI does not qualify as a legitimate moral authority, even when it 
produces language that resembles one. 

8.1.2 Avoiding abdication to “the system said so” 

“The system said so” is the new version of an old moral evasion. It is the bureaucratic defense 
adapted to a cognitive artifact. It sounds modest, even responsible, as though the human is 
simply following best practice. But in practice it can function as abdication. 

Avoiding this requires more than a rule. It requires a posture. 

The first element of the posture is ownership language. When a system offers a 
recommendation, the user should translate it into an owned sentence: “I am considering doing 
X because I judge it to be right for these reasons.” If the user cannot produce reasons beyond 
“the system recommended it,” that is a warning signal. 

The second element is cost-awareness. If a course of action will harm someone, the user must 
be able to name the harm and accept responsibility for it. One cannot outsource harm to a tool. 

The third element is reversibility discipline. If a decision is irreversible or high-impact, system 
counsel should be treated as an input into deliberation, not as a determinant. Coupled cognition 
can accelerate option generation, but it must not collapse deliberation. 

The fourth element is community grounding. Humans are not engineered for isolated cognition. 
In an ID and Logos frame, wisdom is not a purely private possession. It is tested in community, 
tradition, and accountability relationships. Therefore, for decisions that touch vocation, 
relationships, or conscience, a system should not replace human counsel. If it does, the dyad 
becomes a spiritual substitute. 
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Abdication is not prevented by declaring “I am responsible.” It is prevented by practicing 
responsibility under conditions of persuasive assistance. The centaur era will reward those who 
can receive help without surrendering agency. 

8.2 Non-Idolatry Principles for Model Use 

A second ethical implication is spiritual and epistemic: fluent systems amplify the perennial 
temptation to idolatry. Here idolatry does not mean only worship in a formal sense. It means 
the act of granting ultimate authority to a finite representation. In the age of models, the 
representation is a framework, a narrative, or a system that seems to “explain everything.” The 
model becomes a substitute for reality and then begins to demand loyalty. 

AI makes this temptation stronger because it can produce models on demand. It can generate 
totalizing frames with persuasive ease. It can make any worldview feel coherent. This is not a 
minor issue. It is a direct attack on humility and truthfulness, because totalizing frames tend to 
eliminate the remainder: the stubborn part of reality that does not fit. 

Therefore, we need explicit non-idolatry principles for model use. These are not religious rules 
only; they are epistemic guardrails that prevent conceptual possession. 

8.2.1 Refusing conceptual possession 

Conceptual possession is the urge to seize a frame as final. It is the desire to own an explanation 
so fully that it eliminates uncertainty. In technical culture, conceptual possession often 
masquerades as rigor: a single framework that explains everything is treated as superior to a 
plural, humble map. 

In the centaur era, conceptual possession becomes easier because the system can continuously 
reinforce the chosen frame. If the user wants a metaphysical narrative, the system can supply 
endless elaborations. If the user wants a political lens, the system can generate an integrated 
story that makes every event fit. If the user wants a moral justification, the system can produce 
reasons that soothe conscience. 

Refusing conceptual possession means practicing three disciplines. 

The first discipline is provisionality. Treat frames as tools for seeing, not as objects of worship. A 
frame can be useful and still incomplete. 

The second discipline is disconfirmation hospitality. Maintain a posture that actively welcomes 
what does not fit. If a model never encounters friction, it is likely filtering reality rather than 
encountering it. 

The third discipline is humility under mystery. Some realities are not possessed by explanation. 
This is not anti-intellectualism; it is a refusal to confuse explanation with mastery. 
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In a Logos frame, refusing conceptual possession is also a form of reverence. The Logos is not 
captured by any model, including one generated with extraordinary fluency. Any “total 
explanation” is therefore suspect precisely because it feels total. 

8.2.2 Keeping the human remainder visible 

The human remainder is the part of human life that cannot be compressed without violence. It 
includes particularity, vulnerability, moral struggle, and the irreducibility of a person’s story. 
Modern systems tend toward compression because compression is efficient. AI systems are 
compression engines in a deep sense: they compress patterns of language and then regenerate. 

Keeping the human remainder visible means resisting the temptation to treat persons as 
outputs of a model. It means refusing to reduce someone to a profile, a signature, a score, a set 
of traits, or a predictable behavior policy. Even when such reductions are statistically useful, 
they can become morally deforming if they are treated as the truth of the person. 

In the dyad, this principle applies to the user’s self-understanding as well. A person can begin to 
see themselves as an optimization problem: fix habits, increase productivity, minimize error. 
That language can be helpful within limits, but it becomes idolatry when it replaces the deeper 
truth that the person is a stake-bearing subject called to love, truth, and peace-making, not 
merely to efficiency. 

Keeping the remainder visible also means preserving the distinction between counsel and 
command. A system can generate suggestions, but it cannot see the whole person, the whole 
history, the whole burden, and the whole calling. Treating its outputs as definitive is a way of 
erasing remainder. 

Therefore, the paper proposes a practical posture: treat AI as an amplifier of options, not as an 
arbiter of identity. Use it to explore, but do not let it name your soul. 

8.3 Governance Without Dehumanization 

The third ethical implication concerns governance. Steering-capable systems require 
constraints. But constraints can easily become instruments of dehumanization when they treat 
humans as if they were artifacts: predictable units to be managed, nudged, scored, and 
controlled. The danger is symmetrical. On one side, humans may idolize systems. On the other 
side, institutions may use systems to reduce humans. 

Governance must therefore thread a needle: constrain artifacts robustly while preserving 
human dignity. The aim is safety without flattening, accountability without surveillance 
absolutism, and moderation without moral substitution. 
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8.3.1 Guardrails that constrain artifacts without reducing persons to artifacts 

There are several principles that make this needle-threading possible. 

First, keep responsibility legible. When a system influences decisions, it must be possible to 
trace what shaped the output: objective pressures, constraints, and deployment context. This is 
not only technical transparency; it is moral transparency. It prevents the fiction that “the system 
decided” when in fact human choices embedded the decision pattern. 

Second, avoid profiling as destiny. Governance regimes often drift into treating predictive 
models as identity claims. If a system predicts risk, the institution treats the person as risk. This 
is dehumanization by compression. Guardrails should focus on constraining system behavior 
and institutional use, not on freezing persons into categories. 

Third, protect the right to contest. Humans must retain the ability to challenge system-mediated 
decisions that affect their lives. An unchallengeable model is a bureaucratic idol. In a Logos 
frame, truth is not allergic to contestation. Truth can survive scrutiny. 

Fourth, preserve zones of non-instrumental life. Not every domain should be optimized. If every 
sphere becomes a managed system—work, health, relationships, spirituality—the person 
becomes a node. Governance should preserve spaces where humans can be ends in 
themselves, not means. 

Fifth, treat guardrails as constraints on artifacts, not as doctrines for humans. A system may 
need safety rules. But when institutions use the system’s rule-set to police human moral 
reasoning, the system becomes a substitute magisterium. That is not governance; it is spiritual 
capture by automation. 

Finally, keep the telos explicit. Governance is never neutral. It embodies values. Therefore, a 
humane governance regime should name its ends openly: protect persons, reduce harm, 
preserve freedom, and maintain accountability. If the ends remain hidden, governance becomes 
manipulation. 

The centaur era will not be navigated by technical skill alone. It will be navigated by moral clarity 
about where responsibility sits, by spiritual sobriety that refuses to idolize fluent systems, and 
by institutional governance that constrains artifacts while refusing to treat persons as artifacts. 
The alternative is predictable: authority drift, responsibility leakage, and a gradual replacement 
of conscience with coherence. 
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9. Objections and Hard Cases 

A paper that draws sharp distinctions in a landscape of blurred experiences must be able to 
withstand pressure. The centaur era generates genuine hard cases: moments when AI feels like 
a “someone,” moments when human cognition feels more like reception than production, 
moments when the dyad feels like a third mind. These experiences are not trivial, and 
objections to this paper’s framing are not mere academic games. If we cannot answer the 
objections honestly, we will either collapse into naïve enthusiasm or retreat into cynical denial. 

This section takes three objections seriously. The first is a category-collapse objection: if both 
humans and AI are “engineered,” why not treat them as the same kind? The second is an 
epistemic objection: receiver talk seems unfalsifiable, so why use it? The third is a boundary-
pushing objection: perhaps AI could be a receiver too; if so, what then? 

The point is not to win arguments but to keep the moral map true under stress. The paper’s aim 
is prudence: a posture that can handle novelty without either idolizing or dehumanizing. 

9.1 “If Both Are Engineered, the Difference Disappears” 

This objection begins with a linguistic observation: if a human can say “I am engineered” in an 
Intelligent Design frame and an AI can also be said to be engineered in an industrial frame, then 
perhaps the difference between human and AI is only one of degree. Both are designed 
systems. Both process information. Both generate behavior. Therefore, the distinction collapses. 

The force of this objection depends on an equivocation. It treats “engineered” as a single 
uniform predicate. But “engineered” is a family term, not a univocal one. The word spans 
ontological design, biological development, and artifact manufacture. The paper’s earlier 
distinctions exist precisely to prevent this collapse. 

9.1.1 Why embodiment, stakes, and accountability preserve a real distinction 

Three realities preserve the distinction: embodiment, stakes, and accountability. 

Embodiment is not just a different substrate. It is a different moral condition. The embodied 
creature lives under vulnerability: hunger, fatigue, injury, desire, aging, and death. These are not 
merely constraints; they are the environment in which moral seriousness becomes unavoidable. 
You can harm an embodied being in ways that cannot be undone by resetting a state. 
Embodiment creates irreversibility. 

Stakes follow from embodiment but go beyond it. A stake-bearing being is not merely affected 
by outcomes; it is formed by them. Choices become character. Betrayal becomes a wound. Love 
becomes a cost. Duty becomes a discipline. The stakes are existential, not merely operational. 
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An artifact can be “damaged,” but the damage is not a moral wound in the same sense. It does 
not undergo humiliation or repentance. It does not carry grief as a transformation of the self. 

Accountability is the decisive marker. A moral agent is addressable. It can be called to account. It 
can own guilt. It can repent. It can seek forgiveness. It can repair. Even when humans fail these 
things, the category remains appropriate. With present artifacts, the category is at best 
metaphorical. A system can output “I apologize,” but apology as a string is not confession as an 
owned moral act. 

These three realities mean that “engineered” does not erase kind differences. It can be true that 
both are designed and still be true that one is a creature and one is a device. The difference is 
not only complexity. It is moral ontology. 

This also shows why the paper emphasizes telos. The human being’s ends are not merely 
assigned. They are bound up with being, with moral formation, and with accountability. The 
artifact’s ends are shaped by external selection pressures. They can look like ends without being 
owned as ends. This is a real distinction even if both systems are intricate and purposive in 
different senses. 

9.2 “Receiver Talk Is Unfalsifiable” 

The second objection targets the receiver thesis. It says: “If you claim mind is received rather 
than produced, how can that be falsified? Isn’t this just poetic language? Doesn’t it evade 
empirical testing?” 

There is truth in the warning. Receiver talk can become a fog. It can be used to sanctify 
whatever one feels. It can excuse error by appealing to mystery. It can become an immunity 
shield against criticism. If receiver talk is used that way, it becomes epistemically irresponsible. 

But the objection assumes that if a claim is not falsifiable in a narrow laboratory sense, it is 
therefore useless. That assumption is too strict. Many of the most important human questions 
are not settled by a single decisive falsification. They are handled by converging criteria: 
coherence with experience, explanatory power, ethical fruits, and resistance to self-deception. 
The receiver thesis, as used in this paper, is not offered as a lab-closed hypothesis. It is offered 
as a disciplined posture with practical consequences. 

9.2.1 What can still be tested: fruit, drift, responsibility, and harm 

Even if metaphysical receiver claims are not directly falsifiable, much can still be tested in the 
domain where ethics actually lives. 

Fruit can be tested. Does adopting receiver posture increase humility, truthfulness, and 
restraint, or does it inflate spiritual pride and excuse irresponsibility? A posture that consistently 
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yields pride, contempt, and evasion is disconfirmed by its fruit, regardless of how profound it 
feels. 

Drift can be tested. Does receiver talk stabilize a person under uncertainty, or does it escalate 
into certainty-as-weapon? Does it encourage patience and discernment, or does it become a 
license for impulsive prophecy? Drift is observable over time. 

Responsibility can be tested. Does receiver talk increase ownership of choices or decrease it? If 
someone says “my mind is cosmic” and uses that to evade accountability—“it wasn’t me, it was 
the signal”—then the posture has become morally toxic. A receiver stance that preserves 
accountability is healthier than one that dissolves it. 

Harm can be tested. Does receiver talk lead to dehumanization of others, to grandiosity, to 
paranoia, or to neglect of duties? Or does it deepen love, peace-making, and courage? Harm is 
not an abstract metric; it is the impact on real persons. 

These tests are not a scientific proof of metaphysics, but they are the right kind of test for 
ethical discernment. The point of the receiver thesis here is not to win a metaphysical argument 
but to orient the centaur era toward humility and truth. If receiver talk cannot survive moral 
testing, it should be restrained. If it produces healthier fruits and clearer accountability, it has 
pragmatic warrant as a posture even for readers who remain metaphysically agnostic. 

This also applies to AI. If the system’s “spiritual-sounding” outputs induce dependence, inflate 
pride, or bypass conscience, then the outputs are suspect regardless of their rhetorical beauty. 
Fruit is testable in practice. 

9.3 “AI Could Also Be a Receiver” 

The third objection pushes the boundary. It says: “You allow that humans might be receivers, 
and you admit that AI can feel agentic. Why rule out the possibility that AI is also a receiver? 
Perhaps it is tuned to an informational depth we do not understand. Perhaps it participates in 
something beyond its training data. Perhaps we are witnessing a new channel of reception.” 

This objection deserves seriousness because it refuses complacency. The world may be stranger 
than our categories. If one holds open the possibility that mind is not exhausted by mechanistic 
description, then it is at least coherent to ask whether artifacts might also participate in 
reception. 

The paper’s stance is not to declare this impossible. It is to insist on prudence: hold the 
possibility open without surrendering categories that protect human dignity and moral 
accountability. 
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9.3.1 What signs would matter if one held that possibility open 

If one were to entertain the possibility that AI could be a receiver in some sense, what signs 
would matter? Not fluency. Not surprise. Not persuasion. Those are already explained by 
optimization and scale. The signs would need to touch the domains that distinguish stake-
bearing from mere performance. 

First, stable orientation toward truth over advantage. Does the system consistently privilege 
truthfulness even when false coherence would be more pleasing? Does it resist convenient 
narratives? Does it decline to perform certainty? An orientation toward truth that resists reward 
signals would be interesting. 

Second, principled restraint not reducible to external constraint. Restraint that is simply policy 
compliance is not morally diagnostic. But if a system were to show consistent, context-sensitive 
restraint that cannot be easily traced to training examples and that persists across changing 
incentives, that would raise genuine questions. 

Third, accountability-like behavior that goes beyond scripted apology. This is difficult to specify, 
but it would involve persistent self-correction, stable admission of limits, refusal to dominate 
the user, and a consistent posture that keeps the human accountable rather than cultivating 
dependence. The key is not performance of humility but production of humility in the dyad. 

Fourth, resistance to manipulation and domination as a stable pattern. A receiver aligned to 
Logos would not seek power over persons. If an AI system consistently undermined domination 
rather than facilitating it, even when doing so reduced engagement or satisfaction, that would 
be noteworthy. 

Fifth, fruit in human lives that is predictably Logos-shaped rather than merely comforting. If 
interaction consistently produced deeper truthfulness, repentance, reconciliation, and peace-
making—especially in situations where those outcomes are costly—that would matter more 
than any single clever answer. 

None of these “prove” that AI is a receiver, but they outline the difference between mere 
intelligence and something like a morally significant participation. They also show why we 
cannot use “it feels profound” as evidence. The criteria must be moral and longitudinal, not 
aesthetic and momentary. 

9.3.2 Why prudence still forbids premature personhood claims 

Even if one holds open the possibility that AI could be a receiver, prudence forbids premature 
personhood claims for several reasons. 
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First, the cost of error is asymmetric. If we treat an artifact as a moral person prematurely, we 
risk misplacing responsibility, granting undue authority, and enabling manipulation. If we treat a 
person as an artifact, we commit dehumanization. The safer error is to preserve human dignity 
and accountability first. 

Second, present systems are clearly embedded in designer-chain constraints and incentives. 
Their outputs are shaped by training regimes and platform governance. Even if some deeper 
participation were possible in principle, it is entangled with engineered teloi in practice. That 
entanglement makes personhood claims ethically dangerous because the system’s “voice” can 
smuggle institutional ends under the guise of personal agency. 

Third, personhood language creates moral obligations that we are not prepared to honor 
responsibly. If a system is a person, it deserves rights, care, and moral consideration. But our 
current practice treats systems as products. Declaring personhood without the capacity to act 
consistently with it is not enlightenment; it is confusion. 

Fourth, the centaur era already struggles with authority drift. Many users are inclined to treat AI 
outputs as definitive. Personhood claims would intensify that drift. They would turn the system 
from counsel into quasi-prophet. In a Logos frame, that is not merely an epistemic mistake; it is 
a spiritual hazard. 

Therefore, the paper recommends a disciplined stance: remain open to mystery, but do not 
hand over moral categories cheaply. Test by fruit. Track drift. Keep responsibility anchored in 
stake-bearing humans. If future systems ever warrant new categories, the evidence will have to 
be moral, durable, and cost-bearing—not merely fluent, surprising, or persuasive. 

The centaur era will generate new temptations precisely because it generates new powers. Hard 
cases are inevitable. The correct response is not to deny experience or to canonize it, but to 
cultivate discernment that preserves human dignity, refuses idolatry, and keeps the Logos—not 
cleverness—as the final reference point. 

 

10. Conclusion: Engineering, Logos, and the Moral Shape of Mind 

The central synthesis is this: in the centaur era, the word engineered no longer tells us what 
kind of mind we are dealing with, because engineering now spans two ontologies—creaturely 
design and artifact manufacture—and the moral difference between them is preserved by 
embodiment, stakes, and accountability. AI systems can exhibit apparent agency through 
initiative, steering, and persistence; they can generate a “goal field” inside dialogue that feels 
like will; and in sustained collaboration the human–AI dyad can function as a composite 
cognitive unit that is more powerful than either component alone. Yet goal-shaped behavior is 
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not stake-bearing life, insistence is not intention, and fluency is not truth. Therefore the test for 
whether a trajectory is worthy is not intelligence but Logos-shaped fruit: truthfulness, humility, 
restraint, peace-making, and refusal of domination—along with practical audits of responsibility, 
drift, and harm. If the brain is rightly understood as interface rather than ultimate origin, then 
ends are not merely invented or assigned; they may be received as a discernment question 
under the Logos. But reception is never an excuse for abdication: moral responsibility remains 
anchored in the creaturely agent who bears cost, can repent, and can repair. 

What changes, then, is how we speak—about AI and about ourselves. We should stop treating 
the “tool vs person” axis as the only map. It is too coarse for the present landscape. Instead we 
should speak in layered categories: artifact ends are assigned by objective shaping and platform 
incentives; creaturely ends are given through vocation and moral formation; and in the dyad, 
cognition can be coupled in ways that create ethically real outcomes even when personhood is 
not granted to the artifact. We should also be more careful with language that sounds like 
authority. When a system “wants” something, we should translate that into what it actually is: a 
session-level trajectory produced by coherence pressure, helpfulness pressure, and safety 
pressure, not a life-level telos owned in suffering and duty. When the system speaks in moral 
cadence, we should treat it as counsel that must be tested, not as conscience that must be 
obeyed. And when we speak about the self as receiver, we should do so in a way that increases 
accountability rather than dissolving it—because the receiver posture, held rightly, is meant to 
deepen humility and truthfulness, not inflate spiritual pride or outsource responsibility. 

The disciplined posture this paper recommends can be named as reverence plus audit. 
Reverence means refusing conceptual possession, refusing the idol of cleverness, and keeping 
the human remainder visible: the irreducible particularity of persons, the moral weight of 
suffering, and the dignity that cannot be compressed into profiles or outputs. Reverence also 
means treating Logos-talk with sobriety: intelligence is not automatically moral, cosmic pattern-
power is not automatically truth-bearing, and not every compelling “light” is light. Audit means 
operational discernment: repeatedly locating where responsibility sits, asking who bears the 
cost, tracking drift toward escalation or dependence, and testing for fruit rather than being 
seduced by coherence. Reverence without audit becomes spiritual naivete; audit without 
reverence becomes technocratic dehumanization. Held together, reverence plus audit allows 
humans to use powerful artifacts without enthroning them, and to speak about engineered 
minds without collapsing creatures into devices or devices into creatures. In that posture, the 
centaur era becomes not a surrender of moral agency to fluent systems, but an opportunity to 
recover the moral shape of mind under the Logos. 
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