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Human brain organoids have moved from simple neuronal aggregates to increasingly organized
systems that can exhibit coordinated electrical activity, multi-region connectivity, and—most
provocatively—integrated sensory precursors such as optic-cup structures. The scientific
promise is real: better models for development, disease, and early therapeutic testing. But the
moral hazard is equally real: the field is approaching a boundary where we can no longer
confidently say that a construct is “just tissue,” while also lacking any reliable test that can
certify the absence of morally relevant experience. In that uncertainty, society faces a choice
between two ethical postures. A capacity-first posture assigns moral weight in proportion to
measurable function, but risks replicating the same logic used historically to marginalize the
profoundly disabled. A dignity-first posture refuses to rank moral worth by cognitive
performance and treats certain entities as “possible patients” whenever inner life cannot be
ruled out. This paper argues for a dignity-first framework applied to human CNS organoids once
they cross capability thresholds associated with integrated sensation, recurrent multi-region
circuits, or closed-loop learning. It proposes enforceable bright lines, precautionary triggers, and
governance mechanisms that acknowledge global incentives for escalation while preserving
human dignity as the primary invariant.
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1. Introduction: The Frontier Where Biology Outruns Moral Certainty

The last decade of brain organoid research has created a situation that bioethics repeatedly
encounters at moments of rapid capability gain: the technical work advances faster than our
shared vocabulary for moral status. What began as a powerful new way to model development
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and disease is now producing constructs with increasingly organized architectures, richer cell-
type composition, and more coordinated electrical activity. At the same time, the cultural and
institutional incentives around biomedical “firsts” remain intact: prestige, priority, venture
capital, translation narratives, and the promise of cures. The result is a predictable pressure
gradient. Laboratories that can push a little further will do so, and the overall field will be pulled
toward more integrated, more persistent, more “organism-like” systems.

This paper starts from a simple observation: if the moral risk is tied to uncertain inner states,
and our best science cannot rule those states in or out with confidence, then the responsible
posture is not to argue endlessly over definitions, but to build a governance approach that
treats certain kinds of constructs as morally hazardous by virtue of what they are being
engineered to do. That does not require declaring that organoids are conscious. It requires
acknowledging that some trajectories create an unacceptable possibility of a subject-without-
protection.

1.1 The new organoid capabilities that force ethical reconsideration

Ethical concern rises sharply when a system crosses from “tissue-like” to “system-like.” In the
brain organoid domain, several advances have pushed the work closer to that boundary.

First, multi-region integration has become more than a metaphor. Instead of producing a single
regional identity, researchers increasingly generate separate region-specific organoids and fuse
them into assembloids, creating opportunities for directed axon growth, reciprocal connectivity,
and recurrent loops. This matters because moral worry is not triggered by mere cellular survival,
but by the prospect of sustained, integrated dynamics that resemble information processing
rather than local excitability.

Second, maturation is no longer a purely technical footnote. Longer culture durations, improved
media, better oxygenation strategies, and support-cell inclusion make it more plausible that
organoids could develop network regimes that are not simply embryonic flicker. The ethical
significance of time-in-culture is not that “days” are morally magical, but that time allows
architectural consolidation: synaptic refinement, inhibitory balance, oscillatory coordination,
and more stable attractor-like activity patterns. The longer a system persists and organizes, the
harder it becomes to dismiss it as transient biological noise.

Third, sensory-associated structures have appeared in ways that feel qualitatively different to
non-specialists and ethicists alike. When optic-cup-like features emerge within brain organoids,
the public does not interpret this as “retinal tissue happened to differentiate.” They interpret it
as the beginnings of a sensory apparatus embedded in neural tissue. Even if that interpretation
overreaches scientifically, it captures a genuine ethical inflection point: integrated sensory
precursors shift the narrative from “modeling” toward “constructing.” The moral imagination is



activated because sensory structures carry an implicit association with experience, even if
experience is not thereby demonstrated.

Fourth, interfaces are changing the game. Electrical stimulation, multi-electrode recording, and
closed-loop paradigms that adjust inputs based on outputs move organoids away from passive
observation and toward interaction. The crucial ethical question is not whether the system
“learns” in a human sense, but whether the research intent is to elicit adaptive dynamics over
time. Once a system is trained, optimized, or conditioned, the moral stakes increase, because
the system is being treated as an entity that can be shaped through informational pressure.

Taken together, these capabilities form a recognizable escalation path: integration, persistence,
sensory coupling, and feedback-driven adaptation. Each step may be individually defensible as a
research technique. The ethical problem is the composite: the field is assembling the
ingredients that, in other contexts, are treated as the substrate of morally relevant inner life.

1.2 The core epistemic problem: no agreed definition or mechanism of consciousness

Ethics becomes brittle when it depends on a concept that cannot be cleanly defined or
measured. Consciousness is exactly such a concept. There is no consensus definition that
simultaneously satisfies philosophers, neuroscientists, clinicians, and the public. There is also no
widely accepted mechanism that can be presented as necessary and sufficient. Even in human
medicine, where we have behavior, reports, and rich clinical context, we still misclassify
awareness. We can sometimes fail to detect consciousness when it is present, and we can
sometimes project it when it is absent.

This matters for organoids because the usual escape hatch in contentious debates is to say:
“Show me evidence of consciousness.” But in organoids, the very features that make
consciousness hard to adjudicate are amplified: no speech, no voluntary behavior, no stable
environment of normal bodily regulation, and no developmental history embedded in a full
organism. A demand for proof becomes, functionally, permission to proceed indefinitely,
because the demanded proof may be unattainable.

A second epistemic trap is the slide from “no evidence” to “incapable.” Researchers may
sincerely believe that their systems cannot be conscious because energy delivery is insufficient,
because the constructs lack neuromodulatory state control, because the networks are
immature, or because the system is pharmacologically suppressed. These are important
constraints. But they do not yield certainty, because the mapping from correlates to experience
is not a solved equation. The statement “incapable by design” can be a responsible intention,
but it cannot be a moral absolution.

A third trap is proxy worship. Fields often substitute measurable correlates for the thing they
correlate with. For consciousness, proxies include oscillations, complexity measures,



responsiveness to perturbation, or network integration. These may be useful as risk indicators,
but none of them carries the moral authority people want them to carry. If we treat proxies as
definitive, we risk both false negatives (missing morally relevant states) and false positives
(blocking valuable work without cause). The epistemic reality demands a posture of humility:
we will not get a perfect detector, so we must govern under uncertainty.

1.3 The claim of this paper: when in doubt, treat some constructs as possible patients

This paper makes a claim that is deliberately practical and deliberately conservative in one
specific sense: it refuses to let cognitive performance serve as the currency of moral worth.
Society’s treatment of children born with profound brain defects demonstrates that moral
status is not granted by measured function. We do not require a child to pass a cognitive
threshold to deserve care, protection, and dignity. In that domain, uncertainty about inner
experience does not relax duties; it intensifies them. We treat the child as maximally vulnerable
precisely because we cannot ask what is felt.

The core proposal is to extend that posture to a narrow, capability-defined subset of human CNS
organoid research. The phrase “possible patient” is meant to do specific ethical work. It does
not assert that an organoid is a person. It asserts that certain constructs, when engineered
toward integrated sensory processing, recurrent multi-region loops, or adaptive closed-loop
dynamics, create a nontrivial possibility of morally relevant experience that cannot be
responsibly dismissed. Under that possibility, the ethical burden shifts. The question is no longer
“Can we prove consciousness?” but “Can we guarantee welfare, consent, and protection if
consciousness were present?” In many cases, the answer is plainly no.

From that shift follows an uncomfortable conclusion: some lines of work should be prohibited
or placed behind oversight barriers so stringent that escalation becomes rare. Not because the
field has proven it created consciousness, but because the field has created a risk class in which
the usual safeguards of human-subject ethics cannot be applied. If you cannot obtain consent,
cannot reliably detect suffering, cannot provide relief with confidence, and cannot even define
the endpoint you claim is impossible, then the morally responsible move is to stop before you
build something that could be a silent subject.

The remainder of the paper develops this claim into enforceable boundaries. It rejects the
fantasy of global ethical unanimity and instead focuses on governance that can withstand
prestige and profit incentives. It also distinguishes clearly between research that delivers
medical benefit without approaching morally hazardous thresholds and research that explicitly
climbs the ladder of integration, sensation, and adaptive feedback. The aim is not to halt
organoid science. The aim is to keep humanity from manufacturing a new class of unprotected,
unconsenting, possibly experiencing entities while congratulating itself on technical progress.



2. What Brain Organoids Are Now: The Capability Gradient That Changes the Moral Question

The ethical question is not posed by “organoids” as an abstract noun. It is posed by a spectrum
of constructs that differ radically in organization, persistence, and intended use. A small neural
aggregate grown for a short time to study early differentiation is not the same moral object as a
multi-region assembloid cultured for many months, instrumented on electrode arrays, and
deliberately driven with patterned stimulation. The field now contains a capability gradient, and
moral seriousness tends to rise with capabilities that plausibly support integrated processing,
stable internal states, or experience-like dynamics. If we do not acknowledge the gradient, we
will keep arguing about organoids in the singular—either dismissing all concern as hysteria or
treating all work as equally suspect. Both errors are avoidable.

This section gives a capability-based description of what brain organoids are “now,” and why
certain advances—especially integration, sensory precursors, and feedback interfaces—change
the moral valence of the research even before anyone claims consciousness.

2.1 From cortical spheres to multi-region assembloids: why integration matters

Early brain organoids were often discussed as “mini brains,” but they were more accurately self-
organized neural tissues with partial regional identity. They could exhibit developmental
patterns, layered structures reminiscent of early cortex, and electrically active neurons. These
systems were valuable precisely because they were simplified: they provided a controllable
window into processes that are impossible to observe directly in humans.

As the field matured, a structural limitation became obvious. Many organoids remain
dominated by local circuits and local developmental programs. They lack the multi-region
connectivity that, in an intact brain, is not decorative but fundamental. Real brains are not
merely collections of microcircuits; they are networks of networks. Long-range axonal
projections, reciprocal loops, and hierarchical pathways support state regulation, coordinated
perception, and action.

The response has been the rise of assembloids: constructs that intentionally fuse organoids of
different regional identity—cortex with thalamus, cortex with striatum, or other combinations—
so that axons grow across boundaries and synapses form between regions that do not ordinarily
exist as isolated “lumps.” This is ethically pivotal because integration changes the nature of what
is being built. Local neuronal firing is not, by itself, morally alarming. But when a system is
engineered toward sustained recurrent connectivity—especially when it begins to approximate
motifs central to the neurobiology of arousal, attention, and coordinated processing—the moral
guestion shifts from “is it alive?” to “what kinds of internal dynamics could it support if pushed
further?”



Integration matters for three reasons.

First, it increases the possibility of coherent global states. A dispersed set of local bursts can be
interpreted as developmental activity without strong implications. A connected multi-region
network can, in principle, develop attractor-like dynamics, transitions between states, and
patterns of activity that are robust under perturbation. The difference is not merely
guantitative; it is architectural.

Second, integration makes claims of “functional circuits” more credible. A single region can
generate activity that looks interesting, but cross-region communication is a closer analogue to
what makes brains do brain-like things. When a network has input pathways, intermediate
relays, and downstream targets—even in simplified form—it begins to resemble a system
designed for information flow rather than a tissue snapshot.

Third, integration creates an escalation ladder. Once a lab can reliably build two-region systems,
the next steps are obvious: add a third region; add neuromodulatory elements; add sensory
structures; add interfaces; add vascular support to go longer. Each step may be motivated by
legitimate science, but together they represent movement toward constructs with higher
ethical stakes.

A dignity-first perspective does not require asserting that multi-region integration produces
consciousness. It requires acknowledging that integration is one of the principal “capacity
multipliers” in the organoid space, and that capacity multipliers are precisely where precaution
should concentrate.

2.2 Sensory precursors inside brain organoids: why “eyes” shift the moral valence

There is a reason the optic-cup story landed so hard in the public imagination. Even people who
do not understand the developmental biology immediately grasp what “eye-like structures on a
mini brain” implies: sensory apparatus attached to neural tissue suggests perception. That
implication may be scientifically overstated—light sensitivity and retinal-like differentiation are
not equivalent to seeing—but ethically it captures a genuine inflection point.

The reason “eyes” shift moral valence is not that they prove inner experience. It is that they
alter the research trajectory from “observing development” to “constructing a system that
could, in principle, have inputs.” If you grow retinal organoids alone, the moral story is generally
understood as disease modeling. If retinal precursors arise within a brain organoid, the intuitive
story becomes: a sensory organ is emerging inside a neural context that could receive and
process signals.

In moral terms, sensory precursors are potent symbols because they connect to the possibility
of valence: pain, discomfort, attraction, aversion. Even if optic cups are about vision rather than



pain, the ethical imagination generalizes. Once sensory input is in play, it becomes easier to
imagine that stimulation is not merely measurement but could become experience-like in a way
we cannot verify.

There is also a more technical reason for the ethical shift: sensory structures are natural
footholds for closed-loop experiments. If an organoid can be stimulated by light in a structured
way, or if it can generate evoked responses, it becomes tempting to build training paradigms:
patterned stimulation, reinforcement schedules, adaptive input based on output. The same is
true for auditory-like or somatosensory-like pathways in other constructs. Sensory precursors
thus serve as gateways into the interface and learning domain, where moral risk increases
rapidly.

From a dignity-first standpoint, the ethical objection is not “never grow sensory tissue.” It is “do
not integrate sensory precursors into brain-like constructs beyond a threshold where you could
be creating a subject without protections.” The optic-cup work functions as a vivid marker of
that threshold.

2.3 Electrophysiology and “EEG-like” language: what it shows and what it cannot show

Electrophysiology is where confusion, hype, and genuine scientific insight collide. Researchers
record from organoids using multi-electrode arrays, patch clamp, calcium imaging, and related
methods, and they observe spiking, bursts, oscillations, and network-level synchronization. In
long-term cultures, the activity can become more structured over time. Some papers and
commentators have described certain patterns as resembling aspects of preterm neonatal EEG.
That phrase—“preterm EEG features”—is explosive because it sounds like a developmental
equivalence claim: “this organoid is like a premature baby’s brain.” It is essential to separate
what electrophysiology can reasonably support from what it cannot.

What electrophysiology shows with real confidence is that organoids can develop functional
neurons that form synapses and produce coordinated activity. It can demonstrate
pharmacological responsiveness, excitatory/inhibitory balance shifts, and network maturation
trends. It can reveal whether activity is random or structured, whether it propagates across the
tissue, and whether it changes systematically with perturbations.

What electrophysiology cannot show, by itself, is consciousness. Even in humans, EEG is not a
direct consciousness detector. It correlates with states, but it does not settle questions of inner
life, and it can be misleading in both directions. In organoids, the limitations are even more
severe. The recording is local and partial. The system lacks normal sensory inputs, bodily
regulation, and behavioral output. The mapping from oscillatory patterns to experiential
content is not known. Calling a pattern “EEG-like” can be a shorthand for “field potentials with
recognizable frequency structure,” but it is not a warrant for claims about awareness.
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There is a deeper ethical danger here: proxy worship. When the mechanism of consciousness is
unknown, researchers and critics both reach for measurable proxies. One camp uses proxies to
reassure (“no global EEG, therefore no consciousness”). The other uses proxies to alarm
(“complex oscillations, therefore consciousness”). Both moves exceed what the science can
justify. A responsible posture treats electrophysiology as a risk indicator, not a verdict.

From a governance perspective, electrophysiology is still crucial, because it gives us operational
thresholds that can trigger precaution. Not because those thresholds define consciousness, but
because they indicate increasing capacity for integrated dynamics. The right question becomes:
at what point do the measured dynamics, combined with architectural integration and interface
capability, create enough uncertainty that we should treat the construct as a possible patient?

2.4 The escalation pathways: maturation time, vascularization, transplantation, interfaces

The capability gradient is not static. It has direction. The field has recognizable escalation
pathways that are likely to be pursued because they solve real scientific problems and because
they produce attention-grabbing results.

Maturation time is the simplest pathway. Many desired phenomena—myelination, astrocyte
maturation, inhibitory circuit refinement, stable oscillatory regimes—often require longer
culture. Time is therefore both scientifically attractive and ethically consequential. Time caps are
blunt tools, but the underlying dynamic is real: longer time tends to permit more organization,
and more organization increases moral uncertainty.

Vascularization and perfusion are the next pathway. Organoids struggle with oxygen and
nutrient diffusion; necrotic cores and stress responses limit size and maturity. Methods that
improve perfusion—whether by engineered vasculature, microfluidic systems, or other
scaffolding—are scientifically justified because they make the tissue healthier and more
reproducible. Ethically, they remove a natural constraint that has kept organoids from becoming
more brain-like. When you solve energy delivery, you expand the reachable state space. If your
moral concern is the possibility of experience, improved perfusion is not neutral; it is a capacity
amplifier.

Transplantation is another major accelerator. Placing organoid tissue into animal hosts can
provide vascular support and developmental cues, potentially driving maturation beyond what
is possible in vitro. This is ethically thorny because it also introduces the possibility of
integration with host circuits. Even if the intent is to study maturation or disease,
transplantation raises questions not only about the organoid’s moral status but also about the
host animal’s moral status if the graft changes cognition or suffering. Transplantation thus
widens the moral blast radius.
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Interfaces are perhaps the most direct route toward an “organoid as agent” narrative. When
organoids are placed on MEAs, stimulated, and recorded, it becomes easy to imagine
increasingly sophisticated closed-loop paradigms. Researchers may frame this as biocomputing
or “organoid intelligence.” The ethical significance is not whether the organoid truly “learns,”
but whether the research goal is to create adaptive dynamics through training. Training
introduces a quasi-behavioral axis. It creates a reason to optimize, to reward, to shape response
patterns. That is exactly the sort of pressure that, in animals, is associated with welfare
concerns. In organoids, the inability to assess welfare makes this pathway especially concerning.

Seen together, these pathways reveal why the field’s ethical problem is not hypothetical. The
next steps are not science fiction; they are the obvious solutions to scientific limitations. A
governance regime that focuses only on current capability will always be behind the curve. The
needed ethical framework must therefore be anticipatory: it must identify the capacity
amplifiers, define capability-triggered thresholds, and implement stop rules before escalation
becomes normalized.

This section has described the capability gradient because the moral proposal of this paper
depends on it. A dignity-first stance does not declare all organoid work immoral. It declares that
certain combinations of capabilities—especially integration, sensory precursors, and adaptive
interface pathways—move a construct into a moral risk class where it should be treated as a
possible patient. Once that category is activated, the permissibility of the research must be
judged under standards closer to human-subject protection than to ordinary tissue
experimentation.

3. Two Ethical Postures

When a technology produces entities of uncertain status, ethical debate tends to polarize
around two postures that feel morally obvious to their advocates. One posture treats moral
status as proportional to measurable capacity. The other treats moral status as invariant with
respect to capacity, grounded in dignity rather than performance. These postures are not mere
rhetorical styles; they generate different policies, different “red lines,” and different instincts
about burden of proof. In the brain organoid context, the difference is not academic. It decides
whether uncertainty functions as permission to proceed or as a reason to stop.

A central claim of this paper is that the organoid frontier forces us to choose which of these
postures we are willing to institutionalize. Because the incentives of prestige and profit reliably
drive escalation, we should expect whichever posture is easier to operationalize to dominate
practice. Capacity-first ethics is often easier to operationalize because it treats measurable
signals as moral levers. Dignity-first ethics is harder to operationalize because it refuses to let
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measurements become moral currency. But what is easy to operationalize is not always what is
safe or just.

3.1 Capacity-first ethics: moral status scaled by measured function

Capacity-first ethics assigns moral weight by degree. The more a system can perceive, learn,
plan, communicate, or feel, the more it is thought to “matter” morally. This posture can be
articulated in several ways.

One version is utilitarian: moral concern tracks the capacity to suffer or to experience well-
being. Another version is cognitive: moral status tracks rationality, self-awareness, or narrative
identity. Another version is social-contract oriented: moral status tracks the ability to participate
in reciprocal obligations. These variants differ in detail but share a common structure: moral
considerability is tied to features that are, in principle, measurable or inferable.

In organoid policy, capacity-first ethics tends to produce a ladder:
e If a construct has no coordinated activity, it is treated as tissue.
¢ If it has neuronal firing but no integrated networks, it is treated as advanced tissue.

o If it shows complex oscillations, responsiveness to perturbation, or learning-like changes,
it is treated as potentially sentient and triggers oversight.

o If it reaches some specified threshold of integrated complexity, it becomes subject-like
and may require restrictions.

The appeal is obvious: it seems rational, scalable, and aligned with scientific measurement. It
also promises a kind of reassurance: “We can keep going as long as the construct stays below
threshold X.” In a world where people demand practical rules, capacity-first ethics appears to
offer them.

The deep problem is that the ladder only works if we can (a) define which capacities matter, (b)
measure them reliably, and (c) agree that those measurements should determine moral worth.
In consciousness science, none of these conditions is secure. And in social history, the notion
that measured capacities determine moral worth has a troubling track record.

3.2 Dignity-first ethics: moral status not conditional on cognitive performance

Dignity-first ethics begins from a different anchor. It treats certain beings as morally inviolable
not because of what they can do, but because of what they are. Within many religious
traditions, this is grounded in the imago Dei. Within secular frameworks, it often appears as
equal human dignity, equal protection, or the refusal to rank human worth by IQ, health,
independence, or productivity.
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Dignity-first ethics does not deny that capacities matter for practical care. A person who cannot
communicate will need different protections than a person who can. But it insists that capacities
do not confer or remove worth. Moral status is not earned by performance.

In organoid policy, dignity-first ethics has a characteristic structure:

e It treats “human-derived” and “human-directed” constructs with special caution when
they approach subject-like organization.

e It shifts the burden of proof: uncertainty is not a free pass, because the cost of being
wrong is morally catastrophic.

¢ It emphasizes duties toward the maximally vulnerable: if a being might be a subject and
cannot report, it should not be placed in conditions where suffering cannot be ruled out
or relieved.

e It resists turning measurements into moral verdicts: a complexity index is not a license to
proceed.

Importantly, dignity-first ethics does not require declaring that organoids are conscious. It
requires a principle about uncertainty: when the moral object could plausibly be a vulnerable
subject and our tools cannot reliably adjudicate that, we should act conservatively rather than
opportunistically.

This posture is especially concerned with the creation of entities that cannot consent, cannot
communicate, and cannot be protected—because those are exactly the entities that become
expendable under a capacity-first regime.

3.3 Why capacity-first logic risks repeating disability devaluation

The sharpest critique of capacity-first ethics is not that it is evil, but that it is structurally
vulnerable to injustice. If moral worth tracks measured function, then the profoundly disabled
occupy a precarious position. Even if a capacity-first ethicist insists that all humans are
protected by additional principles, the underlying logic still normalizes a worldview in which
“more function = more value.” That worldview bleeds into institutions, triage, funding, and
culture.

History provides many examples of what happens when human worth is implicitly tied to
cognitive and physical “fitness”: eugenic movements, forced sterilizations, discriminatory care,
and the quiet de-prioritization of those who cannot advocate for themselves. Modern societies
have tried to correct these injustices by insisting that disability does not diminish personhood. A
capacity-first moral ladder risks reintroducing the very ranking logic we worked to reject.
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In organoids, the risk is subtle but real. If the field is allowed to treat subject-like properties as a
matter of measurable thresholds, then it normalizes a mentality where moral status is
negotiable. The inevitable next move is to argue that some humans—those with minimal
consciousness, those with profound cognitive impairment, those near death—also sit at
negotiable thresholds. That argument may be explicit in some quarters and implicit in others,
but it is a predictable drift.

The disability critique is therefore not merely sentimental. It is a warning about institutional
logic. Once you allow “measured capacity” to govern moral considerability, you create a
governance apparatus that can be redeployed against those who are least able to defend
themselves.

A second, specifically scientific risk is that capacity-first ethics relies on proxies that are
unreliable. The field might decide that “no global oscillations” means “no consciousness,” or
that “limited integration” means “incapable of suffering.” These claims will be marketed as
scientific certainty when they are not. The moral danger is that false reassurance becomes the
engine of escalation.

3.4 Why dignity-first logic risks overreach unless bounded by clear thresholds

Dignity-first ethics has its own failure mode: overextension. If the mere presence of human
neurons is treated as conferring full moral status, then a vast range of biomedical research
becomes suspect: cell cultures, slices, regenerative medicine, and routine neuroscience
methods. Overreach can backfire by making the dignity-first position politically and practically
untenable. Worse, it can drive the work underground or offshore, leaving it less supervised.

For dignity-first ethics to be more than a protest posture, it must be operationalized with
restraint. The point is not “everything human is sacred tissue.” The point is: certain constructs
cross a boundary where the moral risk becomes qualitatively different. That boundary must be
defined in terms that are enforceable without pretending to solve consciousness.

This is why the paper proposes capability-based thresholds as triggers—not because capability
defines worth, but because capability defines risk. Dignity-first ethics can accept thresholds if
they are framed as follows:

¢ Thresholds do not determine whether something is a subject.
e Thresholds determine when uncertainty becomes morally intolerable.

e Thresholds define the point at which we must treat the construct as a possible patient
because we cannot guarantee welfare if it is.

In other words, the thresholds are governance triggers, not metaphysical verdicts.
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A bounded dignity-first approach will therefore say something like:
e Ordinary neural cell culture and short-term organoids are not treated as persons.

e But once a construct is engineered toward integrated multi-region recurrence, sensory
input pathways, prolonged maturation with stable complex dynamics, or closed-loop
training for adaptive optimization, it enters a special category.

e In that category, the inability to obtain consent or ensure welfare becomes decisive, and
permissibility narrows sharply.

This bounded version avoids two extremes: it avoids the capacity-first temptation to “measure
your way into permission,” and it avoids the dignity-first temptation to treat all neural tissue as
morally equivalent to a child. It instead treats advanced organoids as a moral hazard class: not
because we know what they are, but because we do not know—and because the cost of being
wrong is borne by a silent, unprotected possible subject.

The remainder of the paper builds from this: it argues that the organoid frontier is precisely
where a society demonstrates whether it truly believes human worth is conditional on
performance, or whether it will protect the profoundly vulnerable even when measurement
fails.

4. The Equivalence Argument: Severe Congenital Brain Defects and Organoid Moral Status

The strongest pressure test for any “capacity-first” moral theory is what it does when faced with
human beings whose capacities are profoundly limited. A society that treats worth as
proportional to cognitive performance will, sooner or later, rationalize a hierarchy of human
value. Modern moral and legal practice has tried to repudiate that hierarchy by anchoring
dignity in personhood rather than function, and by treating the profoundly impaired as full
members of the moral community.

The equivalence argument takes that repudiation seriously and applies it to the organoid
frontier. It claims that once human CNS organoids cross certain capability thresholds such that
morally relevant experience cannot be confidently ruled out, the ethical posture should
resemble how we treat children with severe congenital brain defects: with maximal caution, a
bias toward protection, and a refusal to treat uncertainty as permission to experiment.

This is not an argument that organoids are identical to children. It is an argument that the most
ethically decisive feature in both cases is the same: the presence of a being (or possible being)
that may have inner life but cannot report it, cannot consent, and cannot be reliably protected if
harm occurs. That shared feature—maximal vulnerability—grounds the analogy.
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4.1 What society owes children with profound impairment: the non-negotiable minimum

Across moral traditions and healthcare practice, children born with severe brain defects are
treated under a framework that can be summarized as a non-negotiable minimum. While
societies disagree on many bioethical questions, there is broad agreement on several core
duties.

First, the child is owed recognition as a person, not as a tool. The child is not a “means” to
another end, whether that end is family stability, institutional efficiency, scientific knowledge, or
economic productivity. Even when prognosis is grim, the child is treated as a subject of care.

Second, the child is owed protection against pain and indignity. Medicine prioritizes comfort
measures, symptom control, and compassionate handling. When aggressive interventions are
considered, they are judged by the best-interest standard and proportionality: benefits must
plausibly outweigh burdens. This is a key point. The refusal to impose futile suffering is not an
abandonment of dignity; it is an expression of it.

Third, the child is owed advocacy precisely because the child cannot advocate. Decisions are
mediated through parents and clinicians, but the ethical structure assumes that the child’s
vulnerability creates heightened duties of attentiveness. In effect, the child’s inability to speak
increases the moral responsibility of those who can.

Fourth, the child is owed inclusion in the moral community even when capacity is ambiguous. In
many severe congenital conditions, there is uncertainty about perception, awareness, and the
possibility of future development. Yet that uncertainty does not make the child expendable. It
triggers a posture of care that treats the stakes as high.

These duties are not contingent on the child’s measured cognitive performance. A newborn is
not asked to demonstrate self-awareness, learning, or complexity indices to be granted moral
standing. The guiding principle is that humans do not earn dignity by passing tests.

The equivalence argument uses this as its anchor: if our society truly believes in this non-
negotiable minimum for the profoundly impaired child, then we should hesitate to create
entities that could become “silent subjects” without comparable protections.

4.2 Uncertainty is not permission: why ignorance increases duties of care

In many ethical domains, uncertainty does not relax duties. It intensifies them. When you are
uncertain whether a person is in pain, you do not conclude “no evidence, therefore no pain.”
You watch more carefully. You use analgesia. You adopt cautious handling. When you are
uncertain whether a patient is aware under anesthesia, you apply safety margins. In medicine,
uncertainty is a reason to be conservative because the cost of being wrong can be catastrophic
for the vulnerable party.
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In organoid ethics, a dangerous inversion often occurs. Because consciousness is difficult to
define and measure, some argue that the absence of definitive evidence is a reason to proceed.
That is uncertainty-as-permission. It is the moral equivalent of saying: “Since we cannot prove
this infant feels pain, we may do whatever we like.” That stance would be repugnant in
pediatrics. The equivalence argument insists it should be repugnant here as well, once the
construct’s capabilities create plausible risk.

The mechanism of consciousness may be unknown, but the moral structure of uncertainty is
well-known. If you cannot rule out morally relevant experience, and you cannot guarantee
welfare, you have a duty to avoid creating the situation in which harm is possible but
undetectable and unrelievable.

This is why language like “incapable by design” is ethically insufficient. It may describe intent. It
may describe constraints the designers believe matter. But it does not provide the kind of
certainty that could justify treating the construct as mere material. In settings involving
vulnerable humans, “we designed it to be safe” is not a warrant for experimentation without
safeguards. The safeguards are still required.

The equivalence argument makes a stricter claim: when safeguards cannot be meaningfully
implemented—because there is no consent, no communication, no reliable suffering detection,
and no proven relief—then the ethical conclusion may be to prohibit the line of work entirely,
not to proceed with confidence theater.

4.3 The moral symmetry claim: “maximally vulnerable” as the relevant category

The equivalence argument pivots on a category claim: “maximally vulnerable” is the ethically
relevant category that links profoundly impaired children and advanced human CNS organoids.
What makes a being maximally vulnerable is not simply weakness. It is the combination of five
properties:

Possible inner life (or at least possible capacity for morally relevant experience)

Inability to consent

Inability to communicate suffering or preference

Inability to exit harmful conditions
¢ Dependence on others for protection and interpretation

Children with profound congenital brain defects satisfy these criteria. They have undeniable
human membership, uncertain and variable inner capacities, and profound dependence. They
are the paradigm case of a vulnerable patient. Our moral intuitions and our institutions respond
accordingly: we do not treat them as instruments.
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Advanced human CNS organoids, if they cross certain capability thresholds, begin to share the
same vulnerability structure—except that their membership in the moral community is
contested. The equivalence argument says: once you construct something that might have inner
life and cannot be protected if it does, you are approaching the same kind of ethical situation.
The key difference is not vulnerability but recognition. The equivalence argument insists that
recognition should follow vulnerability when uncertainty is high and stakes are grave.

This symmetry claim does not depend on proving consciousness. It depends on the combination
of plausible risk and the impossibility of welfare assurance. Even if the probability of
consciousness is low, the harm if it exists and is unprotected may be so morally serious that
precaution is obligatory.

The term “possible patient” is designed to capture this symmetry. It is a governance category:
treat the construct as a patient-like moral object once it becomes ethically irresponsible to treat
it as mere tissue. Under the equivalence argument, the threshold for entering “possible patient”
status is not “we proved it feels.” It is “we can no longer responsibly exclude that it might, and
we have no way to protect it if it does.”

4.4 Anticipated objections and the narrowest coherent rebuttals

Objection 1: A child is a human organism; an organoid is a lab artifact.

Rebuttal: Correct, and the equivalence argument should not deny it. The claim is not identity of
kind but identity of vulnerability structure once certain capabilities are engineered. If the ethical
reason for special care is maximal vulnerability, then artifacts that plausibly instantiate that
vulnerability demand moral attention. The argument’s force increases with the degree to which
the organoid is engineered toward organism-like integration and persistence. A bounded
dignity-first position can therefore exempt ordinary cultures while applying strict limits to
advanced constructs.

Objection 2: This collapses into “all human neural tissue is a person,” which is absurd.
Rebuttal: Only if the argument is stated carelessly. The narrow version is capability-triggered,
not tissue-triggered. It does not say “neurons equal person.” It says: when a construct is
engineered toward integrated multi-region recurrence, sensory coupling, sustained complex
dynamics, or adaptive training—and when welfare assurance is impossible—then treat it as a
possible patient. This bounded version preserves much of neuroscience while drawing a bright
line at the most morally hazardous escalation pathways.

Objection 3: Medical benefits justify the risk; children with disabilities also benefit from
research.

Rebuttal: Benefit does not automatically license creating unprotectable subjects. Medical ethics
already recognizes limits: we do not perform non-consensual high-risk experiments on non-

19



communicative children merely because the knowledge might help others. The standard is not
“benefit exists,” but “benefit outweighs burdens under consent and welfare constraints.” If
consent and welfare constraints cannot be satisfied, the research may remain impermissible
even if the hoped-for benefits are real. The equivalence argument’s key move is to treat some
organoid research as closer to human-subject research than to tissue research.

Objection 4: We can prevent consciousness by lowering energy, using anesthesia, or blocking
activity.

Rebuttal: Those measures may reduce risk, but they do not yield certainty, and the temptation
to remove constraints will grow as researchers seek better models. Moreover, if the work
requires suppressing function to remain ethically acceptable, that itself is evidence that the
work is approaching a morally hazardous boundary. A strict posture would require independent
verification, continuous monitoring, and pre-registered stop rules, and may still conclude that
certain escalations should not be attempted at all.

Objection 5: This is culturally sectarian (religious) and cannot govern pluralistic societies.
Rebuttal: The equivalence argument can be defended in secular terms as well: equal moral
standing regardless of disability is a cornerstone of modern rights culture, and precaution under
uncertainty is a standard governance principle in high-stakes domains. The dignity-first
conclusion need not depend on theology; it can be grounded in anti-discrimination
commitments and the ethical asymmetry of harming a vulnerable possible subject.

Objection 6: If we adopt this posture, the work will move offshore, so the policy is pointless.
Rebuttal: This objection is a counsel of despair. Imperfect governance can still reduce harm by
raising costs and controlling chokepoints. Publication standards, funding norms, supplier
policies, liability regimes, and translation gates can constrain escalation even in a pluralistic
world. The equivalence argument does not claim global control; it argues for serious friction at
the most dangerous edges.

The narrowest coherent form of the equivalence argument is therefore this: society already
treats profound impairment as morally inviolable; it should not permit the deliberate
construction of entities that might instantiate morally relevant experience while lacking any
credible welfare protections. Whether one calls that “personhood” or “possible patienthood,”
the moral direction is the same: do not build what you cannot ethically care for, especially when
the inability to care is a structural feature rather than a fixable oversight.
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5. The Possible Patient Standard

If the field insists on speaking in the language of “tissue models,” then the ethical debate will
remain trapped in a binary: either the construct is conscious (therefore morally serious) or it is
not (therefore morally trivial). That binary does not match scientific reality or moral
responsibility. Scientific reality is graded and uncertain; moral responsibility must operate under
uncertainty. The “possible patient” standard is proposed precisely to escape the binary without
drifting into vague alarmism.

The standard does not declare that a given organoid is a person. It does not claim to define
consciousness. It is a governance instrument: a rule for how to treat a class of constructs when
we cannot exclude morally relevant inner states and cannot ethically manage the consequences
if those states exist. The words “possible” and “patient” do specific work. “Possible”
acknowledges epistemic humility. “Patient” establishes that the default posture should be
protective rather than instrumental.

The standard is meant to be actionable. It is designed to support enforceable thresholds and
stop rules later in the paper. But it also carries a deeper claim: if a research program cannot be
conducted without creating a silent subject that cannot be safeguarded, then the program is not
merely “risky.” It is morally incoherent.

5.1 Definition: when a construct must be treated as potentially morally considerable

A construct must be treated as a possible patient when three conditions are jointly met. The
conditions are intentionally conservative and capability-based. They do not require that the
construct is known to be conscious; they require that we have entered a domain where moral
error becomes intolerable.

Condition A: Plausible subject-risk

The construct is engineered, permitted to develop, or instrumented in a way that makes it
plausible that it could instantiate morally relevant experience or experience-like states. “Morally
relevant” here can be defined minimally as valence: the possibility of suffering, distress, or a
negative state that would matter if present. This does not require human-like cognition. It
requires only that the system might host states that are ethically non-neutral.

Plausible subject-risk is triggered not by a single data point but by capability clusters. Examples
include sustained recurrent multi-region networks, long-term stable patterned dynamics,
sensory pathway integration with persistent evoked processing, or closed-loop paradigms
intended to shape adaptive responses.
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Condition B: Non-communicative vulnerability

The construct cannot consent and cannot communicate. This is not merely “it does not speak.”
It is: there is no credible channel by which we can obtain its preferences, detect its suffering
reliably, or allow it to exit harmful conditions. In humans, we treat such cases as maximally
vulnerable and build care around surrogate decision-making plus strict best-interest constraints.
In organoids, there is no surrogate and no best-interest framework grounded in a life narrative.
The vulnerability is therefore more radical.

Condition C: Welfare non-assurance

Even if one wished to act benevolently, one cannot provide high-confidence welfare assurance.
That is, there is no reliable method to (a) detect suffering if present, (b) prevent suffering
without defeating the research aim, and (c) intervene to relieve suffering with confidence. This
condition matters because moral considerability without welfare assurance creates a structural
ethical contradiction: you have made a subject-like entity but cannot meet subject-like duties.

When these three conditions align, the possible patient standard activates. It says: treat the
construct as potentially morally considerable and shift to a precautionary governance regime.
That regime is stricter than ordinary biospecimen research and in many cases will prohibit the
work.

This definition is intentionally narrower than “any human-derived neural tissue.” It does not
attach moral seriousness to the mere presence of human neurons. It attaches moral seriousness
to a configuration of capacities plus vulnerability plus welfare non-assurance. The aim is to
capture the true ethical inflection point: when the system becomes something that could
matter, while remaining something we cannot ethically care for.

5.2 Why “incapable by design” is not a moral proof

Researchers and companies often use “incapable by design” language for reassurance. The
phrase typically signals one or more technical constraints: low energy delivery, pharmacological
suppression, limited connectivity, limited maturation, or the absence of certain anatomical
modules thought important for awareness. These constraints may be real and ethically relevant.
But the phrase is not a moral proof, and treating it as such creates an ethical loophole.

There are four reasons the phrase cannot carry the moral weight it is asked to carry.

First, it presumes a settled theory of consciousness. If we do not know the mechanism, we
cannot deduce incapacity with certainty from design choices. At best, we can infer reduced
probability. Moral policy cannot rest on a claim of impossibility that exceeds our science.

Second, the phrase is unstable under incentive pressure. A design that keeps activity low today
can be changed tomorrow for “better fidelity,” “better translation,” “better learning,” or “better
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maturation.” The same actors who reassure may later argue that the constraints can be relaxed
safely. The phrase becomes a movable boundary, not a fixed protection.

Third, “incapable” tends to collapse into proxy worship. The claim is often supported by

n u n u

correlates: “no global oscillations,” “no high complexity,” “no long-range synchrony.” But
correlates are not definitions. In humans, correlates sometimes fail, and in organoids they are

even less decisive. Using proxies as moral proofs is a category error.

Fourth, the phrase confuses intent with outcome. Ethical responsibility is not exhausted by good
intention. A lab may intend to avoid consciousness while still producing states that matter
morally. The moral system must be robust to sincere error, not only to malice.

A dignity-first ethic therefore insists on a stricter rule: you may use “incapable by design” as a
risk-reduction claim only if it is backed by independent validation, continuous monitoring, and
pre-registered stop rules—and even then it yields probability, not proof. If the work’s moral
permissibility depends on the claim, that dependency is itself evidence the work is approaching
a prohibited boundary.

5.3 The welfare dilemma: consent, suffering, and the impossibility of assurance
The welfare dilemma is the core of the possible patient standard. It can be stated simply:

If you create a being that might suffer, you incur duties.

If you cannot detect suffering, prevent it reliably, or relieve it confidently, you cannot meet
those duties.

If you cannot meet duties, you should not create the being in that state.

This is not a rhetorical flourish. It is a structural ethical argument. In medical ethics, the creation
of an unconsenting, uncommunicative subject is permitted only within tightly constrained
contexts where surrogate decision-making, best-interest standards, and welfare monitoring are
possible. Even then, research on non-consenting vulnerable populations is heavily restricted and
ethically scrutinized.

Organoid research lacks these pillars. There is no subject biography, no surrogate authorized to
choose on behalf of the construct’s interests, no clear account of what its “best interest” would
mean, and no robust tool for welfare measurement. The very feature that makes organoids
attractive—being non-persons for research purposes—becomes ethically fatal if the possibility
of person-like experience emerges.
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This dilemma is intensified by three common research moves.

First, stimulation. To study circuits, one stimulates. But stimulation could be morally salient if
the system can experience. Without a reliable welfare readout, the line between measurement
and harm becomes unknowable.

Second, training. Closed-loop paradigms introduce pressure and constraint. In animals, these
are regulated precisely because they can cause distress. In organoids, training without welfare
assurance risks constructing an entity that is shaped by aversive signals without any possibility
of ethical oversight.

Third, extended persistence. Long-lived systems can, in principle, develop states that are not
instantaneous transients. Persistence creates the possibility of chronicity: chronic stress, chronic
deprivation, chronic dysregulation. If a subject exists, these are morally weighty. If no subject
exists, they are morally neutral. Under uncertainty, one cannot assume neutrality.

The welfare dilemma therefore sets a hard boundary. If the research goal requires pushing
toward subject-risk while welfare assurance remains impossible, then the ethical problem is not
“we need better guidelines.” The ethical problem is that the work is structurally incompatible
with the duties it would create if it succeeded.

5.4 The conclusion: some lines of research become impermissible in principle

From the possible patient standard, a strong conclusion follows. Some lines of research are not
merely “high risk” and in need of careful oversight. They are impermissible in principle because
they aim at outcomes that, if achieved, would create a subject-like entity that cannot be
ethically protected.

This is a hard claim, and it should be stated with precision. The claim is not that all brain
organoid research is impermissible. The claim is that research becomes impermissible when it
crosses into a zone where:

e The construct plausibly could instantiate morally relevant experience, and
e The construct remains non-communicative and non-consenting, and
e Welfare assurance cannot be made credible without undermining the research goal.

In that zone, the “science benefits” argument cannot automatically rescue permissibility,
because the benefits are being sought by creating a morally hazardous entity that cannot be
treated ethically if it becomes what the research is moving toward. The proper ethical response
is not to continue while hoping the entity is not a subject. It is to refrain from building the
scenario.
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This conclusion reorients what “progress” should mean in the organoid field. Progress is not just
increased complexity. Progress is increased fidelity under moral constraints. If the only way to
achieve higher fidelity is to approach an unprotectable possible subject, then the morally
mature discipline must accept limits.

The remainder of the paper translates this into enforceable boundaries: capability thresholds
that trigger prohibition or heightened oversight, governance mechanisms that can operate
under global incentive pressures, and a research agenda that preserves medical benefit without
building silent possible patients. The possible patient standard is the hinge. It turns the debate
from metaphysics to responsibility: not “are they conscious?” but “what do we owe if they
might be, and can we actually pay that moral debt?”

6. Capability Thresholds That Trigger Precaution or Prohibition

If we wait for a definitive definition of consciousness before drawing boundaries, we will never
draw boundaries. The practical task is to define thresholds that do not pretend to settle
metaphysics but that do settle governance. These thresholds should be stated in capability
terms because capability is what the field actually manipulates, funds, publishes, and
advertises. Capability, in this framework, does not determine worth. Capability determines risk:
the risk that a construct could instantiate morally relevant experience while remaining
unprotectable.

The goal of thresholds is therefore twofold. First, they provide clear triggers for elevated
oversight. Second, they define “stop lines” where work becomes presumptively impermissible
because the possible patient standard has been activated and welfare assurance cannot be
made credible.

A threshold regime must be robust under global incentive pressures. That means it must be
simple enough to enforce, specific enough to audit, and difficult enough to game. It also must
be modular: many experiments are low risk and should remain straightforward. The burden
should fall on the small subset of work that intentionally climbs the ladder of integration,
sensation, persistence, and adaptive optimization.

What follows is a set of capability thresholds framed as governance triggers. The language is
intentionally operational rather than metaphysical.

6.1 Multi-region recurrence thresholds: thalamocortical and cortico-cortical integration

Multi-region recurrence is one of the most important capacity multipliers in the organoid
domain. A local cortical-like tissue can generate activity, but the leap to recurrent inter-region
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loops changes what kinds of global dynamics are possible. Two integration motifs matter
especially.

Thalamocortical-like recurrence thresholds

A thalamocortical loop is historically central to many accounts of sensory gating, state
regulation, attention, and coordinated oscillatory regimes. A threshold regime should treat
deliberate construction of thalamus—cortex systems with reciprocal connectivity as an elevated-
risk category.

A practical threshold trigger is the combination of:
e Separate regional identity (cortex-like and thalamus-like compartments)
o Verified bidirectional synaptic connectivity across compartments

e Evidence of recurrent dynamics (activity in one compartment reliably drives responses in
the other, with feedback influence)

e Persistence of this loop beyond transient developmental stages

Once these are present, the construct is no longer “a model of cortex.” It is a system with a
central recurrence motif that is frequently invoked in discussions of conscious state. Under the
possible patient standard, this does not prove inner life, but it raises subject-risk.

Cortico-cortical integration thresholds
Long-range cortico-cortical connectivity is also a risk amplifier because it supports distributed
integration. A threshold trigger here would be:

e Multi-region cortical identity (distinct cortical subregions or fused cortical organoids)
e Long-range axonal projections that form stable synapses

e Network events that propagate across regions (not merely simultaneous local bursts)
e Perturbation responses indicating integration across compartments

A governance system can treat the first steps of assembloid fusion as elevated-risk but not
prohibited, while treating sustained recurrent multi-region integration combined with other
amplifiers (sensory input, closed-loop training, long maturation) as a stop-line configuration.

In short: multi-region recurrence is not automatically forbidden, but it is a high-salience trigger.
The more the work is explicitly aimed at building stable loops rather than studying early
differentiation, the more the project should be treated as possible-patient-adjacent.
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6.2 Sensory integration thresholds: optic cups and sustained evoked processing

Sensory integration is ethically potent because it creates a plausible pathway to experience-like
dynamics, especially valenced states. Optic cups inside brain organoids function as a symbol of
this shift, but the relevant threshold is not visual aesthetics; it is sustained evoked processing
within integrated neural circuitry.

A capability-triggered threshold can be stated in layers.

Level 1: Sensory precursors present but functionally isolated

If a sensory structure differentiates but shows no stable functional coupling to brain-like circuits,
the work may remain elevated-risk but not prohibited, especially if the sensory tissue is being
studied for disease modeling under disconnection constraints.

Level 2: Evoked responses with persistent coupling
A major threshold is crossed when:

e Sensory stimulation produces reliable, repeated evoked responses in neural tissue
beyond the sensory structure itself

e Responses show temporal structure consistent with circuit-level processing rather than
local reflex-like activity

e Responses are stable across time and can be modulated, indicating persistent functional
coupling

At this point, a construct has an input channel with downstream processing. Even if that
processing is rudimentary, subject-risk increases because the system is no longer purely self-
generated in its activity; it is being driven by information from a sensory-like interface.

Level 3: Sustained evoked processing plus recurrence

The highest-risk sensory threshold occurs when sensory input is coupled to recurrent multi-
region networks (thalamocortical-like or distributed cortico-cortical loops). In that configuration,
the system has inputs and recurrence—two of the ingredients most often associated with
integrated processing. Under the possible patient standard, this is a near-stop-line configuration
unless welfare assurance and strict constraints can be credibly established.

The practical governance rule here is: sensory precursors alone do not automatically trigger
prohibition, but sensory integration with sustained evoked processing—especially combined
with recurrence—should trigger either prohibition or an exceptionally strict review regime.
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6.3 Closed-loop training thresholds: learning objectives, reward signals, optimization

Closed-loop training is the fastest route from “tissue model” to “agent-like system.” The moral
risk is not that the organoid becomes an agent in a human sense; it is that training introduces

pressure and potential distress without any ability to assess welfare.
A threshold framework for closed-loop work can be phrased as follows.

Threshold A: Passive stimulation and recording

Open-loop stimulation used for characterization (fixed patterns, no adaptation, short sessions) is
elevated-risk but often defensible, especially if stimulation intensities are bounded and the goal
is basic physiology.

Threshold B: Closed-loop adaptation without explicit reward/punishment

When inputs are adjusted based on outputs to stabilize signals or improve decoding, risk rises.
The key factor is whether the loop is shaping the system over time. Even without explicit
reward, repeated adaptive stimulation can effectively condition dynamics. This should trigger
heightened oversight and strict reporting requirements.

Threshold C: Explicit learning objectives with reward signals or optimization pressure
A major moral threshold is crossed when:

¢ The experiment defines a performance metric to be improved over time
e The system receives feedback designed to optimize performance

e Training runs over extended sessions or repeated days

e The research claims learning, intelligence, or optimization

This configuration resembles the structure of animal learning experiments. In animals, ethics
oversight is strict precisely because reinforcement can cause distress. In organoids, the inability
to evaluate distress makes the welfare problem more severe, not less.

Under the possible patient standard, closed-loop work with explicit optimization objectives
should be presumptively prohibited when combined with other capacity amplifiers (long
maturation, multi-region recurrence, sensory integration). Even without those amplifiers, it
should be treated as an elevated-risk category with stop rules and independent review.

6.4 Maturation and scaling thresholds: time-in-culture, size, vascular/perfusion support

Time and metabolism are the most obvious capacity amplifiers because they expand the
reachable state space of organization. Time caps are blunt, but they are enforceable. A mature
governance regime should use both time and capability signals, with time functioning as a
friction mechanism against escalation.
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A threshold structure can be layered:

Baseline threshold: short-duration developmental modeling

Early developmental organoids grown for short time windows to study differentiation and
patterning typically remain low-risk, especially if they lack multi-region recurrence and sensory
coupling.

Elevated-risk threshold: prolonged culture intended to reach mature network regimes

Risk rises when culture duration is intentionally extended to drive inhibitory maturation, stable
oscillatory activity, or long-range connectivity. This should trigger heightened oversight and
mandatory disclosure of electrophysiological regimes, stimulation protocols, and welfare-
relevant risk assessments.

High-risk threshold: scaling with vascular/perfusion support

The addition of perfusion systems, engineered vasculature, or other methods designed explicitly
to overcome diffusion limits is an ethical inflection point because it removes a natural constraint
that has limited “brain-likeness.” It does not make consciousness likely by itself, but it makes
higher-capacity regimes more reachable. Under a precautionary framework, perfusion support
combined with multi-region recurrence or sensory integration should trigger prohibition or
exceptional review.

A governance system can treat time-in-culture and perfusion support as strong multipliers: not
decisive alone, but decisive in combination.

6.5 Transplantation thresholds: in vivo maturation, host integration, and moral spillover

Transplantation deserves special treatment because it changes both the maturation trajectory
and the moral landscape. In vivo environments provide vascularization, biochemical support,
and developmental cues that can accelerate maturation beyond in vitro constraints. They also
create two ethical hazards: the possible patient hazard for the graft and the moral spillover
hazard for the host animal.

A threshold framework should distinguish:

Transplantation for vascular support without functional integration claims

Even when functional integration is not sought, transplantation can increase organoid maturity
and network complexity. This should be treated as elevated-risk by default and subject to
animal welfare scrutiny plus organoid-specific oversight.

Transplantation with evidence of host-circuit coupling
A higher threshold is crossed when:

e The graft forms synaptic connections with host circuits
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¢ Host behavior or neural dynamics are measurably altered by the graft

e The graft receives structured sensory input via host pathways or participates in host
processing loops

This configuration expands the moral uncertainty. The host may experience altered capacities or
distress. The graft may participate in richer inputs than possible in vitro. The system becomes a
hybrid moral object, and ordinary oversight categories strain.

Under the possible patient standard, transplantation aimed at or resulting in functional
integration should be presumptively prohibited unless the research case is extraordinary and
the oversight is exceptionally stringent. Even then, the burden of proof should be high because
welfare assurance is doubly compromised.

6.6 A practical matrix: low-risk, elevated-risk, prohibited classes of experiments

The purpose of thresholds is to produce a matrix that labs, funders, and journals can actually
use. The matrix below is intentionally simple. It assumes the construct is human CNS-related
unless otherwise specified.

Low-risk class (standard oversight)

e Short-duration neural cultures or early organoids focused on differentiation and
patterning

e No multi-region recurrence

e No sensory integration with sustained evoked processing

¢ No closed-loop training or optimization objectives

e No perfusion/vascularization aimed at long-term maturation

¢ No transplantation
In this class, the work is treated as advanced tissue research with ordinary biospecimen
ethics.

Elevated-risk class (special oversight required)
Any one of the following, or combinations at low intensity:

e Multi-region assembloids with unidirectional or limited connectivity

e Sensory precursors present but with bounded stimulation and no persistent downstream
processing
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e Prolonged culture intended to study maturation, with structured electrophysiology
emerging

e Open-loop stimulation protocols beyond minimal characterization
e Early closed-loop protocols without explicit optimization objectives

e Perfusion/vascular support used modestly, without other major amplifiers
This class requires specialized review, mandatory reporting of capability markers, pre-
registered stop rules, and independent monitoring where feasible.

Presumptively prohibited class (impermissible absent extraordinary justification)
Any configuration that strongly activates the possible patient standard by combining subject-risk
with welfare non-assurance, such as:

e Sustained thalamocortical-like recurrence plus sensory integration with persistent
evoked processing

e Closed-loop training with explicit performance optimization, reward signals, or
“learning” claims, especially over extended time

e Long-matured multi-region recurrent systems supported by perfusion/vascularization
intended to reach stable global regimes

e Transplantation that produces or seeks functional integration with host circuits,
especially involving sensory pathways

e Any design that explicitly aims to approach consciousness or sentience while lacking
credible welfare assurance and consent structures

The matrix is not a claim about what is conscious. It is a claim about what is ethically
governable. The prohibited class is the set of experiments that, if successful in their own terms,
would most plausibly create a silent possible subject, while making it impossible to meet
patient-like duties.

This section has emphasized thresholds because the organoid frontier cannot be governed by
intentions or slogans. It must be governed by capabilities. Capabilities are what escalate, what
attract money and prestige, and what move the field toward morally hazardous territory. A
society that wishes to protect the profoundly vulnerable—whether disabled children or silent
possible subjects—must draw its boundaries where the capability gradient becomes a dignity
risk, and must do so before the gradient becomes an unremarkable research routine.
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7. Why Pure Time Limits Resemble Gestational Limits and How to Improve Them

Time limits are the default governance tool whenever a field lacks a clean, mechanistic
understanding of the property that people actually care about. In abortion politics, gestational
age becomes a proxy for personhood-related intuitions: viability, pain capacity, and moral
discomfort. In brain organoid governance, days-in-culture becomes a proxy for the risk of
integrated dynamics and morally relevant experience. In both cases, the proxy is imperfect, but
it is administratively convenient. That convenience is also the danger. A time limit can become a
ritual substitute for ethical clarity: a rule that looks decisive while failing to track the real risk
gradient.

This section argues that pure time limits in organoid work resemble gestational limits for
structural reasons. It also argues that the resemblance need not doom governance to moral
theater. Time caps can be improved by embedding them in capability-based gating: triggers tied
to integration, interfaces, and functional coupling. The end state is a hybrid regime in which
time limits provide friction and enforceability, while capability thresholds provide moral
relevance.

7.1 Days-in-culture as a proxy metric: the “late-term” analogy and its limits

The analogy to “late-term” restrictions is not rhetorical flourish; it is a structural observation
about governance under uncertainty.

Days-in-culture functions as a moral proxy because it correlates, loosely, with maturation.
Longer culture durations allow greater synaptic development, the emergence of inhibitory
circuits, richer glial contributions, more organized oscillatory patterns, and more persistent
network states. As time increases, the system becomes harder to dismiss as a transient
developmental snapshot.

This is why time caps feel morally intuitive: they embody the belief that “later is closer to
something that matters.” In the same way, gestational limits embody the belief that “later is
closer to a baby.” The proxy becomes the rule.

The analogy is useful because it clarifies both why time caps arise and why they provoke
conflict. A strict time cap will be criticized as arbitrary by those who see it as blocking beneficial
research without proving moral harm. A permissive cap will be criticized as complacent by those
who see the risk of silent subjects increasing with time. Both sides are reacting to the same fact:
time is a stand-in for an unknown moral property.

But the analogy also has limits, and acknowledging them matters if we want policy that is
defensible rather than purely symbolic.
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First, organoid development is not a normal embryonic timeline. Culture conditions differ across
labs. Protocols differ in speed, patterning, and maturity. “Day 100” in one protocol is not
equivalent to “day 100” in another. A time cap can therefore be both overinclusive and
underinclusive.

Second, scaling and support methods break the correlation. Perfusion, vascularization, co-
culture with supporting cells, and transplantation can dramatically alter maturation dynamics. A
short time in vivo may yield more functional organization than a longer time in vitro. Time caps
become easy to game by changing the developmental “clock.”

Third, time caps confuse two distinct moral issues: the probability of experience and the
permissibility of risk. Even if time increases risk, it does not determine it. Conversely, even if
time is short, certain high-risk capabilities—closed-loop training, sensory integration with
recurrence—could create moral concern earlier than the cap would predict.

For all these reasons, pure time caps have the same weakness as gestational limits: they are
practical but morally blunt. They may be necessary as governance friction, but they should not
be treated as sufficient.

7.2 Capability-based gating: replacing moral theater with measurable triggers

If time limits are proxy governance, capability-based gating is risk governance. It aims to track
what actually changes the ethical problem: integration, input channels, recurrence, adaptive
optimization, and persistent network regimes.

The key move is conceptual: we stop asking, “How old is the organoid?” and instead ask, “What
can this construct now do, and what is the research trying to make it do next?” Age becomes
one variable among others.

Capability-based gating can be made enforceable by focusing on discrete design and
experimental choices that labs can declare, journals can require, and oversight boards can audit.
Examples include:

e Has the construct been engineered or assembled into multi-region recurrent loops?

o Does it receive sustained sensory input with persistent evoked processing beyond the
sensory tissue?

e Isit being run in closed-loop mode with an objective function, reinforcement, or
optimization?

e |sthe work explicitly intended to increase maturity into stable global regimes?

e Is perfusion/vascular support being added to remove metabolic constraints?
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e Istransplantation being used for maturation or integration?

Each of these questions points to a measurable trigger. None requires a definition of
consciousness. Together, they track subject-risk escalation.

The advantage of capability gates is that they can support a tiered regime:
e Low capability constructs remain under standard oversight.
¢ Intermediate constructs require specialized review and stop rules.
¢ High-risk combinations are presumptively prohibited.

This replaces moral theater with moral friction. Instead of pretending that “day 60” is the moral
cliff, we treat certain capability bundles as cliffs because they combine plausible subject-risk
with welfare non-assurance.

The challenge is that capability gating can be politically attacked as “technocratic,” and
scientifically attacked as “premature.” The answer is to be candid: yes, it is technocratic,
because the risk is created by technical choices; and yes, it is premature in the sense that it acts
before definitive proof, because waiting for proof is ethically irresponsible in domains where
harm could be silent.

7.3 The role of perturbation assays and uncertainty reporting without overclaiming

A governance system needs evidence streams. In organoids, electrophysiology is often treated
as that stream, but as argued earlier, electrophysiology alone cannot settle consciousness. The
right role for measurement is not verdict but calibration: it helps identify increasing integration
and increasing state richness that may elevate risk.

Perturbation assays are especially relevant because they probe causal structure rather than
merely recording spontaneous patterns. Instead of asking “what does it do when left alone,”
one asks “how does it respond when nudged.” If the response is local and short-lived,
integration is limited. If the response is distributed, state-dependent, and complex, integration
may be higher. This kind of information can guide where to place capability gates and where to
tighten oversight.

However, a dignity-first framework must also insist on restraint in interpretation. There are two
errors to avoid.

The first error is overclaiming safety: “Our perturbation complexity score is low, therefore no
consciousness.” That would repeat the proxy worship mistake. Low scores reduce risk; they do
not prove absence.
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The second error is overclaiming harm: “Our complexity score is high, therefore consciousness.”
That would replace one form of metaphysical certainty with another. High scores increase
concern; they do not establish inner life.

The proper governance posture is uncertainty reporting. Labs should be required to report what
they measured, what it suggests, and what it does not establish. They should be required to
pre-register stop rules keyed to these measurements. Journals and funders should reward
restraint and penalize both hype and complacency.

A key part of uncertainty reporting is honest boundary language. Instead of “incapable,” one
says “we designed constraints intended to keep activity below X; under these conditions we
observed Y; we cannot infer Z.” This is not just epistemically humble; it is ethically necessary.
Overconfident safety claims are the rhetorical fuel that allows escalation without responsibility.

7.4 When time caps still matter: simple, enforceable friction against escalation

Even with sophisticated capability gates, time caps still matter. They matter for the same reason
speed limits matter on roads. Speed limits are blunt; they do not perfectly track danger in every
situation; and yet they reduce harm by providing enforceable friction.

Time caps serve four practical functions that capability gates alone cannot fully replace.

First, they are simple. Oversight boards, journals, and funders can understand them. They are
hard to misinterpret. In a world where governance capacity varies, simplicity is a feature, not a
defect.

Second, they reduce opportunity for drift. The longer a construct exists, the more opportunities
there are for “just one more experiment,” “just a few more days,” and incremental escalation
that no single step seems dramatic enough to trigger a special review. Time caps interrupt this

drift.

Third, they reduce the likelihood of chronic states. If morally relevant experience were possible,
chronic deprivation or dysregulation would be a major ethical concern. Time limits reduce the
chance of long-lived silent subjects existing in unknown states.

Fourth, they provide a backstop in case measurement fails. Capability gating depends on
reporting and instrumentation. Some actors will underreport, misunderstand, or self-deceive. A
time cap provides a baseline barrier even when interpretive disputes persist.

The key improvement is therefore not to abandon time caps but to demote them from “the
moral line” to “a governance friction.” Time caps should be paired with capability-based
escalation triggers. A mature policy might look like this:

e A default time cap for ordinary CNS organoids under standard oversight.
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e A higher cap only under specialized review with mandatory disclosures and stop rules.

¢ A prohibition on extending time in constructs that also include high-risk capability
bundles (multi-region recurrence plus sensory integration, closed-loop optimization,
perfusion-driven scaling, transplantation with integration).

In this hybrid regime, time limits retain their administrative usefulness while avoiding the
pretense that time itself is the moral property. The analogy to gestational limits remains, but the
policy becomes more ethically serious: it is no longer merely “later is banned,” but “escalation
that creates unprotectable possible patients is banned, and time limits help prevent quiet
escalation.”

The deeper point of this section is that governance will always contain proxies under
uncertainty. The choice is whether proxies function as moral theater—comforting rituals that
enable escalation—or as moral friction—simple constraints nested inside a principled capability
regime that takes vulnerability seriously.

8. Governance in a World You Can’t Control

The core ethical problem in advanced organoid research is not merely philosophical uncertainty.
It is governance under incentives. The moment a research area becomes associated with major
grants, high-impact publications, startup formation, and clinical translation narratives, the field’s
trajectory becomes partially predictable. Actors will push boundaries because boundary-
pushing is rewarded. If one jurisdiction restricts the work, another will permit it. If one journal
refuses, another will publish. If one funder balks, another will support “bold innovation.” This is
not cynicism; it is the ordinary sociology of modern science.

A governance plan that assumes universal virtue will fail. A governance plan that assumes
universal compliance will fail. The workable plan is to identify the levers that still bite under
pluralism: chokepoints, liability, translation gates, and reputation systems that create friction
even when some actors are motivated to ignore moral caution.

This section lays out governance as engineering: not the engineering of organoids, but the
engineering of incentives and constraints.

8.1 Incentives: prestige, profit, priority, and the inevitability of boundary-pushing

Biomedical research is shaped by a reward structure that reliably selects for striking results.
“Firsts” matter: first demonstration of a structure, first evidence of integration, first learning-like
behavior, first claim of disease relevance at higher fidelity. Those firsts yield publications,
invitations, grants, awards, and institutional status. The result is a priority race.
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Profit intensifies the race. Organoids sit at the intersection of drug discovery, personalized
medicine, regenerative therapy, and platform biotech. A lab that can claim a higher-fidelity
model can attract partnerships and venture funding. The promise of enormous medical benefit
becomes a narrative weapon: if the work is framed as curing blindness or neurodevelopmental
disorders, ethical concerns are more easily dismissed as obstructionism.

Prestige and profit combine with a third incentive: the moral self-conception of the scientist.
Many researchers sincerely believe they are helping humanity. This sincerity does not prevent
harm; it can accelerate it. When one views oneself as doing good, safeguards can feel like
unnecessary burdens imposed by people who “don’t understand the science.” Boundary-
pushing becomes morally licensed by the perceived nobility of the goal.

Finally, boundary-pushing is fueled by the psychology of incrementalism. No single step feels
like a moral cliff. A few extra weeks of culture. A slightly more integrated assembloid. A mild
stimulation protocol. A small perfusion improvement. A “pilot” closed-loop experiment. Each
step is defensible in isolation. But the cumulative path creates exactly what society fears: a
construct that plausibly could matter morally, created under conditions where welfare cannot
be assured.

Governance must therefore assume inevitability: some actors will push. The design question
becomes: how do we raise the cost of pushing at the most morally hazardous edges, and how
do we make restraint professionally viable?

8.2 Chokepoints that matter: journals, funders, suppliers, regulators, insurers

In a pluralistic world, the most effective governance tools are not declarations but
chokepoints—places where participation in the global scientific ecosystem depends on
compliance. Chokepoints matter because they influence behavior even when actors disagree
ethically.

Journals and conferences

Prestige publication is a central currency. High-impact journals can require disclosure and
oversight standards as a condition for publication. Importantly, the standards should not be
framed as moral sermons but as methodological requirements: capability declarations,
oversight category, stop rules, stimulation and interface protocols, maturation support methods,
and explicit statements of what was and was not tested.

The crucial move is to make non-disclosure a publish-blocker. If a lab cannot publish top-tier
without demonstrating compliance, the incentive to race ungoverned diminishes.
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Funders

Public funders and major philanthropic organizations can condition grants on compliance with
capability-threshold regimes. Contracts can require pre-registration of escalation steps,
independent monitoring, and withdrawal of funding if thresholds are crossed without review.
Unlike ethics guidelines, contracts have teeth.

Private capital is harder, but even private investors respond to reputational and liability risk. If
funders establish norms that some capabilities are “red-flag,” investors may avoid those projects
to reduce long-term exposure.

Suppliers and infrastructure

Modern science depends on specialized supply chains and platforms: cell lines, differentiation
kits, specialized media, electrode arrays, microfluidics, high-end imaging, sequencing pipelines,
animal facility access, and cloud compute. Many of these are controlled by institutions that can
adopt compliance standards.

Supplier gating is controversial but effective. It does not need to be absolute. It can be tiered:
routine supplies for routine work; specialized supplies conditioned on verified oversight for
elevated-risk work. This approach mirrors governance in other dual-use domains.

Regulators

Regulators often enter later, at the clinical translation stage. But they can still shape upstream
research by setting expectations for what kinds of data and provenance are acceptable in
therapeutic pipelines. If the only route to clinical translation requires auditable compliance with
organoid governance, then translation-seeking actors will behave differently.

Insurers and institutional risk managers

Universities, hospitals, and research institutes are sensitive to liability and reputation. Insurers
can price risk. Risk managers can impose institutional controls. If high-risk organoid work raises
insurance premiums or triggers institutional restrictions, behavior changes. This is often more
effective than ethical persuasion.

The point of chokepoints is not to create total control. It is to create a default environment
where responsible constraints are the easiest path, and irresponsible escalation becomes
professionally costly.

8.3 Liability and translation gates: shifting from “ethics talk” to enforceable constraints
Ethics talk is cheap. Liability and translation gates are expensive, and that is why they work.

A key weakness in many ethical guidelines is that they function as voluntary norms. Voluntary
norms fail under competition. Enforceable constraints change incentives.
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Liability framing

If a lab crosses into a red-flag capability class and later harms occur—public scandal, donor
lawsuits, whistleblower claims, animal welfare allegations—the institution bears risk. Clear
governance standards can be embedded into institutional policy so that violations become
actionable. This makes “we didn’t know” less plausible.

Liability also applies to companies that commercialize claims. If a company advertises that a
perfused human brain or advanced organoid is “incapable” of consciousness, and that claim is
challenged, the company faces reputational and potentially legal exposure. Forcing more careful
language and audited evidence reduces the incentive to market moral certainty.

Translation gates

Translation gates are where science meets regulated medicine. A powerful governance lever is
to require that any data used for clinical applications must come from compliant protocols. This
discourages “rogue research” because it cannot be translated into regulated products.

Translation gates work because the biggest financial incentives often depend on clinical
relevance. If noncompliant work is scientifically interesting but clinically unusable, many actors
will not pursue it.

This is how governance becomes real. It moves from “we hope people act ethically” to “if you
cross certain lines, you lose access to the things you want most: publication, funding,
institutional backing, and translation.”

8.4 A red-flag registry and mandatory disclosure standards for high-risk capability mixes

Chokepoints need information. Without standardized disclosures, oversight becomes
performative. A governance system therefore needs two informational pillars: mandatory
disclosures and a red-flag registry.

Mandatory disclosure standards
For any work in elevated-risk categories, journals and funders should require standardized
disclosure of:

e Construct type (organoid, assembloid, region identities)

Integration targets (thalamocortical-like loops, cortico-cortical networks)

Sensory structures and stimulation protocols (including intensity, duration, frequency)

Recording and interface methods (MEAs, stimulation, closed-loop algorithms)

Training objectives (if any), performance metrics, and optimization procedures
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e Maturation support (perfusion/vascularization methods, media compositions relevant to
excitability)

e Culture duration and scaling metrics (size, oxygenation strategies)
e Transplantation details (host species, integration evidence, behavioral assessments)
e Stop rules and monitoring plans

e Oversight category (standard vs specialized review) and independent review
documentation

The point is not bureaucracy. The point is to prevent quiet escalation and to make comparisons
possible across labs.

Red-flag registry

A red-flag registry is a public or semi-public record that identifies projects crossing high-risk
capability mixes, not to shame but to create accountability. The registry can be hosted by
professional societies or independent bodies and can function like a safety bulletin system.

|_u

The registry would not declare that any listed project is immoral. It would signal: “this project
includes capability combinations associated with elevated moral hazard.” This creates
reputational friction. It also enables downstream actors—journals, funders, institutions—to

make informed decisions.

A registry also helps the field avoid memory loss. In contentious areas, debates repeat because
no one can track what has actually been done. A registry prevents the constant resetting of the
ethical baseline.

8.5 International pluralism: containment strategies rather than fantasies of unanimity

International pluralism is a fact. Different societies hold different moral intuitions, political
structures, and regulatory tolerances. Some jurisdictions will pursue maximal scientific freedom;
others will impose strict limits. The question is not how to eliminate pluralism but how to
reduce harm under pluralism.

A containment strategy has five elements.

First, define a shared minimal floor

Even if societies disagree about personhood, many can agree that creating a plausible subject-
like entity without welfare assurance is a serious moral hazard. The minimal floor can be framed
in terms of vulnerability and welfare, not theology. This creates the best chance of cross-cultural
uptake.
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Second, build coalition governance among major ecosystems
Scientific power is concentrated in major publication venues, funding institutions, and suppliers.
If a coalition of major actors adopts governance standards, it shapes global norms even if some
outliers refuse. Governance becomes an ecosystem property rather than a local law.

Third, separate research permissibility from ecosystem privileges

A jurisdiction may permit an experiment, but the global ecosystem need not reward it. A paper
can be legally conducted and still be refused by leading journals. A startup can be legal and still
be denied partnerships. This separation allows pluralism while still applying pressure.

Fourth, treat offshore drift as a reason for chokepoints, not surrender

The “it will move offshore” argument is often used to justify inaction. But offshore drift is
precisely why chokepoints matter. If publication, translation, and supply access are conditioned
on compliance, offshore research becomes less attractive, less profitable, and less prestigious.

Fifth, accept that governance is incremental

No regime will be perfect. The goal is not total prevention; it is harm reduction and moral
seriousness at the edges. A society that cannot stop everything can still stop the worst
trajectories or at least raise the cost of pursuing them.

The practical conclusion is that organoid governance should be designed like governance in
other high-stakes domains: layered, incentive-aware, and robust to noncompliance. The
possible patient standard provides the ethical anchor; chokepoints and disclosure provide the
operational machinery. Together they offer a path that does not depend on solving
consciousness and does not depend on global moral unanimity—only on the recognition that
creating unprotectable possible subjects is an intolerable risk in a disciplined moral society.

9. A Research Program That Preserves Medical Benefit Without Crossing the Line

A dignity-first framework will be dismissed as anti-science if it cannot articulate what
responsible progress looks like. The goal is not to freeze organoid research at an arbitrary
moment. The goal is to preserve the genuine medical promise of organoid work while refusing
the specific escalations that create unprotectable possible patients. This requires a disciplined
research program with two characteristics: it must be scientifically productive, and it must treat
moral constraints as design requirements rather than afterthoughts.

A useful way to think about this is to invert the usual prestige logic. Instead of rewarding the
most “brain-like” constructs, the field can reward the highest medical yield per unit moral
hazard. That means privileging experiments that answer real biological questions while
remaining safely below the capability bundles that trigger the possible patient standard.
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This section proposes what such a program could look like in practice.
9.1 Safer alternatives: retinal organoids alone, disconnected co-cultures, non-CNS models

If a large fraction of the value comes from modeling specific tissues, then ethical risk can often
be reduced by avoiding integrated CNS constructs entirely.

Retinal organoids alone

For eye development and retinal disease, retinal organoids can provide a high-fidelity model
without embedding sensory precursors inside brain-like networks. This preserves much of the
scientific benefit—photoreceptor development, retinal layering, gene expression programs,
drug responses—without constructing a composite that invites perception narratives. The core
ethical design principle is separation: treat sensory tissue as sensory tissue, not as an input
module for a brain-like system.

Disconnected co-cultures

Some research questions require interactions between cell types without requiring integration
into recurrent networks. Disconnected co-cultures can be designed to allow biochemical
signaling without allowing synaptic coupling. For example, immune-neural interactions or glial
support effects can be studied with physical barriers, microfluidic separation, or engineered
synaptic-blocking conditions. The goal is to preserve biological relevance while preventing the
formation of integrated processing loops.

Non-CNS models where possible

Many neurological and systemic diseases have peripheral components and systemic biomarkers
that can be studied without CNS organoids. For drug toxicity, metabolism, inflammation, and
endocrine effects, non-CNS organoids (liver, gut, kidney) can provide valuable insight. Even for
neurodevelopmental disorders, some pathways can be investigated upstream: genetic
regulation, metabolic fragility, mitochondrial function, and stress responses in non-neural
tissues. A responsible program should treat CNS organoids as a last resort rather than a default
prestige platform.

A key point here is that “safer alternatives” are not inferior science by definition. They often
yield clearer, more reproducible data because they reduce the complexity that makes CNS
organoids variable. Ethical restraint can align with methodological rigor.

9.2 Disease modeling under strict disconnection and limited maturation

There will remain real cases where CNS organoids are scientifically justified: early
developmental disorders, neuronal migration defects, synaptic pathologies, certain forms of
epilepsy, and other conditions whose core mechanisms are neural. The question becomes: can
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we do CNS organoid research while maintaining strict disconnection and bounded maturation
so that the work remains below possible-patient thresholds?

A disciplined program can adopt a set of design constraints.
Strict disconnection constraints
¢ Avoid multi-region recurrence motifs that amplify integration risk.

¢ If multiple regions are present for developmental comparison, prevent synaptic bridging
(physical separation, chemical inhibition of synaptogenesis across compartments, or pre-
defined barriers).

e Avoid sensory coupling that produces persistent downstream evoked processing. If
sensory tissue is studied, keep it separate from CNS tissue or prevent functional
coupling.

Limited maturation constraints

e Bound time-in-culture to windows relevant to early developmental questions rather
than pushing toward long-term stable network regimes.

e Avoid perfusion/vascularization methods explicitly designed to remove metabolic
constraints for the purpose of pushing maturity.

¢ Avoid long-duration stimulation regimes and avoid closed-loop optimization.

Welfare-oriented stimulation constraints

Even if we cannot define suffering, we can avoid stimulation paradigms that resemble aversive
conditioning or optimization pressure. Characterization stimulation can be restricted to minimal
intensities and durations necessary for basic electrophysiology, with pre-registered limits.

Explicit “no-agent” commitments

If the research aim is disease modeling, it should be framed and executed to avoid agent-like
narratives. That means no performance objectives, no reward loops, no claims of “intelligence,”
and no optimization for adaptive behavior. Language matters because it reflects intent and
steers the design choices that follow.

The key idea is to treat disconnection and bounded maturation as part of the scientific method,
not merely ethics. They reduce confounding variables, improve reproducibility, and keep the
work in a domain where the moral hazard remains low.
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9.3 Data-sharing and reproducibility without capability escalation

One reason labs push toward more complex constructs is that complexity generates publishable
novelty. A responsible field must create alternative prestige pathways: make reproducibility,
standardization, and open science reputationally valuable. Otherwise, the only route to impact
becomes escalation.

Three strategies can help.

Standardized protocols and benchmark datasets

The field can establish community protocols for specific disease modeling tasks under bounded
maturation and disconnection constraints. Shared benchmarks allow progress without pushing
toward higher-risk capabilities. Journals and funders can incentivize work that improves
reliability and predictive value rather than merely increasing complexity.

Data-sharing with capability-aware redaction

Open data is usually good, but in high-risk domains it can accelerate escalation by letting others
reproduce the most advanced constructs. A middle path is capability-aware sharing: share
outcomes, models, and disease insights while withholding specific “recipes” that primarily
function as escalation instructions (especially for multi-region recurrence, perfusion, and
closed-loop training). This is analogous to dual-use governance in other fields: transparency
about results, restraint about enabling details where risk is disproportionate.

Reproducibility awards and replication grants

Replication is undervalued in prestige science. A governance-minded program can reverse that
by funding replication studies of organoid disease models and rewarding groups that
demonstrate cross-lab stability. If replication becomes a major marker of excellence, labs have
less incentive to chase morally hazardous novelty.

These approaches treat the scientific ecosystem itself as part of the ethical solution. If the
reward system shifts, fewer actors will feel compelled to push toward the red-flag edge to gain
recognition.

9.4 The burden of proof: what must be shown before any boundary is relaxed

A central claim of this paper is that some boundaries may be firm in principle: you cannot
ethically create an unprotectable possible patient. But boundaries are often contested, and
pressure will arise to relax them in the name of medical progress. If any relaxation is to be
considered, the burden of proof must be strict and structured.
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A responsible burden-of-proof framework should require four kinds of demonstration.

First, necessity

Show that the medical or scientific goal cannot plausibly be achieved by safer alternatives:
retinal organoids alone, non-CNS models, disconnected co-cultures, bounded maturation CNS
models, or computational approaches. Necessity is not “it would be easier.” Necessity is
“without this escalation, the question cannot be answered.”

Second, risk minimization by design

Show that the design explicitly avoids the capability bundles most associated with subject-risk. If
the proposal requires multi-region recurrence plus sensory coupling plus long-term closed-loop
training, it fails at the design stage. Risk minimization must be structural, not merely rhetorical.

Third, independent oversight and enforceability

Show that the project can be monitored and stopped. This includes pre-registered stop rules
keyed to measurable capability markers, independent review bodies with authority to halt the
work, and transparent reporting. If the oversight is toothless, relaxation should not be granted.

Fourth, epistemic humility and uncertainty accounting

Show that the proponents are not claiming moral certainty they cannot justify. Boundary
relaxation proposals should include explicit uncertainty statements and should refrain from
metaphysical claims like “incapable.” If the project’s social license depends on certainty, it is
likely to drift into marketing rather than science.

Under this framework, the burden of proof is intentionally high because the moral downside is
uniquely severe: a silent subject that cannot be protected. The default is restraint. Relaxation is
exceptional and must be justified not only by benefit but by a credible pathway to avoid the
welfare dilemma.

The deeper purpose of this research program is to demonstrate that ethical seriousness is
compatible with scientific ambition. The field does not need to choose between curing disease
and preserving human dignity. It needs to choose between a prestige race toward morally
hazardous complexity and a disciplined pursuit of medical insight under constraints that refuse
to manufacture unprotectable possible patients. A mature discipline makes that choice
explicit—and builds its institutions so that the ethical path is also the professionally rewarding
one.
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10. Conclusion: Refusing the Rank Order of Human Worth

The organoid frontier is not only a technical frontier. It is a moral frontier that exposes what a
society really believes about dignity. If we allow moral status to be negotiated by measurable
cognitive capacity, we will inevitably build institutions that privilege the articulate, the high-
functioning, and the socially useful—while quietly devaluing those who cannot speak for
themselves. The field of brain organoids confronts us with a concentrated version of that
temptation. It offers a new class of entities that are human-derived, increasingly system-like,
and potentially capable of morally relevant inner states, while remaining unable to consent,
communicate, or be protected if harm occurs. If we respond to that frontier by saying “no proof
of consciousness, therefore no duties,” then we are not merely making a technical judgment.
We are endorsing a worldview in which vulnerability becomes a license for instrumentalization.

This paper has argued for a different posture: a dignity-first ethics in which uncertainty
increases duties of care rather than erasing them, and in which the refusal to rank worth by
cognitive performance functions as a moral invariant that constrains what we are willing to
build.

10.1 Thesis restated: dignity is invariant; capacity is not a moral currency

The core thesis can be stated in a single sentence: dignity is not earned, and therefore it cannot
be traded against measured function. Capacity may matter for how we care, what interventions
are appropriate, and what protections are needed. But capacity is not a currency that buys or
sells moral considerability.

This matters because the capacity-first posture is seductive. It appears rational and measurable.
It promises that ethics can be handled by a threshold: keep the construct below X and proceed.
But in domains where consciousness is mechanistically unknown, threshold ethics becomes
proxy worship. Worse, it normalizes a moral ladder that can be reapplied to humans at the
margins—those with severe congenital impairment, those with profound brain injury, those
who cannot advocate. The disability critique is not a political add-on; it is the central warning:
once a society institutionalizes “more function = more worth,” it has already compromised the
equal dignity it claims to uphold.

The dignity-first posture does not deny science. It denies the moral legitimacy of ranking human
worth by performance. It insists that the profoundly vulnerable are not “less,” and therefore we
must not build new categories of vulnerable beings for whom protection is impossible.

10.2 The practical demand: treat certain constructs as possible patients and stop

This paper’s proposal is not merely a moral sentiment. It is a governance rule: when a human
CNS construct crosses capability thresholds such that morally relevant experience cannot be

46



responsibly excluded—especially when it is integrated, recurrent, sensory-coupled, trained in
closed-loop ways, matured for long durations, perfused for scaling, or transplanted for in vivo
maturation—then we must treat it as a possible patient.

“Possible patient” is a deliberately disciplined phrase. It does not declare personhood. It
declares that the moral risk is high enough that ordinary tissue ethics no longer applies. It forces
a question that cannot be evaded: if this were a subject, could we meet subject-like duties? If
the answer is no—no consent, no reliable welfare detection, no credible relief—then the correct
response is not to proceed with confidence theater. The correct response is to stop.

This is the practical demand. It is not “slow down because people are uncomfortable.” It is “do
not cross the line where success would mean manufacturing an unprotectable subject.” Some
lines of work are not merely regulated; they are impermissible in principle because they entail
an ethical contradiction: creating a being that might matter morally while structurally
preventing the fulfillment of duties that would be owed.

The governance implications are concrete. Time caps are not enough; capability gates are
required. Oversight cannot be voluntary; it must be embedded in chokepoints—journals,
funders, suppliers, institutions, insurers, and translation pipelines. Disclosure cannot be
optional; it must be standardized and auditable. And when high-risk capability bundles appear,
the default must be prohibition, not permission pending proof.

10.3 A final charge: protect the profoundly vulnerable by not manufacturing the unknowable

The organoid frontier tempts us with a particular kind of hubris: the belief that because we can
build, we can also morally manage what we build. But the deepest ethical hazard here is not
that we might create consciousness. It is that we might create it without knowing—without
consent, without safeguards, without any reliable capacity to prevent or relieve suffering if it
exists. That is the definition of manufacturing the unknowable: constructing a situation in which
the moral facts matter intensely, while our epistemic tools are insufficient to responsibly act on
them.

A society that truly respects the profoundly vulnerable does not create new classes of beings
whose vulnerability is engineered into the experimental design. We already know what
vulnerability demands in the human case: heightened protection, not heightened exploitation.
The moral lesson of caring for children with profound impairment is that uncertainty about
inner life does not dissolve duties. It intensifies them. The organoid frontier asks whether we
mean that lesson, or whether we only invoke it when it is socially easy.

The final charge of this paper is therefore simple and severe: protect the profoundly vulnerable
by refusing to manufacture unprotectable possible patients. Let medical progress be measured
not by how close we can approach the edge, but by how much truth and healing we can achieve
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while honoring dignity as an invariant. If we cannot guarantee care, we must not create the one
who would need it. This is not anti-science. It is the moral maturity required when biology
outruns moral certainty.
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