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Cosmology is often presented as physics at its most empirical: precise data, elegant equations,
and a single coherent history of the universe. Yet the observational situation is structurally
strange. We do not observe a three-dimensional “now” spread across the cosmos, and we
certainly do not observe a four-dimensional spacetime volume. Most of what we call “seeing
the universe” is information arriving on a past light cone: a boundary surface that is measure
zero in 4D spacetime. All remote knowledge is therefore indirect, reconstructed from signals
that have traversed vast distances and times, filtered by selection effects, astrophysical
evolution, and our own position as a single observer in a single location. This paper argues that
cosmology’s power comes not from observing “most of the universe,” but from a disciplined
chain of inference that converts boundary data into volumetric claims using general relativity,
microphysics, statistical modeling, and a small set of guiding principles such as Copernicanity.
That same chain, however, creates a vulnerability: the temptation to narrate beyond constraint,
producing cosmological “stories” that sound empirically inevitable but are actually prior-driven
extrapolations. The goal here is not cynicism, but a clearer grammar of what cosmology can
justifiably claim, why it can claim it, and where humility is structurally required.
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1. Introduction

Cosmology occupies a peculiar position among the sciences. It speaks with the confidence of
precision physics while describing a system that cannot be rerun, reinitialized, or sampled from
multiple vantage points. The universe is not a laboratory apparatus that can be rebuilt after a
failure mode is discovered. It is the one system that contains the observer, the instruments, the
calibration chains, and the interpretive community. Yet cosmology still produces crisp
parameters, neat timelines, and sweeping origin narratives that read like settled history. The
tension is not merely philosophical. It is built into the geometry of observation itself: most of
what we call “seeing the universe” is the reception of signals arriving on our past light cone,
plus local “fossil” records that encode early physical conditions. The observational surface is vast
in informational richness, but it is also structurally thin relative to the four-dimensional
spacetime we often speak about as if it were directly known. This paper takes that structural
thinness seriously—not to dismiss cosmology, but to clarify how cosmology achieves what it
achieves, what kinds of inference are doing the heavy lifting, and where the temptation to
narrative overreach becomes especially strong. The aim is to replace vague suspicion
(“cosmology is storytelling”) with a more precise grammar: which claims are tightly constrained,
which depend on quiet but crucial principles, which are robust only inside a chosen framework,
and which are best treated as speculative cosmological literature rather than empirical
conclusion.

1.1 The felt paradox: vast claims from thin access
The felt paradox begins with a simple comparison between rhetoric and geometry. In public and
even professional presentation, cosmology often sounds like a panoramic survey: we “map the
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universe,” “measure its age,” “reconstruct its history,” and “infer its fate.” But our direct access
to distant regions does not occur as a three-dimensional snapshot of a cosmic present. It occurs
as a stream of information that has propagated to us along null paths, accumulated across
wavelengths and messengers, and then compressed into catalogs, sky maps, power spectra, and
statistical summaries. In the strictest spacetime sense, a past light cone is a boundary surface,
not a four-dimensional chunk. If one insists on measuring “how much spacetime we have
directly observed” using a four-dimensional volume measure, the answer is “essentially none.”
That conclusion can sound nihilistic, as if it implies we know nothing. Yet the data are not trivial:
the observational light cone contains an extraordinary multiplicity of constraints. The paradox is
therefore not that cosmology uses little data. The paradox is that cosmology derives world-
models that feel volumetric and global from data that are inherently boundary-structured and

perspectival.

A second layer of paradox is the “one location” problem. We see the cosmos from here, now—
one worldline, one set of local conditions, one history of instrument-building. In most physical
sciences, if a measurement might be contaminated by location or boundary conditions, the



remedy is straightforward: repeat elsewhere. In cosmology, “elsewhere” is not available. The
discipline compensates by proposing principles that convert local appearance into global
structure, by using cross-checks between independent probes, and by seeking internal
consistency across many phenomena. That compensation is powerful, but it also introduces a
permanent asymmetry: the worldview is not just inferred from data, but inferred from data plus
a set of interpretive commitments that function like silent axioms. The felt absurdity, then, is
not an attack on rigor; it is a reaction to hidden structure. When the axioms remain implicit,
conclusions can look more observationally forced than they actually are.

1.2 The core idea: boundary data, volumetric narratives

The core idea of this paper is that cosmology is best understood as an inference pipeline that
converts boundary data into volumetric narratives. “Boundary data” here means observations
that naturally live on our past light cone: directions on the sky, redshifts, fluxes, spectral shapes,
polarization patterns, time variability, lensing distortions, and the statistical fields built from
these measurements. In addition, cosmology uses what might be called “local fossils”: records
encoded in nearby matter—element abundances, relic backgrounds, astrophysical populations,
and the dynamical state of local structures—that preserve information about earlier conditions.
Together, these sources form an enormous constraint set. But they do not arrive labeled as “the
geometry of spacetime” or “the global matter distribution.” Those are reconstructions.

“Volumetric narratives” are the stories cosmology tells after reconstruction: the expansion
history as a function of cosmic time, the emergence of large-scale structure, the
thermodynamic sequence from early plasma to neutral atoms to stars and galaxies, and the
parameterized world-models that summarize it all. None of this is necessarily wrong. The issue
is that a volumetric narrative is an interpretive object. It is not the raw observational substrate.
To get from boundary data to volume, one needs a map, and the map is not free. It is built from
general relativity as the geometry engine, microphysics as the translation layer between spectra
and conditions, and statistics as the compression scheme that turns messy catalogs into a few
numbers with error bars. Finally, a small set of cosmological “principles” stabilize the inversion:
typicality assumptions, symmetry assumptions, and choices about what class of models counts
as admissible.

Once this structure is admitted, the “storytelling problem” can be stated cleanly. Storytelling
enters whenever the narrative is treated as if it were uniquely determined by the boundary
data, when in fact it is determined by boundary data plus model class plus priors. The risk is not
that cosmologists fabricate stories from nothing; it is that reasonable extrapolations can be
narrated with the tone of direct observation. In the best case, this is merely a communication
problem. In the worst case, it becomes an epistemic drift: a community begins to forget which
parts of its worldview are constrained and which parts are stabilized by conventions. The



remedy is not to abandon cosmology, but to expose the inference scaffolding so that confidence
tracks actual constraint.

1.3 What this paper will and will not argue
This paper will argue four things.

First, it will argue that the “measure-zero” character of observation in 4D spacetime is a
clarifying metaphor with a real mathematical backbone. It highlights that cosmological
observation is boundary-structured and that the leap from boundary to volume is always
inferential. The point is not to play semantic games about “zero,” but to force a disciplined
guestion: when we say “we know,” do we mean “we have directly constrained,” “we have
inferred within a framework,” or “we have adopted a plausible narrative because it is simple
and consistent with what we can test”?

Second, it will argue that cosmology earns much of its credibility through consilience: multiple
independent probes, grounded in well-tested physics, converging on the same parameter
region. That convergence is real, and it distinguishes mature cosmological claims from mere
speculation. The “storytelling problem” does not deny this success; it tries to locate it precisely,
and to separate it from adjacent claims that are less constrained but rhetorically bundled
together with the successes.

Third, it will argue that a handful of quiet load-bearing assumptions—especially typicality and
Copernicanity—play a central role in turning “what we see from here” into “what is true
everywhere.” These assumptions are not irrational. They are often the least-worst option in an
underdetermined setting. But because they are load-bearing, they should be highlighted and,
where possible, tested rather than treated as invisible background.

Fourth, it will offer a practical taxonomy of claim types and a communication discipline: a way of
labeling statements by their epistemic tier, tracing inference chains explicitly, and distinguishing
parameter confidence from framework confidence. The aim is to reduce the gap between what
cosmology can responsibly claim and what cosmology sometimes sounds like it is claiming.

This paper will not argue that cosmology is “just a story” in the dismissive sense. It will not claim
that modern cosmological modeling is arbitrary, or that the data are too weak to support any
strong conclusions. It will not propose an alternative cosmology or advocate a particular
heterodox framework. It will not conflate philosophical discomfort with technical failure.
Instead, it will treat cosmology as a high-achievement inference science operating under
unusual observational constraints and will focus on a single question: how to preserve the
achievements while resisting the narrative overreach that those achievements can inadvertently
legitimize.



2. What We Actually Observe

Before arguing about what cosmology “knows,” it helps to name the observational object with
precision. In many sciences, the observational object is a local state of a system: a temperature
in a chamber, a voltage on a circuit, a spectrum from a sample. In cosmology, the observational
object is structurally different. We do not observe a spatial slice of the universe at a shared
cosmic time. We observe signals that arrive to us now, and the set of emission events that can
send signals to our here-now point is organized by the geometry of light propagation. This
section describes that organization and why it matters: our data live on a past light cone (plus
some local fossil records), which is both profoundly informative and fundamentally non-
volumetric.

2.1 The past light cone as the observational surface

The simplest way to say it is: remote observation is reception. Whatever distant event you claim
to have observed is not accessed “in itself,” but through the arrival of some messenger:
photons, neutrinos, gravitational waves, cosmic rays, or (more indirectly) chemical and
dynamical traces. The condition for reception at our present event is causal: the emission event
must lie in our causal past. For light-like messengers (photons, gravitational waves), the
geometry of “could have reached us exactly now” is a null hypersurface: the past light cone of
our here-now event.

This has immediate consequences that are easy to forget because sky maps look like pictures of
space. An image of the sky is not a picture of space at one time. It is a map of directions in
which light arrives now, where each direction encodes a different set of emission times
depending on distance and cosmic expansion. Even a single galaxy is observed at an earlier state
than it has “now” in any local sense, and two objects at different distances are observed at
different epochs. The observational surface is therefore not a spatial shell but a causal
boundary: it is the set of events that are connected to us by null geodesics ending at our
present event.

In practice, observational cosmology thickens this ideal surface in two ways. First, detectors
integrate over a finite time window and finite bandwidth, so the data correspond to a thin
neighborhood of the cone, not an infinitesimally thin hypersurface. Second, astrophysical
sources have finite durations and complex emission histories, so the “event” we infer is often an
extended world-tube segment rather than a mathematical point. But these practical thickening
effects do not change the basic geometry: the organizing structure of what can be seen
remotely is still a light-cone relation.

This is why cosmology is full of “light-cone effects”: selection biases with redshift, evolution
confounded with distance, lensing altering apparent brightness and shape, and survey windows
that carve a wedge through spacetime rather than a box in space. These are not mere



nuisances. They are signatures of the fact that the observational object is not a spatial slice but
a causal surface traced through cosmic history.

2.2 Measure-zero observation in 4D and why it still carries information

If one compares what we observe to a four-dimensional spacetime volume, one encounters the
“measure-zero” fact. A past light cone at a single observation event is a 3D hypersurface
embedded in 4D spacetime. With the standard notion of 4D volume, any smooth 3D
hypersurface has zero 4D volume. In that strict sense, the “fraction of spacetime volume
observed at an instant” is 0.

It is tempting to treat this as a reductio of cosmology, but that would be a category error.
“Volume fraction” is not the same as “information content.” A boundary can carry enormous
information about an interior. In mathematics and physics, boundary-value problems are
foundational: under suitable equations, specifying data on a boundary can determine a solution
in a region. Cosmology, in effect, asks an inverse boundary-value question: given what arrives on
our past light cone, and given physical laws governing propagation and sources, what can we
infer about geometry, contents, and history?

So the measure-zero observation point is not “we have no data,” but “our data are boundary-
structured.” The strength and weakness of cosmology both flow from this. The strength is that
the boundary is vast and richly structured. We have not one number but many correlated fields:
anisotropy patterns, polarization modes, spectral distortions, number counts as a function of
redshift, clustering statistics, lensing shear maps, time-delay distributions, and more. The
weakness is that boundary data can underdetermine interior structure unless the governing
equations, source models, and priors are strong enough to close the system.

In addition, the measure-zero statement is idealized. Real observations involve thickness: finite
detector integration time, finite spectral resolution, and physical “screens” of finite depth (for
example, last scattering is not literally a mathematical surface). Once you thicken the cone by
some Delta t, you are sampling a thin 4D shell rather than a null hypersurface. That makes the
sampled 4D volume nonzero, but it remains tiny compared to the 4D volume of the entire
causal past. The important point is not the exact fraction, but the scaling intuition: cosmological
observation is closer to “shell sampling” than “bulk scanning.”

The central epistemic lesson is this: cosmology’s authority does not come from observing a
large volumetric fraction of the universe. It comes from leveraging lawful structure (propagation
physics, statistical symmetries, and dynamical equations) to make boundary data informative
about volume. When the lawful structure is tight and independently confirmed, the inference
can be powerful. When it is loose or prior-driven, the inference can become narrative.
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2.3 Time, redshift, and why there is no universal “now” in the data

A further confusion arises from importing everyday time language into a relativistic, expanding
universe. In daily life, “now” is shared well enough for practical purposes. In cosmology, “now”
is local. The sky is not a snapshot at a universal present; it is a patchwork of lookback times.
Redshift is the observational label for this fact: it is not merely a Doppler-like indicator of
recession but a proxy for how much the universe has expanded during the signal’s journey. A
high-redshift object is not simply “far”; it is “far and earlier,” seen in a younger cosmic
environment with different background radiation density, different typical metallicities, different

star-formation histories, and different selection effects.

This means that many questions that sound spatial are actually spacetime questions. “What is
the distribution of matter?” becomes “what is the distribution of matter on our past light cone,
convolved with evolution and selection.” “How fast is the universe expanding?” becomes “what
expansion history best maps observed distances and redshifts into a consistent spacetime
geometry.” Even “what is the age of the universe?” is not a single direct measurement but an
inferred parameter within a model that relates redshift, distance measures, and cosmic
dynamics.

The absence of a universal “now” also explains why cosmology leans so hard on coordinate
choices and slicing conventions. One can define a cosmic time in an idealized homogeneous
model, but that cosmic time is not an observable that arrives on a detector. It is a reconstructed
bookkeeping device that becomes meaningful only after adopting a spacetime model class and
fitting it to light-cone data. When cosmological narratives speak in the simple past tense (“then
the universe did X”), they are typically using this reconstructed cosmic time coordinate. That can
be legitimate and useful, but it is not the same as directly observing “the universe at time t.”

Finally, this is where the temptation to oversimplify becomes strongest. Because redshift can be
plotted like a time axis, it is easy to narrate a clean timeline and to forget that each redshift bin
is a mixture: different astrophysical populations, different environments, lensing scatter,
selection thresholds, and survey geometry all vary with redshift. Cosmology’s great
achievement has been to build methods that correct for many of these confounders well
enough to produce stable inferences. But the confounders never fully disappear. They are part
of the price of doing physics on a light cone rather than in a lab, and they are one reason
cosmology must treat narrative fluency as a risk factor: a smooth story can hide rough
inference.



3. One Location, One Sky, One Universe

Cosmology is sometimes described as “precision measurement of the universe.” That phrase
can make the enterprise sound like a scaled-up version of laboratory physics, where a system is
observed from multiple angles, under varied conditions, with results checked by replication. But
cosmology begins from a constraint that never goes away: we are embedded observers. We do
not stand outside the system, and we do not get to move to arbitrarily many locations to
compare what “the same universe” looks like elsewhere. We inherit one vantage, one sky, one
causal past, and one history of instrument-building. This does not make cosmology irrational or
purely narrative. It does mean that cosmology’s epistemic foundations are structurally different
from fields where “try it again, somewhere else” is literally available. The discipline
compensates by elevating principles (especially typicality/Copernicanity), by exploiting statistical
symmetries, and by relying on cross-checks across many independent physical channels. This
section makes that architecture explicit, because the “storytelling problem” is easiest to see
when we name the compensations.

3.1 The single-vantage problem and the meaning of “typical”

The single-vantage problem is not merely that we live at one point in space. It is that our
observations are anchored to one worldline through spacetime. Our data are therefore
perspective-locked: they are the particular past-light-cone data available to this observer, in this
epoch, with this local environment and its attendant selection effects. The moment cosmology
tries to generalize from “what we see” to “what is,” it must introduce a notion of typicality.

“Typical” is doing a lot of work in cosmology, and it comes in layers:

First, there is the everyday statistical meaning: a typical sample is representative of a
population. But cosmology does not have a population of universes to sample. So “typical”
cannot mean “typical among many observed universes” in any literal sense.

Second, there is the Copernican-style meaning: we are not in a privileged location, so our view
should not be radically special. This is not a measurement; it is a stance. It is a refusal to explain
apparent regularities by special pleading (“it looks this way because we are at the center”). The
stance is reasonable, but it is still an assumption that upgrades local appearance into global
claim.

Third, there is an observational meaning: within the one universe we see, we can test whether
our local neighborhood is atypical by comparing local features to large-scale statistical patterns.
For example, if one region is unusually dense or unusually empty, we can ask whether that is
consistent with the distribution implied by broader surveys. This is a real check, but it is not the
same as relocating the observer. It is more like asking whether our neighborhood is an outlier
within the one accessible dataset.
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Fourth, there is the anthropic meaning: we are not just any location, because observers arise
only in certain environments. Any “typical observer” claim is conditioned on the existence of
observers, which introduces selection bias at the deepest level. One can try to keep this modest
(“we need stable matter and long-lived stars”), or one can inflate it into a cosmological
explanatory scheme. Either way, the moment anthropic conditioning is invoked, the epistemic
posture shifts: the inference is no longer purely about external structure; it is about external
structure filtered through the precondition of our existence.

The key point is that cosmology cannot avoid typicality; it can only decide how explicit to be
about it. When typicality is explicit, the reader can see where inference depends on principle.
When it is implicit, the results can be misperceived as purely observationally compelled, and
that is one pathway to story-like confidence.

3.2 Cosmic variance and the limits of ensemble thinking

Cosmic variance is the technical name for a blunt fact: even if your instruments were perfect,
you would still face irreducible uncertainty because you have access to only one realization of
the universe’s large-scale statistical fields. If a theory says that the cosmic microwave
background fluctuations, for instance, are drawn from a statistical distribution, we do not get to
draw a second independent sky and average the two. We get one sky. At the largest angular
scales, we have only a small number of independent modes to measure, so the uncertainty is
not primarily instrumental; it is existential to the dataset.

This reveals a broader issue: cosmology often talks as if it were sampling an ensemble, because
the mathematics of random fields and perturbations is naturally ensemble-based. Theories
generate distributions; data are compared to those distributions. That is a sensible framework,
but it comes with a permanent philosophical and methodological tension: the ensemble is not
observed. It is posited.

Cosmology tries to justify ensemble thinking by substituting spatial averaging for ensemble
averaging. If the universe is statistically homogeneous and isotropic on large scales, then
different patches of the sky (or different volumes in a survey) can be treated as “like” different
samples. This is powerful, and it is one reason cosmology can be quantitative at all. But the
substitution has limits.

First, the assumption of statistical homogeneity itself is not something you can test without
already adopting some mapping from observables to distances and volumes. In other words,
the test is partly model-dependent. You can look for gross anisotropies and inhomogeneities in
the raw sky maps, but many deeper “homogeneity” checks require a cosmological model to
translate redshift-space data into comoving volumes.
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Second, large-scale modes are few, and the largest-scale anomalies (real or apparent) are
precisely where cosmic variance is worst. This is the domain where storytelling is tempting:
small-number statistics invite pattern-seeking, and narrative interpretation can outrun what the
data can decisively adjudicate.

Third, some of cosmology’s most expansive narratives effectively invoke ensembles at a deeper
level than random-field statistics. When cosmology talks about multiverses, landscape
populations, or “typical universes” produced by a generative process, it is leaning hard into
ensemble language without observational access to the ensemble. One can treat such
constructions as speculative extensions of otherwise successful frameworks, but the epistemic
tier changes. The confidence level should change with it.

Cosmic variance, then, is not a footnote. It is a reminder that cosmology is doing statistics under
a uniqueness constraint. The discipline can be rigorous under that constraint, but it must remain
honest about where irreducible uncertainty lives and where ensemble talk is a modeling
convenience rather than an observed fact.

3.3 Why replication looks different in cosmology

If replication means “repeat the experiment on a new instance of the system,” cosmology
cannot replicate. That does not mean cosmology cannot check itself. It means the checks take
different forms, and those forms deserve to be named explicitly.

One form is instrumental replication: different telescopes, different detectors, different
frequency bands, different calibration pipelines, and different observing strategies. If a signal
persists across independent hardware and analysis teams, confidence rises. This is real
replication, but it is replication of the measurement process, not replication of the universe.

A second form is probe replication: the same underlying parameters are inferred from
qualitatively different phenomena. Expansion history can be constrained by distance indicators,
by large-scale structure, by relic radiation statistics, and by time-delay and lensing effects. When
these agree within uncertainties, the agreement is not trivial; it is a kind of “triangulated
replication” where different physical channels converge on a consistent picture.

A third form is internal consistency: within a single framework, parameters inferred from one
subset of the data should predict patterns in another subset. If the framework is wrong,
tensions often arise as “anomalies” or “parameter inconsistencies.” Some tensions are artifacts
of systematics; others can be genuine clues that the framework is incomplete. Either way, the
discipline advances by treating tensions as diagnostic rather than as embarrassments to be
narrated away.

A fourth form is methodological replication: different statistical methods, priors, and model
classes are applied to the same observational substrate to see how stable conclusions are.
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When conclusions are robust to reasonable alternative analyses, they earn a higher epistemic
grade. When they are fragile, they should be labeled as such.

Finally, cosmology has a unique kind of pseudo-replication: within the one sky, many modes and
many regions can be treated as approximately independent samples under statistical
assumptions. This is not “another universe,” but it is a way to generate repeated tests of the
same underlying stochastic model. It is powerful, and it is also only as reliable as the
assumptions that justify the independence and stationarity of those modes.

Putting this together: cosmology is not absurd because it lacks replication in the laboratory
sense. It is unusual because its replication is distributed across instruments, probes, methods,
and internal consistency checks, all under the constraint of one universe and one vantage. The
“storytelling problem” emerges when cosmology’s rhetorical posture forgets this unusual
architecture—when the discipline speaks as if it had laboratory-style replication and ensemble
access, instead of explicitly presenting its results as inference stabilized by a particular set of
principles and cross-checks.

4. The Inference Stack From Data to World-Model

The distance between “what arrives at a detector” and “a world-model of the universe” is not
metaphorical. It is a literal stack of inference layers, each of which transforms one kind of
measured quantity into another kind of inferred quantity, while importing assumptions about
calibration, source physics, propagation, and geometry. Cosmology’s triumph is that this stack
works at all: it takes boundary-structured data and produces a coherent spacetime narrative
with parameters that predict additional observables. Cosmology’s vulnerability is that the stack
can become invisible. When the transformations are forgotten, conclusions can be presented as
if they were direct “measurements of the universe,” rather than outcomes of a long chain of
conditional inferences. This section makes the chain explicit in four steps: turning angles and
fluxes into distances; building distance anchors via candles and rulers; translating spectra into
physical conditions and epochs; and using general relativity to map those conditions into a
consistent geometry and expansion history.

4.1 From angles and fluxes to distances and volumes

Begin with the raw observational primitives. A telescope measures directions on the sky
(angles), apparent brightness (flux), and often a spectrum (intensity as a function of
wavelength). A survey turns those into catalogs: positions, magnitudes, colors, shapes, redshifts
(spectroscopic or photometric), and sometimes time-domain variability. Notice what is missing:
none of these is “distance” in the everyday geometric sense, and none is “volume.”
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Distance enters only through inference. The most basic relationship is inverse-square-like: flux
decreases with distance because light spreads out. But in an expanding universe, even that
simple idea is modified: photons redshift, arrival rates change, and the mapping between
redshift and distance depends on the entire expansion history. The distance you infer is not one
number but a family: luminosity distance (from flux), angular diameter distance (from apparent
size), comoving distance (used for volumes), and lookback time (used for chronology). These are
not arbitrary; they are distinct operational definitions that happen to coincide only in special
geometries. The fact that multiple distance notions exist is itself a warning sign that “distance”
is not a raw observable in cosmology; it is a model-mediated construct.

Angles become linear sizes only if you know an object’s true size, which is almost never directly
known. Flux becomes luminosity only if you know the object’s intrinsic power output, which
again is not directly known. Volumes appear only after distances have been assigned: a galaxy
catalog with redshifts becomes a 3D map only after adopting a cosmology to convert redshift
into a radial distance and to correct for peculiar velocities and redshift-space distortions. Even
then, the map is not a picture of “where galaxies are now.” It is a reconstructed comoving
distribution that treats objects observed at different epochs as points in a common coordinate
system, a computational convenience that depends on the model of expansion and geometry.

This is the first major point in the inference stack: the core deliverables of cosmology—
distances, volumes, and histories—are not measured directly. They are computed from
observables via a pipeline that is only as reliable as its calibrations, its source models, its
propagation models, and its geometric assumptions.

4.2 Standard candles, standard rulers, and calibration ladders
If distance is not directly observable, cosmology needs anchors. The two classical anchor types
are standard candles and standard rulers.

A standard candle is an object whose intrinsic luminosity can be inferred from some other
observable property. If you can predict the true luminosity, then comparing it to observed flux
gives a luminosity distance. Type la supernovae are the canonical example: they are not perfect
candles, but their light-curve shapes and colors correlate with peak brightness, allowing them to
be “standardized.” That word matters. It is already an admission of modeling: a supernova is not
a platonic luminous object; it is a messy astrophysical event whose brightness is corrected into a
usable distance indicator.

A standard ruler is an object or pattern whose true physical size is known (or predicted) by
physics. If you know the physical scale, then measuring its angular size gives an angular
diameter distance. The classic cosmological ruler is not a single object but a statistical feature: a
characteristic scale imprinted in matter clustering that appears as a preferred separation in
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galaxy correlations. Even here, “known size” means “predicted under certain early-universe
physics and evolved under certain assumptions.”

Both candles and rulers rely on calibration ladders. A ladder is a chain of relative calibrations
that connect local measurements (where distance can be anchored geometrically) to distant
ones (where only relative indicators exist). Ladders are necessary because no single distance
method spans the whole universe with uniform reliability. They are also fragile in an epistemic
sense: a systematic error near the bottom can propagate upward.

Two features of ladders matter for our “storytelling” theme. First, each rung imports
astrophysical assumptions: about dust, metallicity, population evolution, selection biases,
environmental effects, and the stability of the standardization relations with redshift. Second,
ladders are not purely local-to-distant; they often loop back into the cosmological model
because the conversion between redshift and distance depends on cosmological parameters.
This creates subtle circularity risks. Cosmology manages this by joint fitting: the ladder and the
cosmological model are constrained simultaneously, with cross-checks between independent
methods. That joint fitting is a strength, but it also means that distance is never a free-standing
empirical input. It is an output of an integrated inference machine.

This is why cosmological disagreements often take the form of “tensions” between methods:
two calibrated ladders, each internally consistent, can yield different parameter estimates if
they are subject to different hidden systematics or if the underlying model is incomplete. Such
tensions are not embarrassments; they are epistemic stress tests. They show where the
inference stack might be less robust than its headline precision suggests.

4.3 The role of microphysics in turning spectra into history

If distance methods provide geometry, microphysics provides chronology and content. Spectra
are among cosmology’s richest data streams because they encode physical state: composition,
temperature, ionization, velocity dispersion, and radiative processes. But translating spectra
into “history” requires theory. A spectral line observed at a shifted wavelength suggests
redshift, but the interpretation depends on identifying the line. A continuum shape suggests
temperature or dust extinction, but the inference depends on radiative transfer models and
source population assumptions. A pattern in the relic radiation field suggests early-universe
conditions, but the mapping from pattern to parameter requires detailed plasma physics and
recombination physics.

Microphysics is thus the translation layer between “light received” and “conditions then.” It
anchors cosmology to laboratory-tested physics: atomic transition energies, scattering
processes, thermodynamic relations, nuclear reaction networks, and particle interaction
models. This anchoring is one of cosmology’s greatest epistemic assets. The universe cannot be
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rerun, but hydrogen’s spectral lines can be measured repeatedly, and nuclear reaction rates can
be studied and constrained. When cosmology claims a parameter by matching a feature that is
microphysically understood, it is importing the reliability of that microphysics into the inference
chain.

At the same time, microphysics introduces its own model dependencies. Many cosmic signals
arise from complicated astrophysical systems—stars, galaxies, accreting black holes, dust
clouds—whose detailed physics is not fully known from first principles. In those cases,
microphysics does not eliminate storytelling; it relocates it. The story becomes “this population

n u

evolves like X,” “this dust law holds,” “this feedback mechanism saturates,” and so on.
Cosmology’s confidence is highest when the dominant signal comes from simple, well-
understood physics and lowest when it comes from messy astrophysical complexity that must

be marginalized over.

A crucial subtlety is that microphysical inference often operates through compression: spectra
and maps are reduced to a small set of summary statistics that are then compared to model
predictions. Compression is necessary, but it can conceal degeneracies—different combinations
of physical effects can yield similar summary statistics. When degeneracies exist, the narrative
of “we measured X” can mask the reality of “we inferred X conditional on Y being negligible or
modeled correctly.”

4.4 General relativity as the geometry engine that closes the loop

General relativity (GR) is the machinery that makes cosmology a coherent world-model rather
than a scrapbook of observations. It supplies the relationship between matter-energy content
and spacetime geometry, and it provides the propagation laws for light and other messengers
through that geometry. In practical terms, GR is the closure principle: it turns distance
measures, redshifts, and growth of structure into coupled constraints on a small set of
parameters, provided one restricts to a manageable family of cosmological models.

This is both the brilliance and the danger. The brilliance is that once you commit to GR plus a
symmetry-restricted spacetime class (often something like a smooth, homogeneous expanding
background with perturbations), you can predict many observables. The same model that fits
distance-redshift relations should also fit lensing patterns, clustering evolution, relic radiation
statistics, and more. When it does, the success is not cosmetic; it is deep consilience. It means
the inference stack is not free to tell any story it likes.

The danger is that GR’s role can become rhetorically invisible. People can speak as if “the data”
directly implies “the universe is this,” when in fact the implication is: given GR, given a model
family, given calibration assumptions, and given statistical priors, the posterior favors these
parameter values. If the model family is too narrow, the posterior can appear precise while
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excluding plausible alternatives. If the priors are too strong or unacknowledged, the narrative
can sound observationally inevitable. If new data reveal tensions, the community must decide
whether to attribute them to systematics, to new physics, or to an overly rigid model class. That
decision is partly technical and partly sociological, which is exactly where “storytelling” can
either be resisted or indulged.

Finally, there is a conceptual point that bears directly on your original paradox. GR does not let
you reconstruct the universe from light-cone data without additional assumptions because the
universe’s geometry is itself part of what you're trying to infer. The inference loop is closed by
choosing a parameterized form for geometry and content and then fitting it to data. This is a
legitimate scientific procedure. But it has a distinctive epistemic signature: the certainty of
conclusions must always be read as conditional on the closure assumptions. When those
closure assumptions are made explicit, cosmology looks like a disciplined inference science with
well-defined confidence tiers. When they are hidden, cosmology can look like confident
storytelling over an observationally thin substrate.

In short, the inference stack is not a defect. It is cosmology’s method. The question is whether
cosmology presents that method as method—or whether it allows its outputs to be narrated as
direct observation.

5. Ellis and the Inverse Problem Tradition

Modern cosmology is often practiced in the “forward” direction: assume a spacetime model
(often an FLRW background with perturbations), assume matter content and microphysics, then
compute what an observer should see on the sky. This is powerful because it turns a small set of
parameters into many predicted observables. But it also hides the observational asymmetry we
have been emphasizing: the data arrive on a past light cone, not on a spatial slice, and the
“world-model” is a reconstruction.

The inverse-problem tradition, associated strongly with Ellis and collaborators, flips the
direction. Instead of beginning with a global spacetime and asking what it predicts, it begins
with an idealized description of what could be observed and asks what spacetime geometry, in
principle, can be inferred. This shift is not merely philosophical. It functions as a conceptual
benchmark that forces cosmology to declare what is assumed, what is reconstructed, and what
is not accessible even in principle without additional commitments.

5.1 Ideal observational cosmology as a conceptual benchmark
“Ideal observational cosmology” is not a proposal for a new survey strategy. It is a thought-
experiment about epistemic limits and requirements. The benchmark begins by asking: if we
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had arbitrarily good instruments and arbitrarily complete data on our past light cone, what
information would we need to reconstruct spacetime and its contents?

The key move is to define “observations” in the strict sense of light-cone-accessible quantities.
These are not “the density field on a constant-time slice,” because that is not directly
observable. Instead, the primitives are things like direction on the sky, redshift, flux, angular
size, spectral shape, and any distortions induced by propagation through intervening structure.
In an ideal limit, one imagines measuring, for every source, not only redshift and brightness but
also lensing shear, time delays, and (if imaginable) tiny proper motions and their derivatives.
One also imagines separating astrophysical evolution (how sources change with time) from
geometric effects (how the universe maps emission to observation).

This benchmark clarifies something that standard practice can obscure: cosmology is
underdetermined unless you specify what you count as “data” and what physical relations you
allow yourself to use. If the only data were angles and fluxes, geometry would be weakly
constrained because intrinsic luminosities and sizes are not known. If you add standardized
candles/rulers, constraints sharpen, but now you rely on calibration and evolution assumptions.
If you add lensing, redshift drift, and other high-order effects, you gain additional geometric
leverage, but only if you can measure them and model the astrophysical contaminants.

So the value of ideal observational cosmology is not that it gives a practical recipe. Its value is
that it supplies a checklist: it tells you what sorts of information would be sufficient to
reconstruct spacetime on the light cone, and it exposes exactly where real cosmology must
insert principles, priors, and model families to make progress.

5.2 Reconstructing geometry on the null cone versus in the volume
A central insight in this tradition is the sharp difference between reconstructing geometry on
the null cone and reconstructing it in the interior spacetime volume.

On the null cone, the observer’s data naturally live on a three-dimensional hypersurface: the set
of emission events that connect to “here-now” by null propagation. In that setting, the
reconstruction problem is a boundary problem: can we infer the intrinsic geometry of that
hypersurface and the way it is embedded in spacetime?

In many relativistic field theories, including GR, null hypersurfaces are “characteristic surfaces.”
Intuitively, that means two things relevant to cosmology:

First, the light cone is a natural place to pose observational data because it is exactly where
signals live. The data are not being awkwardly projected onto a surface they do not belong to;
they already belong there.
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Second, the null cone is not the same as a spacelike slice. A spacelike slice is the kind of surface
one uses to specify “initial data” for time evolution in the most familiar formulations.
Cosmology often speaks as if it knows what the universe “was like at time t” everywhere, which
implicitly imagines a spacelike slicing by cosmic time. But the raw data do not arrive as “the
universe at t.” They arrive as “the universe along our past null cone,” which mixes epochs by
construction.

This distinction matters because what you can reconstruct “on the cone” can be stronger than
what you can reconstruct “in the volume” without extra assumptions. In idealized conditions,
one can say: sufficiently rich light-cone data determine the spacetime geometry on that light
cone. But that does not automatically give you the full four-dimensional story in the interior. To
go from the cone to the volume, you need an evolution procedure, and an evolution procedure
requires additional structure: field equations, regularity assumptions, and usually some way of
setting boundary/initial conditions that are not themselves directly on the cone you observed.

In other words, there is a built-in asymmetry:
e Light-cone reconstruction is “what can be inferred directly from what arrives.”

e Volumetric reconstruction is “what can be inferred after choosing how to extend light-
cone knowledge into a 4D spacetime.”

Cosmology usually performs that extension by selecting a family of spacetimes (often FLRW +
perturbations) that makes the extension unique enough to be useful. Ellis’s framing makes it
harder to forget that this uniqueness is not forced by observation alone; it is achieved by
restricting the class of admissible universes.

This is exactly where the “storytelling” vulnerability appears. A clean, volumetric narrative is an
extension of light-cone knowledge under chosen constraints. The narrative can be highly
credible when multiple independent observables converge under the same extension. But the
narrative is still an extension, and Ellis’s inverse framing is a way to keep that fact visible.

5.3 Why the ideal program is hard in practice and what survives of it
The ideal program is hard for reasons that are not merely technological but structural.

First, many of the “extra” observables that would make light-cone reconstruction sharp are
extremely small. Proper motions of distant galaxies are tiny; their second-order effects are
tinier. Redshift drift (the slow change of cosmological redshift over human timescales) is
conceptually clean but observationally brutal. These quantities are precisely the sort of data
that would help disentangle geometry from astrophysics, but they sit near or beyond practical
measurability for most of cosmic history.
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Second, real sources are not standardized objects. They evolve. Their environments evolve.
Their dust content evolves. Their merger histories evolve. Even if your instrument is perfect,
your inference is contaminated by source evolution that can mimic geometric signals. The ideal
program often assumes you can either model evolution accurately or use classes of sources
whose evolution is controlled. In practice, evolution is one of the largest “model insertion
points” in cosmology.

Third, selection effects are inseparable from observation. Surveys have flux limits, surface-
brightness thresholds, color cuts, and completeness boundaries. These slice the light cone in
complicated ways. In the ideal program, you imagine a complete census; in reality, you have a
censored dataset that must be corrected statistically, and the corrections can be degenerate
with cosmological parameters.

Fourth, lensing is both friend and enemy. Lensing encodes geometry and the growth of
structure, so it is a powerful source of information. But lensing also adds scatter to distance
indicators and distorts source shapes in ways that must be disentangled from intrinsic
morphology and instrumental effects. Lensing therefore simultaneously increases information
content and increases the complexity of the inference stack.

Given these obstacles, what survives of the inverse tradition?

One surviving contribution is conceptual hygiene. It provides a disciplined language for
separating what is truly “on the light cone” from what is a reconstruction in a chosen slicing.
That language makes it easier to grade claims by epistemic tier.

A second survivor is methodological influence. Even when cosmologists do forward modeling,
they increasingly build analyses in explicitly light-cone terms: mock catalogs that live on the past
light cone, forward-modeled selection effects, and observables defined as light-cone statistics
rather than “instantaneous” fields. This is a practical assimilation of the inverse insight: you
respect the geometry of observation.

A third survivor is the push for consistency and “null tests.” If a framework claims that certain
combinations of observables must satisfy a relation regardless of parameters, then those
relations become tests of the framework rather than fits within it. This is an inverse-style
posture: instead of assuming the model and estimating parameters, you ask whether the data
even permit the model class.

A fourth survivor is humility about uniqueness. The inverse framing keeps alive the possibility
that different volumetric stories could be consistent with the same light-cone data unless
discriminating observables are added. This discourages rhetorical overreach and encourages the
design of future observations that are not merely “more data,” but “new kinds of data” that
break degeneracies.
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So Ellis and the inverse tradition do not overthrow standard cosmology. They do something
subtler and more valuable for the theme of this paper: they expose the joints. They show where
the observational substrate ends, where reconstruction begins, where principles enter, and
where “story” is not a pejorative but a structural temptation that must be managed by explicit
inference discipline.

6. The Copernican Principle as the Quiet Load-Bearer

The Copernican Principle is often invoked as a posture of intellectual humility: do not assume
we occupy a privileged place in the cosmos. But in cosmology it also functions as a structural
brace that allows local, light-cone observations to be promoted into global claims about the
universe. In that sense it is not merely philosophical decor; it is a quiet load-bearer. It often sits
in the background, unspoken, because it feels “obviously reasonable.” Yet its reasonableness is
not the same thing as its dispensability. Without some version of Copernicanity, cosmology
becomes radically underdetermined: the data from one location could be explained by a wide
range of inhomogeneous or anisotropic universes centered (or nearly centered) on the
observer. With Copernicanity, those alternatives are not automatically false, but they are
demoted: they require extra structure and fine tuning, and they lose the default privilege of
being the simplest extension of what we see.

This section clarifies what Copernicanity does and does not assert, how it upgrades isotropy into
homogeneity, what “consistency tests” actually test, and how special-location models can hide
inside the same light-cone data if one is not careful.

6.1 What Copernicanity asserts and what it does not

In its minimal form, Copernicanity asserts something like this: the conditions at our location are
not extraordinarily special compared to those at other locations compatible with the existence
of observers. It is a claim of non-privilege, not a claim of uniformity. That distinction matters.

Copernicanity does not assert that the universe must be homogeneous. It does not assert that
every observer sees the same sky. It does not assert that the universe cannot have large-scale
structure, voids, or anisotropies. It does not even assert a particular metric. Instead, it functions
as a constraint on the kinds of explanations we accept as “natural.” If a model explains our data
by placing us near a unique geometric center, or by requiring a carefully tuned radial profile
around us, Copernicanity judges that model suspicious: not impossible, but epistemically costly.

In practical cosmology, Copernicanity is often bundled with a stronger set of assumptions:
statistical homogeneity and isotropy on large scales, and the existence of a preferred slicing by
“cosmic time” associated with a nearly uniform matter distribution. These stronger assumptions
are not identical to Copernicanity; they are downstream consequences in specific model
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families. The danger of bundling is rhetorical: the audience hears “we are not special” and
assumes it implies “the universe is the same everywhere,” which is not logically necessary
without additional premises.

Copernicanity is therefore best treated as a methodological stance that motivates the simplest
global extension of our local observations, rather than as an observational fact. That stance is
not arbitrary; it is a rational guard against special pleading. But being rational does not mean it
is directly measured. The “quiet load-bearing” role is precisely that it bridges this gap: it allows
inference to proceed where observation alone cannot fully constrain.

6.2 How isotropy around us becomes claims about homogeneity

One of the most powerful observational facts in cosmology is approximate isotropy: the
universe looks broadly similar in all directions when viewed on very large angular scales, once
local motions and foregrounds are accounted for. The conceptual leap occurs when isotropy
around us is treated as evidence for isotropy around everyone, which then becomes evidence
for homogeneity.

There are two steps here, and each step is an inference.

Step one: from isotropy observed at one location to isotropy about all locations. This is where
Copernicanity does its primary work. If we are not in a special place, then it would be odd for
only us to see isotropy. Therefore, we treat our observed isotropy as indicative of a broader
property: that typical observers would see something like it too. But notice: that conclusion is
not purely observational. It is a principle-driven extrapolation from one vantage to many.

Step two: from isotropy about all locations to spatial homogeneity. This step is more
mathematical: under appropriate conditions, if every fundamental observer sees isotropy
(especially in the distribution of matter or in a relic radiation field), then the underlying
spacetime must be of a highly symmetric form. In effect, “isotropy everywhere” is so restrictive
that it forces homogeneity in many standard settings. This is why isotropy is such a prized
observational property: it can strongly constrain geometry.

But this is also where the danger of oversimplification arises. We do not directly observe
“isotropy everywhere.” We observe isotropy here. The conversion of that one fact into a
statement about global symmetry requires (i) a typicality principle and (ii) a claim about what
kind of observers count as fundamental (comoving with the average matter flow, etc.).
Moreover, real data are only approximately isotropic and are contaminated by local structure,
peculiar velocities, and observational systematics. So the inference is never “isotropy implies
homogeneity” in a clean syllogism. It is “approximate isotropy here, plus Copernicanity, plus a
model family in which isotropy-about-all-observers forces homogeneity, yields a universe that is
approximately homogeneous on large scales.”

22



If those scaffolds are kept visible, the inference is impressive rather than absurd. If the scaffolds
are hidden, the conclusion can sound like a leap from a single sky map to a statement about all
of spacetime, which is precisely the storytelling vibe you flagged.

6.3 Observational consistency tests and what they actually test

Because Copernicanity is a principle, not a direct observation, cosmologists have asked: can we
test it? The answer is subtle. You cannot directly compare your sky to another observer’s sky.
But you can design tests that ask whether the data behave as they should if the universe is well-
described by a Copernican/FLRW-type model.

Such tests are often called “consistency tests” because they do not merely fit parameters; they
check whether certain relationships among observables hold at all. The crucial point is what
they actually test.

First, these tests primarily test the model class (e.g., FLRW geometry plus standard propagation)
rather than Copernicanity in isolation. If a consistency relation fails, something is wrong:
perhaps systematics, perhaps astrophysical contamination, perhaps new physics, perhaps a
departure from FLRW, perhaps a failure of Copernicanity. The test is diagnostic, not a single-
interpretation verdict.

Second, many tests rely on translating observables into distances, expansion rates, or growth
functions. That translation already uses assumptions about light propagation, calibration, and
sometimes GR itself. So the test is rarely “Copernicanity pure.” It is “Copernicanity + GR +
standard candles/rulers +...” To the extent the translation is robust, the test is meaningful. To
the extent it is entangled with uncertain astrophysics, the test becomes less definitive.

Third, the best tests attempt to use multiple independent channels precisely to reduce that
entanglement. For example, one can compare the expansion history inferred from distance
indicators to the growth of structure inferred from clustering and lensing, or compare curvature
inferred from one combination of observables to curvature inferred from another. If these are
consistent, the Copernican/FLRW framework gains credibility because it simultaneously explains
otherwise independent aspects of the data.

Fourth, there are proposed “direct” Copernicanity probes in principle, such as looking for
signatures that would arise if distant observers saw a different cosmic microwave background
than we do. In practice, those probes are very difficult because they require extracting tiny
signals from complex astrophysical systems. The point is not that tests are impossible; it is that
the observational situation makes them rare, hard, and typically indirect.

So when someone says “Copernicanity is tested,” the responsible translation is: “we have
performed tests of the consistency relations implied by a Copernican/FLRW-type model, and the
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data have not forced us to abandon that framework.” That is meaningful. It is not the same as

I”

having observed “we are typica

6.4 Failure modes: special-location models and hidden degeneracies

The most important reason to keep Copernicanity explicit is that, without it, cosmology has
failure modes that can masquerade as success. These failures do not always look like dramatic
contradictions. Often they look like hidden degeneracies: different universes can produce similar
light-cone observables for a centrally placed observer.

One failure mode is the “special-location” model: a universe that is spherically symmetric
around us but radially inhomogeneous, engineered so that distance-redshift relations mimic
those of a homogeneous expanding universe. In such a model, acceleration-like observations
can be reinterpreted as effects of living near the center of a large underdensity. The model can
reproduce some distance data surprisingly well because distance-redshift is a 1D relation that
can be matched by tuning radial profiles.

A second failure mode is that light-cone observables are often integrals along the line of sight.
Many different radial distributions of matter and curvature can produce similar integrated
effects, especially if one is allowed to adjust source evolution and selection functions. This is an
inverse-problem degeneracy: boundary data do not uniquely determine interior structure
unless additional constraints break the degeneracy.

A third failure mode is systematic “conspiracy”: calibration errors, evolution mis-modeling, and
selection effects can combine to mimic the signatures of new physics or to hide departures from
homogeneity. Because cosmology is inference-heavy, the systematics do not merely add noise;
they can bend the inferred geometry.

A fourth failure mode is rhetorical: treating parameter precision as if it were framework
certainty. A cosmological model can deliver very tight constraints on parameters within its own
family while still being one among several plausible families that fit the data nearly as well. The
tightness then becomes a narrative amplifier: the public hears “we know the age of the universe
to X digits” and infers that cosmology knows the global structure with comparable certainty.
This is not always warranted.

What breaks these degeneracies? Not more of the same data, but different kinds of data that
probe geometry and dynamics in complementary ways. Lensing, growth of structure, redshift
drift, multi-messenger distances, and other channels can constrain inhomogeneous alternatives
more strongly because they do not depend on the same integrals and do not suffer the same
degeneracies. But the key point for this paper’s theme is conceptual: Copernicanity is not a
decorative commitment. It is a load-bearing choice that suppresses a large space of special-
location explanations. That suppression is often reasonable and often vindicated by cross-
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checks, but it should be acknowledged as part of the inference stack rather than smuggled in as
“just what the data say.”

In short: Copernicanity is the bridge that lets one sky become a global story. The bridge is not
irrational, but it is not free. If cosmology wants to avoid storytelling, it should keep that bridge
visible—so that confidence is always correctly labeled as confidence-in-data, confidence-in-
model, and confidence-in-principle, rather than a single undifferentiated certainty.

7. Where Storytelling Enters

“Storytelling” in cosmology is not the same thing as lying or making things up. It is a structural
tendency that appears whenever an inference pipeline produces an intelligible narrative from
data that underdetermine the interior spacetime structure. The universe is observed from one
location, primarily on a past light cone, and then reconstructed into a volumetric world-model
through a chain of assumptions, calibrations, and equations. That chain is often disciplined,
mathematically explicit, and cross-checked. But the very act of reconstruction invites narrative
smoothing. The mind wants a single coherent history, not a family of conditional histories.
Communities also want a canonical account: a shared story that anchors pedagogy, funding, and
communication.

Storytelling enters at the seams—where data stop and interpretive choices begin. It enters
when we forget that a parameter is defined only within a model class, when we treat typicality
as a measured fact, when we compress complex degeneracies into a clean “timeline,” and when
we present conditional statements as if they were direct observations. This section identifies
four recurring points of entry and proposes a way to recognize them without collapsing into
cynicism.

7.1 Underdetermination: many models fit the same light-cone data

Underdetermination is the core technical fact behind cosmological storytelling: distinct models

can produce observationally similar light-cone predictions, especially when the observables are

integrated along the line of sight and when astrophysical evolution can be adjusted. This is not a
defect of cosmology as such. It is a generic feature of inverse problems.

There are several mechanisms that create underdetermination.

First, many observables are line-of-sight integrals. Distances, lensing convergence, optical depth,
and various background signals depend on integrated combinations of geometry and matter
distribution along null geodesics. Different interior distributions can yield the same integral. If
you allow enough freedom in the interior, you can often “fit the cone” without uniquely
determining the volume.
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Second, source evolution can masquerade as geometry. A change in intrinsic luminosity
distribution with redshift can imitate a change in distance-redshift relation. A shift in galaxy bias
with time can imitate a change in growth rate. A drift in dust properties can imitate spectral or
brightness evolution. Because we observe different epochs at different redshifts, astrophysics
and cosmology are always entangled. Untangling them is possible only by importing additional
data or additional assumptions.

Third, model families can be tuned to mimic each other over limited redshift ranges. A
parameterized expansion history can be made to resemble another with different underlying
physics, especially when the data are sparse or noisy in the discriminating region. Within the
precision of current measurements, “different stories” can be observationally near-degenerate.

Fourth, there are observational windows. We do not observe all scales equally well. On the
largest scales, cosmic variance limits precision; on the smallest scales, nonlinear astrophysics
complicates modeling. The best-constrained regime is a middle band, and different models can
be engineered to agree there while diverging in poorly constrained regions. This makes it easy
for a canonical narrative to overstate its exclusivity.

The practical response to underdetermination is not to deny it, but to manage it. Cosmology
manages it by adding independent probes, by restricting model families to those with good
theoretical motivation, and by asking whether alternative explanations require suspicious fine
tuning. But when the management strategy is not stated explicitly, it can look as if the data
alone pick a unique universe. That is the first form of storytelling: presenting a choice among
admissible models as if it were an observational necessity.

7.2 Priors, simplicity, and the seduction of a single “best story”

In any inference problem, priors matter. In cosmology, priors matter more because the dataset is
unique, the system is not rerunnable, and the mapping from observables to world-model is
structurally indirect. The concept of “simplicity” is often the socially acceptable name for a prior.
We prefer models that are smooth rather than wildly irregular, models that have fewer
parameters, models that match known physics, and models that avoid placing us at a special
location. These preferences are not irrational. They are tools for navigating underdetermination.
But they are also story-generators.

A simple model has a narrative advantage: it can be told as a clean history. A more complex
model may fit as well or slightly better but feels like a patchwork. Communities naturally
gravitate toward the model that is both predictive and tellable. Over time, tellability can
become confused with truth.
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There are two specific ways this seduction operates.

First, the “best story” effect: once a model becomes standard, all new observations are framed
in its language. Redshifts become “times.” Distances become “comoving radii.” Perturbations
become “seeds.” Even anomalies become “tensions” within that narrative rather than signals
that the narrative frame itself might be wrong. This is not necessarily bad—it can be the right
way to accumulate knowledge—but it can harden a framework into an interpretive monopoly.

Second, the “compression illusion”: when a model compresses vast data into a few parameters,
the resulting parameter values feel like deep knowledge. They are deep knowledge in one
sense: they summarize the fit within the model family. But the compression also hides
alternatives. The act of compressing is itself a prior: it asserts that the world can be adequately
summarized by those parameters. When that assertion is not foregrounded, the compressed
parameter set becomes the story, and the fact that it is a chosen compression becomes
invisible.

A disciplined cosmology does not eliminate priors; it exposes them. The epistemic maturity of
the field should be measured not by how confidently it declares a canonical story, but by how
clearly it distinguishes data-driven constraint from prior-driven preference.

7.3 Parameter confidence versus framework confidence

One of the most common sources of public confusion—and one of the most subtle sources of
internal overconfidence—is the difference between parameter confidence and framework
confidence.

Parameter confidence answers questions like: given this model family, how precisely are the
parameters constrained? Framework confidence answers a different question: how confident
are we that this model family is the right representation of reality, rather than one convenient
and highly successful approximation among others?

It is possible to have extremely high parameter confidence inside a framework while having only
moderate framework confidence. This is normal in science. But cosmology’s communication
often collapses the distinction. Statements like “the age of the universe is X with a tiny error
bar” are parameter statements. They are conditional on the framework that defines what “age”
means and how it connects to observables. When the conditionality is omitted, the parameter
statement reads like a direct measurement of a universal fact.

Framework confidence is harder to quantify because it is partly about what you have not
considered. It depends on the breadth of alternative model classes examined, the robustness of
results to different priors, and the presence of decisive discriminators that would falsify the
framework if wrong. In cosmology, decisive discriminators exist in some domains and are
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weaker in others. The result is a patchwork: some parts of the standard model are extremely
robust; other parts are plausible but less directly forced.

Storytelling enters when parameter precision is used as a proxy for framework truth. The
community can unintentionally communicate “we know the universe is like this” when what it
actually knows is “this model family, when fitted to these probes, yields a tight posterior.” These
are not equivalent. The solution is not to abandon tight posteriors, but to label them correctly
and to cultivate a norm of explicitly stating the framework dependence of headline numbers.

7.4 Rhetorical inflation: when conditional claims are narrated as facts
The final entry point is rhetorical inflation: a subtle shift in language that turns conditional,
model-mediated inferences into fact-like statements. This shift often happens in stages.

Stage one: a claim is introduced carefully. It is explicitly conditional: “within the standard
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cosmological model,” “assuming Copernicanity,” “assuming GR holds on these scales,” “after

marginalizing over astrophysical systematics,” and so on.

Stage two: the claim is repeated in more compressed form, often for pedagogy or outreach. The
conditional clauses are dropped for readability. The audience begins to treat the claim as
directly observed because it is stated in the declarative mood.

Stage three: the compressed claim becomes a premise for further reasoning. New stories are
built on top of it. At this point the original conditional structure is not merely omitted; it is
forgotten. The claim now functions socially as a fact.

This is not unique to cosmology, but cosmology is unusually vulnerable because the entire field
is a cascade of conditional inferences. When you stack many conditional claims and then narrate
the top layer as a single smooth history, you can produce something that feels like “we watched
it happen.” But we did not. We reconstructed it.

Rhetorical inflation also exploits a psychological asymmetry: it is easier to tell a story than to tell
a posterior distribution. People naturally prefer a single line over a fan of plausible trajectories.
The discipline of anti-storytelling is therefore a discipline of communicating distributions,
degeneracies, and conditionality without making the subject incomprehensible.

A practical rule for avoiding rhetorical inflation is to separate sentences into three kinds and
label them consistently in one’s own mind, even if not always on the page:

o Data statements: what was measured in detector language (angles, fluxes, spectra,
correlations).

¢ Inference statements: what was derived from data given explicit modeling steps.
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e Framework statements: what was assumed about global structure, typicality, and
governing laws.

When these categories remain distinct, cosmology reads as a rigorous inference science. When
they collapse into one declarative narrative, cosmology begins to look like literature with
equations. The difference is not whether cosmology uses mathematics. The difference is
whether it remembers where the mathematics begins to carry the story beyond what the light
cone strictly compels.

8. Three Case Studies in Constraint and Narrative

The most illuminating way to see where cosmology is exceptionally strong and where it
becomes story-prone is to walk through a few “flagship” themes. The goal is not to declare
winners and losers, but to show how the same inference machinery can produce (i) genuine,
overconstrained knowledge and (ii) attractive narratives that outrun what the light-cone data
uniquely fix. Each case study below has the same internal structure: a real observational
motivation, a real theoretical apparatus, a real domain of robust constraint, and a predictable
zone where extrapolation, priors, and rhetoric begin to dominate.

8.1 Inflation: problem-solver, generator of unobservables, prior magnet

Inflation enters cosmology as a repair mechanism for a set of otherwise awkward facts about
the early universe. The standard “hot big bang” picture does a lot well, but it leaves puzzles that
feel like boundary-condition coincidences: why distant regions appear so similar in temperature
despite apparently insufficient causal contact (the horizon problem), why spatial curvature
appears so close to zero over long cosmic times (the flatness problem), and why certain
hypothetical relics expected from high-energy symmetry breaking are not seen (the monopole
problem). Inflation proposes a single conceptual move that can address all three: an early era of
accelerated expansion that dramatically stretches space, diluting curvature and relics while also
allowing the region that becomes our observable universe to originate from a smaller, causally
connected patch.

This is the part of inflation that functions as a problem-solver: it takes “special initial conditions”
and tries to replace them with a dynamical mechanism that makes those conditions typical
outcomes. Even here, notice the epistemic shift: inflation is not directly observed; it is a story
about what must have happened early in order for later boundary data to look as they do. That
story might be correct, but it already lives one level above direct observation.

Inflation becomes far more than a repair mechanism because it also offers a generative
explanation for structure. Quantum fluctuations during inflation can be stretched to
macroscopic scales, becoming the seeds for later density perturbations. This is one of inflation’s
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greatest narrative strengths: it does not merely patch the early universe; it offers an origin story
for the pattern of large-scale structure and relic radiation anisotropies. The resulting predictions
are statistical rather than cinematic. Inflation does not predict a particular arrangement of
galaxies; it predicts a distribution of fluctuations with certain regularities (approximately scale-
invariant spectra, near-Gaussian statistics in simple models, and correlated modes). That
dovetails well with what cosmology actually measures: not the universe “as a picture,” but the
universe as a set of statistical fields on the sky.

So where does storytelling enter?

First, there is model multiplicity. “Inflation” is not one theory; it is a family of mechanisms.
Different inflaton potentials, different reheating histories, different multi-field dynamics, and
different couplings can all produce broadly similar large-scale signatures. The observational
successes of “inflationary-like initial conditions” do not automatically select a unique inflation
model. They can even be compatible with alternative early-universe scenarios that engineer
similar primordial spectra. This is underdetermination at the foundational level: the data may
favor “something like inflation,” but the details can remain largely narrative.

Second, inflation is a generator of unobservables by construction. If an inflationary phase lasted
longer than the minimal amount needed to explain our observable patch, then inflation tends
to push large regions beyond our horizon. Some versions naturally produce eternal inflation,
where inflation continues in some regions while ending in others, producing an effectively

unbounded patchwork. The “global” picture becomes inaccessible. The story expands to fill the
unobservable space, and then begins to use that unobservable space for explanation (for

example, by appealing to typicality among many regions).

Third, inflation is a prior magnet. Because inflation is invoked to solve “coincidence” problems
and to generate primordial perturbations, it invites a certain style of reasoning: if a model can
be tuned to match the observed spectrum, it is treated as viable; if it can also “naturally”
produce our observed parameters somewhere in a larger ensemble, it is treated as explanatory.
The inferential center of gravity shifts from “this model predicts this distinctive observable
prediction” to “this model can accommodate what we see without being too contrived.” That is
not illegitimate in an underdetermined setting, but it is precisely how storytelling becomes
socially stable: the model survives because it is flexible and narratively satisfying, not because it
is uniquely compelled.

Fourth, there is the temptation to conflate two very different claims: “inflationary initial
conditions describe our observable patch well” versus “inflation is the true global origin story of
the entire universe.” The first claim can be supported by statistical fits and cross-checks. The
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second claim is often an extrapolation beyond the horizon, stabilized by theoretical taste and
the desire for a canonical origin narrative.

Inflation therefore exemplifies the double nature of cosmological storytelling. It can be both a
powerful, mathematically tractable way to connect early-universe physics to observable
statistics and a narrative amplifier that encourages talk about regimes that are not only
unobserved but perhaps unobservable in principle.

8.2 Dark energy: distance inference, model families, and degeneracy

Dark energy is the signature case study for how cosmology’s inference stack can produce a
startling conclusion from an apparently simple observation. The core empirical trigger is
geometric: distance indicators suggest that the expansion history is not what one would expect
in @ matter-dominated universe with gravity always slowing expansion. In the most compact
narrative, “the universe’s expansion is accelerating.” But even before debating physical
interpretation, it is crucial to see what kind of statement this is.

Acceleration is not directly observed as a stopwatch reading on the universe. It is inferred from
the relationship among redshift, brightness (or other distance measures), and the mapping from
redshift to cosmic time inside a chosen geometric framework. In other words, “acceleration” is
an interpretive summary of a distance-redshift pattern after translating observables into
geometry. That translation involves calibration ladders, astrophysical corrections, and
assumptions about propagation. This is not a weakness; it is the only possible method. But it is
exactly why dark energy is a storytelling hotspot: the conclusion is dramatic, while the
observational substrate is indirect and model-mediated.

Once the distance inference is accepted, the next step is interpretation. There are at least three
broad narrative families:

First, a cosmological constant-like component (Lambda) that acts like a uniform energy density
with negative pressure in the dynamical equations. This is the simplest story in parameter-count
terms and often fits a wide range of probes well. It has enormous narrative appeal because it is
compact: one number, one smooth fate.

Second, dynamical dark energy: a field or fluid whose equation-of-state evolves with time, often
parameterized with forms like w(a) or w(z). This family preserves the basic narrative
(“something like dark energy exists”) while allowing more flexibility. It is also where priors
quietly dominate: the choice of parameterization, the assumed smoothness, and the permitted
range of behavior can strongly shape the conclusion.

Third, modified gravity: the inference of acceleration might be correct as a geometric fit, but the
physical explanation might be a departure from GR on large scales. This reframes “dark energy”
from a substance story to a law story. It highlights an important distinction: distance data
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constrain an effective expansion history, but the decomposition into “energy components”
versus “modified dynamics” is not uniquely fixed by geometry alone.

Degeneracy is the center of the dark energy storytelling problem. Different combinations of
matter density, curvature, dark energy parameters, and systematics can mimic each other in
distance observables. Even adding more probes does not automatically eliminate degeneracyj; it
can move it. Growth-of-structure data can help discriminate between a new component and
modified gravity, but growth inference itself is entangled with nonlinear astrophysics, bias
modeling, and survey systematics. Lensing adds geometric and growth information but also
introduces its own sensitivity to modeling choices.

This is also where the difference between parameter confidence and framework confidence
becomes vivid. Within a chosen framework, one can produce tight confidence intervals on w, on
Omega_m, on curvature, on HO. Those are meaningful conditional statements. But a tight
interval on a parameter does not equal a tight grip on the true explanation. Dark energy
becomes a canonical story partly because it is an excellent compression of many datasets within
a broadly successful framework, and partly because alternatives often require more
complicated modeling or less familiar physics. The narrative advantage of simplicity is immense
here.

There is an additional narrative pressure unique to dark energy: it invites metaphysical
language. If a cosmological constant is real, it raises deep questions about vacuum energy and

III

“why this value.” The so-called “why so small” and “why now” flavors of the problem are not
merely technical; they are invitations to anthropic reasoning and multiverse talk. This is where
dark energy can become a bridge from constrained inference into speculative story: once the
observed acceleration is encoded as “Lambda,” the next step is often a global explanation for

Lambda’s value, and that step can easily outrun empirical traction.

So dark energy is the archetype of inference-driven cosmology: a dramatic world-model feature
inferred from boundary data through a geometric pipeline, then interpreted through model
families where degeneracy and priors can do substantial work. It is not “mere story.” It is also
not a uniguely compelled tale unless one is careful about what level of claim is being made.

8.3 Beyond the horizon: what is physics, what is metaphysics, what is poetry

The boundary of the observable universe is a natural generator of cosmological storytelling
because it is a boundary that looks like it might be merely practical (“we just cannot see farther
yet”) but is in fact deeply tied to causal structure. The phrase “beyond the horizon” compresses
several distinct ideas: the particle horizon (limits of causal contact since the beginning), the
event horizon (limits on what signals will ever reach us in the future), and the observational
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horizon (limits set by opacity, foregrounds, and instrument sensitivity). Each has a different
relationship to what might be knowable even in principle.

This is where cosmology must make a disciplined classification, or it will drift into genre
confusion.

Physics, in the strict sense, is about claims that can be linked to discriminating observables, even
if indirectly. A claim about the global topology of space can be physics if it implies repeated
patterns in sky maps that could, in principle, be searched for. A claim about new particle species
can be physics if it changes relic radiation statistics or structure growth in measurable ways. A
claim about early-universe dynamics can be physics if it predicts distinctive correlation patterns
or non-Gaussian features that separate it from alternatives.

Metaphysics enters when the claim is about what exists but lacks discriminating observables
from within our causal patch. Many statements about regions forever outside our horizon fall
into this category. They may be reasonable extrapolations of a successful local model, but the
extrapolation is not testable in the ordinary sense. “The universe is spatially infinite” may be a
natural extension of a near-flat local geometry, but observationally it can remain
underdetermined: very large but finite can look like infinite over our patch. The difference
between “infinite” and “enormous” may be metaphysical for us, even if it is mathematically
precise.

Poetry enters not as an insult but as a category for language that expresses orientation, awe, or
existential interpretation rather than empirical discrimination. “The universe is a single
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organism,” “the cosmos is thinking,” “the multiverse is an ocean of worlds” can function
poetically even when dressed in scientific vocabulary. Poetry can coexist with physics, but it

should not masquerade as physics.

The storytelling hazard “beyond the horizon” is that cosmological language often slides among
these categories without signaling the slide. A technical statement about an observable patch
(physics) becomes a generalized claim about all of reality (metaphysics) and is then narrated in a
way that expresses existential meaning (poetry), all in one continuous paragraph. The reader is
left with the impression that the entire chain has the same evidential status.

A disciplined cosmology can still talk about the beyond, but it must label the epistemic tier. It
can say: “if our local model extends globally, then...” or “in models where inflation is eternal,
one expects...” or “a natural extrapolation is...” Such phrases are not hedges; they are honesty
markers. They tell the reader whether the statement is a tested consequence, a model-
conditional extrapolation, or a metaphysical posture.

In this sense, “beyond the horizon” is the purest mirror of the theme of this paper. It forces the
guestion: are we doing science, are we doing metaphysics, or are we doing poetry? None of

33



these is forbidden. The problem is only when they are blended without acknowledgment, so
that cosmology’s genuine empirical achievements inadvertently confer scientific authority on
narratives that are, in practice, underdetermined or non-discriminable from within our one light
cone.

9. A Taxonomy of Cosmological Claims

If cosmology is to avoid drifting into “cosmology stories,” it needs a public and internal grammar
for the strength of its claims. The problem is not that cosmologists exaggerate intentionally; it is
that cosmology’s inference stack naturally produces outputs that look like facts, and the
community often speaks in a compressed register where the conditional scaffolding is silently
assumed. A taxonomy helps by separating claims into epistemic tiers: claims that are tightly
constrained by multiple independent probes; claims that are robust only within a chosen
framework or principle set; claims that are mostly speculative because they lack strong
discriminators; and, finally, a communicative discipline that makes the tier visible to any reader
without forcing them to reconstruct the inference chain themselves. What follows is not a rigid
classification scheme but a practical one, aimed at making “how we know” travel with “what we
claim.”

9.1 Directly constrained claims from multiple probes

These are claims that enjoy what might be called consilience: they are supported by multiple
observational channels that rely on different systematics and different physics, yet converge on
a compatible description. “Directly constrained” does not mean “observed without theory.” It
means the inference is stable across independent probes and does not collapse if a single
calibration rung is questioned.

The signature of this tier is redundancy. If one probe is wrong, another still points in the same
direction. If one modeling assumption is adjusted, the qualitative conclusion persists. These
claims typically have wide agreement across the field and strong predictive closure: they are not
just fitted; they forecast.

Examples of this tier, described in generic terms, include: the existence of an expanding
universe; the reality that distant sources are seen at earlier epochs; the presence of a relic
radiation background with a highly structured anisotropy pattern; the broad success of a hot,
dense early phase in explaining light-element abundances and relic radiation properties; and
the statistical existence of large-scale structure growth from small initial fluctuations. The details
of parameter values can be framework-sensitive, but the existence of the phenomena is hard to
remove without breaking many independent observations at once.
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These claims are where cosmology is least “story-like.” They are not unique because
cosmologists prefer them; they are robust because the data squeeze them from multiple sides.
The appropriate rhetorical posture for this tier is confident but still explicit about the chain:
“multiple independent probes converge on X.” Even in outreach, it is worth stating that the
confidence comes from convergence, not from a single miraculous dataset.

9.2 Framework-dependent claims that are robust only within assumptions

This tier contains a large fraction of cosmology’s headline numbers. They are meaningful and
often tightly constrained, but their meaning depends on a chosen framework: a model class for
spacetime geometry and contents, a typicality stance, and a set of propagation and calibration
assumptions.

Within the framework, these claims can be very stable. They can also be extremely precise. But
precision inside a framework is not the same as framework certainty. The epistemic signature of
this tier is conditional robustness: if you accept the framework, you get the conclusion; if you
relax a key assumption, the conclusion can shift.

Typical members of this tier include: specific values for the age of the universe; tight constraints
on curvature interpreted within a particular background model; best-fit parameter sets that
summarize the cosmic inventory in a low-dimensional way; and detailed reconstructions of the
expansion history expressed as a smooth function of redshift. These are not arbitrary. They are
often the outputs of mature statistical pipelines. But they are not framework-free facts.

A useful way to recognize this tier is to ask: if we changed one of the load-bearing principles—
Copernicanity, large-scale homogeneity, GR validity on the largest scales, or the chosen
parameterization of unknown components—would the claim still read the same? If the answer
is “no,” then the claim belongs here.

The appropriate rhetorical posture for this tier is: “within the standard framework,” “conditional
on GR,” “assuming large-scale statistical homogeneity,” or “in the class of models we have fit.”
This phrasing is not weakness; it is epistemic accuracy. It also protects cosmology from the
storytelling hazard where a framework-dependent number is narrated as if it were a direct
measurement.

9.3 Speculative claims with weak or indirect test channels

This tier is where cosmology blends into frontier theory, philosophy, and sometimes
metaphysics. The defining feature is not that the claims are silly, but that they lack strong
discriminators that could, in practice, be decisive from within our causal patch. Evidence, if
present, is often indirect, weakly informative, or entangled with many modeling choices. The
observational channel may be too narrow, the effect too small, or the degeneracies too wide.
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Examples include: strong claims about what exists beyond the horizon; claims about global
spatial infinitude versus unimaginably large finitude; certain classes of multiverse or landscape
narratives; detailed claims about the earliest instants where known physics is extrapolated far
beyond experimentally tested regimes; and explanations that rely heavily on anthropic typicality
in an ensemble that is not observationally sampled.

Importantly, this tier is not “wrong by definition.” Some speculative claims might be true and
might even be the best theoretical continuation of what we do know. The problem is epistemic
labeling. Without labeling, speculative claims can borrow authority from the directly
constrained tier simply because they are spoken in the same scientific voice. That is storytelling
by rhetorical proximity.
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The appropriate posture here is: “hypothesis,” “speculative extension,” “model-dependent
extrapolation,” and “currently weakly testable.” A disciplined cosmology can still explore these

ideas aggressively, but it should treat them as research programs rather than as settled history.

9.4 How to label claims so readers can see the epistemic tier

A taxonomy is only useful if it changes communication. The central practical recommendation is
simple: attach an epistemic tag to the claim, not as a footnote but as part of its grammatical
form. The goal is not to burden every sentence with caveats; it is to make the tier visible at the
point where it matters.

A workable labeling discipline can be built from four moves.

First, separate the claim from the measurement. Use a two-step sentence structure: “We
observe A (detector-language). Interpreted through model B, this implies C (world-language).”
This immediately tells the reader where observation ends and inference begins.

Second, explicitly name the load-bearing assumptions when presenting headline conclusions.
Not all assumptions, just the few that would change the meaning if removed: Copernicanity, the
background geometry class, the validity of GR on the relevant scales, and the calibration
scaffolding for distances. A short phrase is often enough: “assuming a homogeneous
background,” “under GR,” “conditional on standard candle calibration.”

Third, distinguish parameter confidence from framework confidence in the same paragraph. It is
possible to say, plainly: “Within this framework the parameter is tightly constrained; alternative
frameworks can shift the interpretation.” This preserves the achievement while preventing the
compression illusion.

Fourth, adopt an “epistemic tier legend” that can be used consistently in the paper and in public
explanations. For example: Tier 1 (multi-probe robust), Tier 2 (framework-conditional), Tier 3
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(speculative/weakly testable). Once the legend is established, one can append a compact label
to major claims without interrupting flow.

The payoff is large. Readers can follow cosmology’s genuine achievements without being asked
to accept metaphysical extrapolations as if they were measurements. Researchers can argue
vigorously at the speculative frontier without creating false impressions of certainty. And the
field as a whole gains a kind of intellectual anti-fragility: it becomes harder for a future revision
of framework assumptions to be perceived as a scandal, because the conditionality was never
hidden in the first place.

This taxonomy does not weaken cosmology. It strengthens it by aligning rhetoric with structure:
one light cone, one universe, an extraordinary inference stack, and therefore a moral obligation
to mark clearly where constraint ends and story begins.

10. A Discipline for Anti-Storytelling Cosmology

If cosmology is vulnerable to storytelling, the remedy is not cynicism. The remedy is discipline: a
set of practices that preserve cosmology’s real explanatory power while preventing its outputs
from being mistaken for direct “views of spacetime.” Anti-storytelling cosmology does not mean
refusing to build narratives. It means building narratives with visible scaffolding, so that readers
can see the inference stack and the conditions under which the story holds. In effect, it treats
cosmological claims the way careful physicists treat conclusions in other inference-heavy
domains: by keeping the model, the priors, and the degeneracies in frame.

This section proposes four concrete practices that can be adopted in papers, talks, and outreach
without making the subject unreadable. They are not meant as moral rebukes. They are
methodological habits: a way to keep cosmology honest about its unique observational
geometry while still allowing strong conclusions where cross-checks genuinely support them.

10.1 Presenting inference chains explicitly rather than as conclusions

The first discipline is to treat cosmological claims as the end of a chain, not as self-standing
facts. In practice, cosmological communication often compresses that chain into a single
declarative sentence. The anti-storytelling alternative is a two-layer presentation that keeps
detector-language and world-language distinct.

Detector-language states what was directly measured, in the vocabulary of instruments and
catalogs: angular correlations on the sky, spectral features, brightness distributions, redshift
catalogs, lensing shears, time delays, and their associated uncertainties and systematics. World-
language states what these measurements imply within a chosen model: expansion history,
curvature, energy components, growth rates, and chronology.
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A disciplined paper makes the conversion visible. Not with pages of caveats, but with repeated,
compact patterns. For example: “We measure A. Under assumptions B, this implies C.” This
format forces the reader to see where inference enters. It also forces the author to notice when
B is doing more work than they remembered. Often the most important B is not a minor
technical assumption but a load-bearing principle: Copernicanity, a homogeneity prior, the
validity of GR on large scales, or a specific calibration relation.

Another practical tool is the “inference ledger.” For any major conclusion, list the minimum set
of assumptions required for that conclusion to be meaningful, not the entire analysis pipeline.
The ledger is short: one line for data inputs, one line for calibration, one line for propagation
assumptions, one line for geometry/dynamics assumptions. This transforms cosmology from a
story told at the top of the stack into a traceable argument.

Finally, the discipline includes resisting the temptation to replace causal structure with temporal
narrative. Instead of “then the universe did X,” prefer “in the fitted model, the inferred cosmic-
time evolution implies X.” The difference is small in prose and enormous in epistemic clarity. It
keeps the cosmic-time coordinate where it belongs: as a reconstruction, not as a film we
watched.

10.2 Stress-testing with alternative priors and model classes

Because underdetermination is real, the stability of a cosmological conclusion depends on how
it responds to reasonable alternative priors and alternative model classes. Anti-storytelling
cosmology therefore treats robustness checks as part of the main result, not as optional
appendices.

There are two levels of stress-testing.

The first is prior sensitivity. Many cosmological inferences are effectively “regularized” by priors:
smoothness priors on dark energy evolution, flat priors on parameters that are not flat in
physically meaningful variables, Gaussian priors derived from calibrations, or implicit priors
introduced by parameterization choice. A disciplined analysis asks: if | change the prior in a
physically plausible way, do | get the same qualitative conclusion? If the answer is yes, the
conclusion earns a higher tier. If not, the conclusion must be labeled as prior-dependent, even if
the posterior is numerically tight under the original choice.

The second level is model-class sensitivity. It is not enough to vary parameters inside one
framework; one should also test nearby frameworks that represent distinct physical hypotheses.
For example: a smooth dark-energy parameterization versus a modified-gravity
parameterization; a homogeneous background versus a controlled class of inhomogeneous
alternatives; standard recombination physics versus parameterized departures; or different
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treatments of astrophysical nuisance modeling. The point is not to chase every possibility. The
point is to ensure that the canonical story is not being stabilized by a narrow choice set.

Stress-testing also counters the social “best story” effect. A framework becomes standard partly
because it is a good compression of many probes. Over time, the community can forget that
other compressions are possible. Explicitly maintaining a stable of alternative model classes is
an anti-monopoly practice: it keeps the field from mistaking convenience for necessity.

10.3 Forecasting what new data would actually discriminate

A major driver of storytelling is the vague promise that “more data will settle it.” Anti-
storytelling cosmology replaces that with a sharper discipline: specify what new data would
discriminate between competing narratives, and why.

The key is to identify degeneracy-breaking observables rather than merely “better versions of
the same.” If two models are nearly degenerate in distance-redshift relations, another distance
survey may tighten parameters while leaving the fundamental ambiguity intact. What breaks
the degeneracy may be a growth observable, a time-domain observable, a direct measurement
of cosmic drift, or a multi-messenger distance anchor that bypasses a calibration ladder.

Forecasting should therefore be articulated in discriminant form: “Model A and Model B differ
most strongly in observable X in regime Y; therefore, an experiment with sensitivity Z would
decisively favor one.” This is not merely grant-writing. It is epistemic hygiene. It prevents the
narrative from solidifying in the absence of a clear path to decisive testing.

This discipline also disciplines enthusiasm for speculative extensions. If a claim lives primarily
beyond the horizon or in an ensemble picture, ask: what observable signature, accessible within
our causal patch, would move this claim from metaphysics toward physics? If no plausible
discriminator exists, that does not forbid the idea, but it forces it into the correct tier:
intellectually interesting, perhaps even theoretically well-motivated, but not presently
adjudicable by observation.

Finally, discriminant forecasting protects cosmology from the “precision trap,” where tightening
error bars inside a framework is mistaken for increasing certainty that the framework is correct.
Forecasts should explicitly separate “parameter tightening” goals from “framework
discrimination” goals, because they are not the same kind of progress.

10.4 Communicating uncertainty without collapsing into nihilism

Once the inference stack is made visible, some readers react by concluding that cosmology is
hopeless: “if it’s all conditional, then it’s all story.” That is the nihilism trap. Anti-storytelling
cosmology must therefore include a parallel communication discipline: show uncertainty
honestly while also showing why cosmology is not arbitrary.
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The core move is to communicate uncertainty as structured rather than as vague. A posterior
distribution is not nihilism; it is information. A degeneracy direction is not ignorance; it is a map
of what the data do and do not constrain. A framework dependence is not failure; it is a
statement about the conditional nature of inference in a system with unique observational
constraints.

Practically, this means stating three things side by side:

First, what is robust: the qualitative phenomena supported by multiple probes. This anchors the
reader’s trust.

Second, what is conditional: the parameters and histories that depend on chosen frameworks
or priors. This conveys honesty.

Third, what would change the situation: the discriminating observations that could move
conditional claims into more robust tiers. This preserves the scientific posture of testability
rather than resignation.

Another important move is to avoid conflating “not directly observed” with “merely imagined.”
Many physical facts are not directly observed in any field; they are inferred. The difference is the
strength and redundancy of the inference. Cosmology should present itself as an inference
science with unusual geometry, not as a visual science. This reframing helps readers understand
why “measure-zero in 4D” does not imply “no knowledge,” while still respecting that the leap
from light-cone data to global narratives is not automatic.

Finally, anti-storytelling communication benefits from a norm of epistemic tier labeling, as
proposed earlier. If readers learn that Tier 1 claims are consilient and robust, Tier 2 claims are
framework-conditional, and Tier 3 claims are speculative, they can appreciate cosmology
without being misled by its most poetic extrapolations. That is the stable middle ground
between triumphalist certainty and nihilist dismissal.

In sum, the discipline for anti-storytelling cosmology is not a demand for less imagination. It is a
demand for visible inference. It asks cosmology to keep its scaffolding in frame: to show the
chain from light-cone data to world-model, to test that chain against alternatives, to aim future
observations at real discriminators, and to communicate uncertainty as a structured map rather
than as a confession of ignorance.

11. Future Observational Leverage

Cosmology’s core limitation is not “lack of data” in a crude sense. It is the geometric and
epistemic structure of the data: one past light cone, one location, one universe, plus a complex
inference stack that maps boundary observables into volumetric claims. Future progress
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therefore depends less on simply accumulating more photons and more on acquiring new kinds
of leverage—observations that break degeneracies, bypass fragile calibration ladders, and test
the quiet principles (especially Copernicanity) that make global inference possible. At the same
time, there are ceilings: some questions may remain structurally underdetermined for any
observer confined to one causal patch. This section describes four avenues: multi-messenger
distances that reduce dependence on traditional ladders; the promise and limits of ever-larger
surveys; what “testing Copernicanity” could realistically mean; and which cosmic questions may
remain permanently in the realm of conditional narrative rather than decisive measurement.

11.1 Multi-messenger cosmology and independent distance measures

The most valuable future observations are not necessarily those that refine existing parameters,
but those that provide independent distance measures and timing-based geometry that does
not rely on the classical ladder structure. Multi-messenger cosmology is the paradigm example.
The general idea is simple: when a single astrophysical event emits different messengers—
gravitational waves, electromagnetic signals across bands, neutrinos—each messenger encodes
complementary information. Together, they can constrain distances, source properties, and
propagation physics in ways that reduce degeneracy.

The epistemic appeal is that gravitational-wave signals can, in principle, provide an absolute
distance scale through waveform amplitude and its evolution, without requiring the same
astrophysical standardization as electromagnetic candles. If an electromagnetic counterpart
identifies the host environment and yields a redshift, the distance-redshift relation can be
constrained with a different systematic profile than traditional methods. This is valuable not
only because it offers a cross-check, but because it bypasses some of the ladder’s most delicate
rungs.

Even when counterparts are not identified, population-level methods can still contribute by
statistically associating events with galaxy catalogs. These approaches are not “cleaner” in an
absolute sense—they have their own selection biases and modeling complications—but they
shift the dependence structure. Anti-storytelling cosmology values such shifts because they
disrupt hidden circularities: if two inference chains share the same calibration anchors, their
agreement can be partly illusory; if they do not, their agreement becomes stronger evidence.

Multi-messenger leverage also includes time-domain geometry beyond gravitational waves:
time delays in strong lensing systems, reverberation mapping approaches, and other methods
where time acts as a ruler. Timing is epistemically powerful because it can be less sensitive to
some forms of astrophysical evolution than brightness-based methods, though it introduces its
own systematics (lens modeling, mass distributions, environment).
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The broader point is that independent distance measures are cosmology’s currency of progress.
Wherever the inference stack currently relies on a narrow set of calibration assumptions, a
genuinely independent distance channel is not “more data” but “new geometry.”

11.2 Large surveys, systematics control, and the diminishing-returns frontier

Large surveys—of galaxies, weak lensing shear, baryon-tracing emissions, relic radiation fields,
time-domain transients—promise to increase statistical power by orders of magnitude. But
there is a predictable frontier beyond which statistical errors shrink while systematic
uncertainties dominate. The storytelling risk increases precisely at that frontier: when formal
error bars become tiny, the temptation grows to present framework outputs as settled facts,
even though the limiting uncertainty is no longer random noise but model dependence and
systematics.

I”

Anti-storytelling cosmology therefore treats “systematics control” as a first-class scientific result.
It is not glamorous, but it is what converts survey scale into epistemic strength. This includes:
calibration stability across instruments and epochs; control of selection functions; robust
photometric redshift inference; understanding galaxy bias and baryonic feedback for clustering
and lensing; and careful foreground modeling for relic radiation and intensity mapping
observations. Each of these is a place where narrative can creep in if the correction models are

overtrusted.

The diminishing-returns frontier is not merely a practical nuisance; it is an epistemic signpost.
When surveys become so powerful that they expose tensions at the few-sigma level, the field
must decide whether those tensions are new physics or unmodeled systematics. Both are
plausible. The discipline here is to treat the decision as provisional and to invest in observations
that change the degeneracy geometry, not just those that increase sample size.

Large surveys also intensify cosmic variance constraints at the largest scales. Even a perfect full-
sky measurement still has limited independent modes at low multipoles. This means certain
global questions will remain variance-limited regardless of instrument sophistication. In those
domains, “more survey” does not buy decisive certainty, and storytelling must be actively
resisted.

So the future of surveys is both bright and bounded. They will map the light cone with
unprecedented fidelity. They will also force cosmology to become more explicit about what is
limited by statistics, what is limited by astrophysics, and what is limited by the single-universe
constraint.

11.3 What would count as a real Copernicanity test
Because Copernicanity is a principle that upgrades local observation into global inference, a
“real” test would be one that does not simply assume the Copernican/FLRW structure and then
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confirm that the fitted model is self-consistent. A real test would instead probe whether other
observers—at least in a constrained, indirect sense—would see something like what we see, or
whether the universe’s large-scale structure is compatible with us being typical rather than
central.

But what could that mean operationally?

One class of tests aims to detect signatures that would arise if the universe were radially
inhomogeneous around us in a way that mimics standard expansion. Such inhomogeneity can
reproduce certain distance relations, but it tends to make other observables inconsistent—
particularly those involving the growth of structure, lensing statistics, and the relationship
between expansion and clustering. A robust Copernicanity test therefore seeks combinations of
observables that cannot be simultaneously matched by a special-location inhomogeneity
without fine tuning.

A second class of tests aims to infer aspects of what the relic radiation field would look like from
other locations. In principle, if you could measure the relic radiation “as seen” at remote points,
you could compare it to what we observe and test whether isotropy is a special feature of our
location. Practically, this is extraordinarily difficult and depends on extracting subtle signals from
complex astrophysical environments. Still, the conceptual point matters: a true Copernicanity
test tries to access “the sky from somewhere else,” even if only indirectly.

A third class uses purely geometric consistency relations that must hold in homogeneous
cosmologies regardless of the specific parameter values. If such relations fail robustly across
independent datasets and independent systematics treatments, then the failure points toward
either a breakdown of FLRW assumptions, a breakdown of Copernicanity, or new
propagation/dynamics physics. These tests are not pure Copernicanity probes, but they are the
best realistic proxy given our observational situation: they probe the compatibility of the data
with the global symmetry assumptions that Copernicanity helps justify.

What makes a test “real,” then, is not that it is philosophically pure, but that it is discriminating:
it rules out broad classes of special-location explanations rather than simply tightening
parameters within the standard story. Anti-storytelling cosmology should define Copernicanity
tests in this discriminant language: “here is what an inhomogeneous central model would do to
observable X; here is where the standard model differs; here is what measurement precision
would force a choice.”

11.4 The realistic ceiling: what remains structurally unknowable

Even with future leverage, some cosmological questions may remain structurally
underdetermined for any observer confined to one causal patch. This is not a failure of science.
It is a boundary condition of epistemology in a relativistic universe.
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Several ceilings are worth naming.

First, global properties beyond the horizon may remain undecidable. Whether the universe is
spatially infinite or merely enormously large may be empirically indistinguishable within our
observable region. Likewise, detailed claims about the arrangement of matter far beyond our
horizon may remain forever outside testability, not because instruments are weak, but because
causal structure forbids information transfer.

Second, some distinctions in early-universe physics may remain degenerate if they produce
near-identical primordial statistics in the observable band while differing mainly in unobservable
regimes. Unless a model predicts a distinctive signature within the observable window—
something like a particular pattern of correlations, a departure from Gaussianity, or a feature in
a spectrum—the model choice can remain a matter of theoretical preference rather than
observational adjudication.

Third, uniqueness itself imposes ceilings. Cosmic variance means that certain large-scale
anomalies might remain ambiguous: are they statistical flukes in one realization, or signs of new
physics? Without multiple skies to average over, some questions may remain permanently
probabilistic.

Fourth, the inference stack’s dependence on astrophysical complexity imposes practical ceilings.
Some cosmological signals are filtered through messy nonlinear structure formation and
baryonic physics. Even if the underlying cosmological model is simple, the observational channel
may remain contaminated in ways that limit precision or introduce irreducible modeling
uncertainty.

Naming ceilings is itself an anti-storytelling practice. It prevents cosmology from promising a
final, totalizing narrative simply because it is culturally satisfying. It also reframes humility as a
strength rather than a retreat: a mature science knows not only what it can infer, but what is
structurally out of reach given the geometry of observation.

The productive posture, then, is neither triumphal nor nihilist. It is: pursue new observational
leverage that breaks real degeneracies, aim for discriminant tests of quiet principles like
Copernicanity, and maintain an explicit boundary between what is becoming better constrained
and what may remain permanently conditional. That posture preserves cosmology’s real
achievements while keeping its storytelling instincts in their proper place—useful for hypothesis
generation, but never allowed to masquerade as directly observed spacetime.
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12. Conclusion

Cosmology is often described as the science of the whole universe. That description is true in
aspiration and scope, but it can mislead in method. Cosmology does not observe the universe as
a volume. It observes boundary-structured data—primarily what arrives on a past light cone—
then reconstructs a volumetric world-model through a long inference stack that includes
calibration ladders, microphysical translation, dynamical equations, and quiet principles like
Copernicanity. This is not a defect. It is the only way a creature inside the system can do
cosmology at all. But the same structure that grants cosmology its power also creates a
predictable hazard: narrative can outrun constraint. When the scaffolding is hidden, conditional
results are narrated as facts, and cosmology begins to look like an elegant story told over a thin
observational substrate.

The remedy is not to abandon cosmology or to mock its ambition. The remedy is epistemic
transparency: a disciplined practice of showing inference chains, labeling claim tiers, stress-
testing priors and model families, and communicating uncertainty as structured rather than as
nihilistic doubt. Done well, this discipline does not weaken cosmology. It strengthens it by
aligning rhetoric with method and by protecting the field’s genuine achievements from being
diluted by rhetorical inflation.

12.1 Restating the thesis: boundary access, inference power, narrative risk

The thesis of this paper can be stated in one sentence: cosmology derives powerful, often
precise world-models from boundary access, but because the access is structurally thin relative
to the spacetime it narrates, cosmology is permanently at risk of turning conditional inferences
into canonical stories.

Three claims sit inside that sentence.

First, boundary access is real and nontrivial. The past light cone is not “almost nothing” in an
informational sense. It is a richly structured dataset—anisotropy fields, lensing distortions,
redshift distributions, clustering statistics, and multi-messenger signals—whose internal
correlations encode geometry and dynamics.

Second, inference power is earned by lawful structure and redundancy. Cosmology works when
multiple independent probes converge under a shared physical framework: propagation physics,
microphysics, and general relativistic geometry. That convergence can legitimately support
strong conclusions, even though those conclusions are not direct volumetric observations.

Third, narrative risk is structural, not moral. The risk arises because humans and institutions
prefer a single coherent history over a family of conditional reconstructions. The risk increases
when tight parameter posteriors are mistaken for framework certainty, when Copernicanity is
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treated as an observational fact rather than a methodological stance, and when beyond-the-
horizon extrapolations borrow authority from within-the-horizon constraints.

Cosmology, then, is neither absurd nor omniscient. It is an inference science operating under
unique constraints, capable of genuine knowledge and permanently tempted by overreach.

12.2 What is gained by epistemic transparency
Epistemic transparency is not a performance of humility. It is a practical tool that improves both
science and public trust.

First, transparency makes disagreements intelligible. Many public controversies in cosmology
are not “about the data” in a simple sense; they are about where systematics might live, which
priors are appropriate, and whether a tension signals new physics or modeling error. When
inference scaffolding is explicit, disagreements can be debated at the right layer rather than as
tribal battles between “believers” and “skeptics.”

Second, transparency strengthens the field against future revisions. A framework may later be
amended or replaced. If earlier results were presented as conditional on that framework,
revision looks like scientific progress. If earlier results were presented as direct facts about
reality, revision looks like scandal. The field’s long-term credibility is improved when
conditionality is named at the outset.

Third, transparency improves research direction. If a result is prior-sensitive or model-class-
sensitive, the correct next step is not necessarily to collect more of the same data. It is to seek
discriminating observables that break degeneracies. A transparent taxonomy of claims helps
prioritize experiments that actually change the epistemic situation rather than simply tightening
error bars inside an existing story.

Fourth, transparency protects cosmology’s real achievements. The discipline has genuine
triumphs—robust phenomena supported by multiple probes and grounded microphysics. Those
triumphs are made more credible, not less, when they are distinguished from speculative
extensions. Clear tier labeling prevents the strongest claims from being diluted by association
with the weakest ones.

Finally, transparency honors what cosmology really is: not a cosmic film reel, but a carefully
constrained reconstruction. When that is said plainly, the “measure-zero in spacetime” intuition
becomes clarifying rather than corrosive. It explains why cosmology must be inference-heavy,
and why inference-heavy does not mean arbitrary.
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12.3 What remains open: humility as a methodological necessity
Even with transparency, cosmology will remain incomplete, and not merely because we have
not built the next telescope. Some openness is permanent.

First, there are structural underdeterminations tied to causal horizons and cosmic variance.
Certain global questions may remain empirically undecidable from within one causal patch. This
includes fine distinctions about what lies forever beyond our horizon and some largest-scale
features where uniqueness prevents decisive statistical adjudication.

Second, the quiet principles cannot be fully “proven” in the way laboratory laws can.
Copernicanity and typicality are indispensable for global inference, but they remain
methodological stances that can be stress-tested only indirectly. A mature cosmology therefore
treats them as load-bearing commitments that must remain explicit and revisable.

Third, the boundary between microphysics-driven constraint and astrophysics-driven nuisance
will continue to shift but not disappear. As data improve, systematics often move from
“negligible” to “dominant.” The work of cosmology will increasingly include modeling and
marginalization of complex astrophysical processes. This does not invalidate cosmology; it
defines its frontier. But it also means that humility is not optional. It is the required posture
when the limiting uncertainty is no longer shot noise but model dependence.

Fourth, the temptation toward metaphysical expansion will remain. Humans want global origin
stories. Cosmology is uniquely positioned to supply them, and therefore uniquely at risk of
confusing physics with metaphysics and poetry. Humility here means not refusing to speculate,
but labeling speculation as such, and resisting the social desire to treat a beautiful extrapolation
as a measured fact.

In short: cosmology can progress enormously and still retain zones where “we do not know” is
not a temporary embarrassment but a structural truth about knowledge in a relativistic
universe.

12.4 Forward work: a cleaner public language for cosmology
If cosmology wants to keep its intellectual authority without drifting into cosmology stories, it
needs a cleaner public language—one that preserves wonder while clarifying epistemic tier.

A practical forward program has four pieces.

First, normalize detector-language in public explanations. Teach the audience that cosmology
measures patterns on the sky, correlations, spectra, and time delays—not “the universe at time
t” directly. This reframes cosmology as a rigorous inference science rather than as a visual
survey of cosmic reality.
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Second, adopt tier labels for major claims. A small legend—robust multi-probe, framework-
conditional, speculative—would immediately reduce misunderstanding. It would allow
educators and communicators to be honest without being paralyzing.

Third, consistently distinguish parameter precision from framework certainty. This is perhaps
the single most important reform. The public can understand: “within this model, the number is
precise; the model itself is still tested and compared to alternatives.” That sentence would
remove a large fraction of the perceived absurdity you identified.

Fourth, tie speculation to discriminators. When cosmologists talk beyond the horizon or about
deep early-universe regimes, they should pair the story with a clear statement of what
observable signature would move the story upward in epistemic tier. This keeps the frontier
open without letting it masquerade as settled history.

The goal is not to make cosmology less ambitious. The goal is to make cosmology legible in its
true form: boundary access, inference power, narrative risk—managed by explicit scaffolding,
redundancy, and disciplined humility. When cosmology speaks this way, it does not shrink. It
becomes what it already is at its best: a science that knows how to say, with precision, not only
what it thinks is true, but how it came to believe it.

48



References

1.

10.

11.

12.

13.

Abbott, B.P,, et al. (LIGO Scientific Collaboration and Virgo Collaboration). (2017).
GW170817: Observation of gravitational waves from a binary neutron star inspiral.
Physical Review Letters, 119, 161101. DOI: 10.1103/PhysRevLett.119.161101.

Abbott, B.P,, et al. (LIGO Scientific Collaboration and Virgo Collaboration). (2017). A
gravitational-wave standard siren measurement of the Hubble constant. Nature, 551,
85—-88. DOI: 10.1038/nature24471.

Albrecht, A., Steinhardt, P.J. (1982). Cosmology for grand unified theories with radiatively
induced symmetry breaking. Physical Review Letters, 48, 1220-1223. DOI:
10.1103/PhysRevlett.48.1220.

Alcock, C., Paczynski, B. (1979). An evolution free test for non-zero cosmological
constant. Nature, 281, 358—-359. DOI: 10.1038/281358a0.

Bonnor, W.B,, Ellis, G.F.R. (1986). Observational homogeneity of the Universe. Monthly
Notices of the Royal Astronomical Society, 218(4), 605—-614. DOI:
10.1093/mnras/218.4.605.

Buchert, T. (2000). On average properties of inhomogeneous fluids in general relativity:
Dust cosmologies. General Relativity and Gravitation, 32, 105-125. DOI:
10.1023/A:1001800617177.

Clarkson, C. (2012). Establishing homogeneity of the universe in the shadow of dark
energy. Comptes Rendus Physique, 13(6), 682—718. DOI: 10.1016/j.crhy.2012.04.005.

Clarkson, C., Bassett, B.A., Lu, T.H.-C. (2008). A general test of the Copernican Principle.
Physical Review Letters, 101, 011301. DOI: 10.1103/PhysRevLett.101.011301.

Clarkson, C., Clifton, T., February, S. (2012). A brief review of inhomogeneous cosmology.
Living Reviews in Relativity, 15, 1. DOI: 10.12942/Irr-2012-1.

Clarkson, C., Maartens, R. (2010). Inhomogeneity and the foundations of concordance
cosmology. Classical and Quantum Gravity, 27, 124008. DOI: 10.1088/0264-
9381/27/12/124008.

Copeland, E.J., Sami, M., Tsujikawa, S. (2006). Dynamics of dark energy. International
Journal of Modern Physics D, 15(11), 1753—-1936. DOI: 10.1142/5S021827180600942X.

Dodelson, S. (2003). Modern Cosmology. Academic Press / Elsevier.

Duhem, P. (1906; English trans. 1954). The Aim and Structure of Physical Theory.
Princeton University Press.

49



14.

15.

16.

17.

18.

19.

20.

21.

22.

23.

24.

25.

Efstathiou, G., Bond, J.R. (1999). Cosmic confusion: degeneracies among cosmological
parameters derived from measurements of microwave background anisotropies.
Monthly Notices of the Royal Astronomical Society, 304(1), 75-97. DOI: 10.1046/j.1365-
8711.1999.02274 .x.

Ehlers, J., Geren, P., Sachs, R.K. (1968). Isotropic solutions of the Einstein—Liouville
equations. Journal of Mathematical Physics, 9, 1344-1349. DOI: 10.1063/1.1664720.

Eisenstein, D.J., et al. (2005). Detection of the baryon acoustic peak in the large-scale
correlation function of SDSS luminous red galaxies. The Astrophysical Journal, 633(2),
560-574. DOI: 10.1086/466512.

Ellis, G.F.R. (1975). Cosmology and verifiability. Quarterly Journal of the Royal
Astronomical Society, 16, 245-264.

Ellis, G.F.R. (1980). Limits to verification in cosmology. Annals of the New York Academy
of Sciences, 336(1), 130-160. DOI: 10.1111/j.1749-6632.1980.tb15926.x.

Ellis, G.F.R. (2007). Issues in the philosophy of cosmology. In: Butterfield, J., Earman, J.
(eds.), Philosophy of Physics (Handbook of the Philosophy of Science). Elsevier. (Preprint:
arXiv:astro-ph/0602280.)

Ellis, G.F.R. (2014). On the philosophy of cosmology. Studies in History and Philosophy of
Science Part B: Studies in History and Philosophy of Modern Physics, 46(1), 5-23. DOI:
10.1016/j.shpsb.2013.07.006.

Ellis, G.F.R., Kirchner, U., Stoeger, W.R. (2004). Multiverses and physical cosmology.
Monthly Notices of the Royal Astronomical Society, 347(3), 921-936. DOI:
10.1111/j.1365-2966.2004.07261.x.

Ellis, G.F.R., Nel, S.D., Maartens, R., Stoeger, W.R., Whitman, A.P. (1985). Ideal
observational cosmology. Physics Reports, 124(5-6), 315-417. DOI: 10.1016/0370-
1573(85)90030-4.

Ellis, G.F.R., Stoeger, W.R. (1987). The “fitting problem” in cosmology. Classical and
Quantum Gravity, 4, 1697-1729. DOI: 10.1088/0264-9381/4/6/025.

Ellis, G.F.R., Silk, J. (2014). Scientific method: Defend the integrity of physics. Nature,
516, 321-323. DOI: 10.1038/516321a.

Frieman, J.A., Turner, M.S., Huterer, D. (2008). Dark energy and the accelerating
universe. Annual Review of Astronomy and Astrophysics, 46, 385-432. DOI:
10.1146/annurev.astro.46.060407.145243.

50



26.

27.

28.

29.

30.

31.

32.

33.

34.

35.

36.

37.

38.

39.

Freedman, W.L,, et al. (2001). Final results from the Hubble Space Telescope Key Project
to measure the Hubble constant. The Astrophysical Journal, 553(1), 47-72. DOI:
10.1086/320638.

Guth, A.H. (1981). Inflationary universe: A possible solution to the horizon and flatness
problems. Physical Review D, 23, 347—-356. DOI: 10.1103/PhysRevD.23.347.

Hawking, S.W,, Ellis, G.F.R. (1973). The Large Scale Structure of Space-Time. Cambridge
University Press.

Hogg, D.W. (1999). Distance measures in cosmology. arXiv:astro-ph/9905116.

Hubble, E. (1929). A relation between distance and radial velocity among extra-galactic
nebulae. Proceedings of the National Academy of Sciences, 15(3), 168—173. DOI:
10.1073/pnas.15.3.168.

Knox, L. (1995). Determination of inflationary observables by cosmic microwave
background anisotropy experiments. Physical Review D, 52, 4307-4318. DOI:
10.1103/PhysRevD.52.4307.

Kristian, J., Sachs, R.K. (1966). Observations in cosmology. The Astrophysical Journal, 143,
379-399. DOI: 10.1086/148522.

Linde, A.D. (1982). A new inflationary universe scenario: A possible solution of the
horizon, flatness, homogeneity, isotropy and primordial monopole problems. Physics
Letters B, 108(6), 389—393. DOI: 10.1016/0370-2693(82)91219-9.

Liske, J., et al. (2008). Cosmic dynamics in the era of extremely large telescopes. Monthly
Notices of the Royal Astronomical Society, 386(2), 1192—-1218. DOI: 10.1111/j.1365-
2966.2008.13090.x.

Loeb, A. (1998). Direct measurement of cosmological parameters from the cosmic
deceleration of extragalactic objects. The Astrophysical Journal Letters, 499(2), L111—
L114. DOI: 10.1086/311375.

Liddle, A.R., Lyth, D.H. (2000). Cosmological Inflation and Large-Scale Structure.
Cambridge University Press.

Maartens, R. (2011). Is the Universe homogeneous? Philosophical Transactions of the
Royal Society A, 369(1957), 5115-5137. DOI: 10.1098/rsta.2011.0289.

Mukhanov, V.F., Chibisov, G.V. (1981). Quantum fluctuations and a nonsingular universe.
JETP Letters, 33(10), 532-535.

Peebles, P.J.E. (1993). Principles of Physical Cosmology. Princeton University Press.

51



40.

41.

42.

43,

44,

45.

46.

47.

48.

49.

50.

51.

52.

Perlmutter, S., et al. (1999). Measurements of Omega and Lambda from 42 high-redshift
supernovae. The Astrophysical Journal, 517(2), 565-586. DOI: 10.1086/307221.

Phillips, M.M. (1993). The absolute magnitudes of Type la supernovae. The Astrophysical
Journal Letters, 413, L105-L108. DOI: 10.1086/186970.

Planck Collaboration. (2020). Planck 2018 results. VI. Cosmological parameters.
Astronomy & Astrophysics, 641, A6. DOI: 10.1051/0004-6361/201833910.

Planck Collaboration. (2020). Planck 2018 results. X. Constraints on inflation. Astronomy
& Astrophysics, 641, A10. DOI: 10.1051/0004-6361/201833887.

Riess, A.G., et al. (1998). Observational evidence from supernovae for an accelerating
universe and a cosmological constant. The Astronomical Journal, 116(3), 1009-1038.
DOI: 10.1086/300499.

Sandage, A. (1962). The change of redshift and apparent luminosity of galaxies due to
the deceleration of selected expanding universes. The Astrophysical Journal, 136, 319—
333. DOI: 10.1086/147385.

Schutz, B.F. (1986). Determining the Hubble constant from gravitational wave
observations. Nature, 323, 310-311. DOI: 10.1038/323310a0.

Smeenk, C. (2013). Philosophy of cosmology. In: Batterman, R. (ed.), The Oxford
Handbook of Philosophy of Physics. Oxford University Press. DOI:
10.1093/oxfordhb/9780195392043.013.0018.

Starobinsky, A.A. (1980). A new type of isotropic cosmological models without
singularity. Physics Letters B, 91(1), 99-102. DOI: 10.1016/0370-2693(80)90670-X.

Stoeger, W.R., Maartens, R., Ellis, G.F.R. (1995). Proving almost-homogeneity of the
universe: An almost Ehlers—Geren—Sachs theorem. The Astrophysical Journal, 443, 1-5.
DOI: 10.1086/175506.

Uzan, J.-P,, Clarkson, C., Ellis, G.F.R. (2008). Time drift of cosmological redshifts as a test
of the Copernican principle. Physical Review Letters, 100, 191303. DOI:
10.1103/PhysRevLett.100.191303.

Weinberg, S. (1989). The cosmological constant problem. Reviews of Modern Physics,
61(1), 1-23. DOI: 10.1103/RevModPhys.61.1.

Weinberg, S. (2008). Cosmology. Princeton University Press.

52



The author has published over 4,700 Al-assisted papers at:
https://www.researchgate.net/profile/Douglas-Youvan/research . Google Scholar has indexed

these preprints, and if you want a particular reference, the Al mode of a Google search (Gemini)
has efficiently catalogued these preprints.

7.4+ 05 I(lnf"‘s.«"‘f\/‘1l|)c

53


https://www.researchgate.net/profile/Douglas-Youvan/research

