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1. Introduction: A Quantum Computing Ph.D. Before Quantum Computing Existed 

The idea of designing a doctoral program around quantum computers and quantum algorithms 
in the 1970s is deliberately anachronistic. At that time, quantum mechanics was a mature and 
highly successful theory, classical computation theory was consolidating its foundations, and 
thermodynamics of information was beginning to link these domains. Yet the phrase “quantum 
computer” did not describe a recognized research field, let alone a standard thesis topic. This 
paper begins with a concrete, narrative thought experiment: a graduate student at Caltech, 
entering in the mid-1970s, committed from the outset to making “quantum computers and 
quantum algorithms” the center of their Ph.D. 

Treating this student as anonymous is part of the design. There is no heroic genius at the center, 
only a determined person whose ambitions are slightly out of phase with their time. This 
framing allows us to highlight structural conditions rather than personal legend: the institutional 
setting, the composition of the advisory committee, the sequence of courses and exams, and 
the pattern of interactions that slowly turn a private obsession into an emergent field of inquiry. 
By anchoring the story in a specific place and ensemble of mentors, we set up a concrete case 
from which generalizable lessons about field formation can be drawn. 

 

1.1 The premise of an anonymous, ahead-of-time doctoral student 

The protagonist of this scenario is intentionally left unnamed. They are not a famous physicist in 
the making and not a retroactively recognized founder of a discipline. Instead, they represent 
any student whose interests arise a decade or two before the surrounding academic ecosystem 
has language, conferences, or funding streams for those interests. Their central decision is 
simple but radical: to treat “quantum computers and quantum algorithms” as a legitimate thesis 
topic in an era when these phrases would sound speculative, obscure, or even nonsensical. 

This anonymity is important for two reasons. First, it prevents the narrative from collapsing into 
biography or counterfactual hagiography. The focus is on what structures would need to be in 
place for any such student to succeed, rather than on the exceptional traits of one person. 
Second, it reframes ahead-of-time research as a reproducible phenomenon rather than an 
accident. If an ordinary, hard-working doctoral student could have been trained to do serious 
early work on quantum computation under the right conditions, similar structures might be 
constructed today for emerging, not-yet-named fields. 

The premise thus invites us to invert a common historical intuition. Instead of assuming that 
fields emerge because exceptional individuals drag institutions forward, we ask what 
institutional arrangements would allow an ordinary but curious student to pursue ideas slightly 
ahead of their formal time and still graduate, publish, and find a research community. 
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1.2 Why Caltech in the 1970s is a natural setting 

Caltech in the 1970s offers an unusually plausible stage for such a doctoral story. It combined a 
strong tradition in theoretical physics with deep strengths in applied physics, electrical 
engineering, and an emerging awareness of the physical limits of computation. The institute 
was small enough to foster intense cross-talk among departments, yet prominent enough to 
attract visiting researchers and industrial collaborators working at the edge of new ideas. 

The physics culture at Caltech prized conceptual clarity and often tolerated speculative thinking, 
especially when anchored in concrete equations and physical insight. Questions about what 
could, in principle, be computed by physical systems would not have been dismissed as 
frivolous. At the same time, the electrical engineering and applied physics communities were 
grappling with device scaling, low-power design, and the fundamental limits imposed by noise, 
dissipation, and quantum effects in microelectronics. This provided a natural bridge from 
abstract models of computation to concrete hardware constraints. 

Finally, Caltech’s connections to industrial research laboratories and its tradition of inviting 
external examiners and visitors meant that a doctoral project on the border between physics, 
computation, and information theory could be evaluated not only by in-house faculty but also 
by practitioners at places where similar questions were quietly being explored. In this 
environment, a thesis about quantum computation might still have been unusual, but it would 
not have been unthinkable. 

 

1.3 Feynman, Mead, Hopfield, Bennett as an interdisciplinary nucleus 

The imagined doctoral committee at the center of this scenario consists of four figures, each 
representing a distinct disciplinary stance and mode of questioning. 

The advisor is modeled on Richard Feynman, a theoretical physicist with deep expertise in 
quantum mechanics and a taste for foundational, “how nature really works” questions. A 
Feynman-like advisor provides both technical depth in quantum theory and an openness to 
treating computation and simulation as physically significant activities. Such an advisor 
legitimizes the idea that the design of computers is not just engineering but a problem about 
the structure of physical law. 

A second member is modeled on Carver Mead, representing device physics and electrical 
engineering. A Mead-like figure grounds the project in technological reality, insisting that 
abstract models of quantum gates and circuits must eventually confront issues of fabrication, 
noise, and scaling. This perspective counterbalances purely mathematical enthusiasm with 
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pointed questions about what could plausibly be built, even in principle, with known or 
anticipated device technologies. 

The third internal member is akin to John Hopfield, a cross-disciplinary theorist comfortable 
moving between physics, biology, and information processing. A Hopfield-like committee 
member sees computation as a broad organizing principle across systems and is thus well-
positioned to suggest analogies between quantum computation, neural networks, and other 
forms of collective information processing. This perspective encourages the student to think in 
terms of emergent behavior and pattern storage, rather than only in terms of logic gates. 

Finally, an external examiner modeled on Charles Bennett brings in the industrial research lab 
perspective and a strong grounding in information theory and thermodynamics. A Bennett-like 
examiner scrutinizes claims about reversibility, entropy, and the energy cost of computation, 
asking whether quantum algorithms genuinely change the balance of physical resources or 
merely reshuffle them. This external perspective anchors the thesis in a broader conversation 
about information and physics that extends beyond any one university. 

Together, these four roles form an interdisciplinary nucleus: quantum foundations, device 
physics, cross-domain theory, and information-theoretic rigor. The imagined student stands at 
the center of their intersecting demands. 

 

1.4 From concrete scenario to generalizable insights about field formation 

While the Caltech–Feynman–Mead–Hopfield–Bennett configuration is specific, the purpose of 
constructing it is general. By working through the details of one plausible 1970s doctoral path in 
quantum computation, we gain a concrete model of the institutional and interpersonal 
conditions under which a new field might have been incubated earlier than it actually was. 
Those conditions can be abstracted and repurposed. 

The scenario illustrates how crucial committee composition is for emerging disciplines. A single 
visionary advisor is not enough; what matters is a structured mix of perspectives that keeps a 
project both ambitious and accountable. The theoretical physicist pushes for depth and 
coherence in the underlying model. The device engineer demands contact with physical reality. 
The cross-disciplinary theorist keeps the conversation open to analogies and cross-fertilization. 
The external information theorist ensures consistency with broader constraints and frames the 
work in terms legible to a wider community. 

Equally important is the institutional willingness to let a student formalize an unusual thesis 
topic, build a tailored program of study, and pass a candidacy exam that partially defines a new 
area as it goes. In the imagined Caltech setting, this acceptance does not require a formal 



8 
 

“quantum information” program; it only requires enough intellectual flexibility to let existing 
tools be recombined. 

By starting with a single, richly drawn example, the remainder of the paper can ask more 
abstract questions: how might other institutions emulate such an arrangement today for 
different frontier topics, and what patterns of mentorship, curriculum, and evaluation best 
support students who are, in a disciplined way, slightly out of sync with their time? 

 

2. Historical Context: What Existed in the 1970s and What Did Not 

Looking back from today, it is tempting to imagine that “quantum computing” was just waiting 
to be named in the 1970s. In reality, the conceptual ingredients were scattered across several 
communities that hardly talked to one another. Information theory and thermodynamics had 
already been linked through work on the energetic cost of logical operations. Quantum 
mechanics was a fully mature framework for describing microscopic systems. Computation 
theory was rapidly formalizing the notions of algorithms, complexity, and reducibility. And yet, 
no standard phrase, research program, or graduate curriculum brought these threads together 
under the banner of “quantum computers and quantum algorithms.” 

This section reconstructs that prehistory. It sketches how the idea that “information is physical” 
emerged, how quantum theory and computation theory developed on mostly parallel tracks, 
where early hints of quantum information were already visible, and why the specific organizing 
label “quantum computer” still did not exist as a recognized topic for a Ph.D. thesis in the mid-
1970s. 

 

2.1 Information is physical: thermodynamics, reversibility, and early computation theory 

By the early 1970s, a crucial conceptual bridge had already been built: information was no 
longer seen as purely abstract, but as something with thermodynamic consequences. 
Landauer’s 1961 argument that erasing a bit of information in a physical device must generate 
at least a small amount of heat had become a touchstone for thinking about the energetic cost 
of computation. It linked logical irreversibility—operations that forget previous states—to 
physical irreversibility and entropy production.  

Building on this, reversible computation began to appear as more than a curiosity. The key idea 
was that if every logical operation were one-to-one and invertible, no information would be 
fundamentally destroyed, and in principle the energetic cost associated with erasure could be 
avoided. Bennett’s 1973 work on logical reversibility showed how any conventional computation 
could be embedded in a reversible one by preserving enough “garbage” bits to make the overall 
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map invertible. This line of thought recast computation as a special kind of dynamical process in 
phase space, subject to the same conservation and reversibility constraints that govern other 
physical systems. 

In parallel, theoretical computer science was codifying models of computation and complexity. 
Turing machines, automata, and formal languages were standard tools. Complexity classes like P 
and NP were being distinguished, and the P versus NP question had been posed in a 
recognizable modern form. The notion that computation is a resource-limited process—
measured in time, space, and sometimes randomness—was well established. However, this 
theory was mostly formulated in abstract, discrete terms, largely independent of the underlying 
physics. 

The stage was thus set for a deeper fusion: a view in which computation is explicitly a physical 
process, constrained by thermodynamics and relativity, and perhaps enabled by quantum 
effects. Yet in the 1970s, that fusion remained partial. The slogan “information is physical” 
would only later become commonplace, even though its core ideas were already present in the 
work of Landauer, Bennett, and others. 

 

2.2 Quantum mechanics as a mature framework, computation as a rising discipline 

Quantum mechanics itself was, by the 1970s, a thoroughly mature and extraordinarily 
successful theory. Quantum electrodynamics stood as one of the most precisely tested physical 
theories in history; the tools of second quantization, Feynman diagrams, and renormalization 
were standard graduate fare. Condensed matter physics was flourishing, with band theory, 
superconductivity, and many-body techniques applied to real materials. The Standard Model of 
particle physics was coalescing, with quantum field theories describing the strong, weak, and 
electromagnetic interactions in a unified framework. 

For graduate students in physics, the quantum formalism was not a speculative frontier but a 
staple of everyday calculation. The Hilbert spaces they worked with were huge; the operators 
complicated; the perturbation expansions intricate. Yet these structures were rarely interpreted 
in computational terms. A Hamiltonian was something one solved or approximated; a state 
vector encoded probabilities and amplitudes, not data structures and algorithms. 

Meanwhile, computation as an academic discipline was on the rise. Departments of computer 
science were being founded; courses in algorithms, data structures, and operating systems were 
becoming standard. Theoretical computer science developed its own internal aesthetics, 
focused on reductions, completeness, and asymptotic bounds. The link to physics was minimal: 
computers were treated as abstract Turing machines or RAM models, not as collections of 
transistors obeying quantum and statistical laws. 
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The upshot is that, in the 1970s, quantum mechanics and computation lived in different mental 
and institutional compartments. Quantum theory was a pillar of physics; computation theory 
was a pillar of computer science and discrete mathematics. Crossing these boundaries required 
not just technical competence in both domains, but a shift in metaphor: to see the evolution of 
quantum states as a kind of computation, and computation as a special case of physical 
dynamics. 

 

2.3 Early hints: reversible computing, physical limits of computation, and quantum 
communication ideas 

Even before “quantum computing” was named, several research threads were already gesturing 
in its direction. 

Within IBM and other industrial research labs, Landauer’s principle and Bennett’s work on 
reversible computation tied logical operations to thermodynamic costs, suggesting that 
computational models should explicitly respect microscopic reversibility. Later, Fredkin and 
Toffoli’s conservative logic and reversible gate constructions would show that universal 
computation could be achieved using operations that conserve certain physical quantities, 
making the computational model look more like a Hamiltonian system evolving in phase space. 
Although much of this work was framed in classical terms, it naturally invited reinterpretation in 
quantum language, where unitary evolution is intrinsically reversible. 

On another front, quantum communication ideas were forming in embryonic ways. Stephen 
Wiesner’s unpublished “conjugate coding” manuscript, written around 1970 but only published 
in 1983, proposed using non-commuting quantum observables to encode information in ways 
impossible classically, including unforgeable quantum money and multiplexed messages. This 
work treated quantum states as information carriers, exploiting properties like non-
orthogonality and measurement disturbance as cryptographic resources. Although it circulated 
informally, it did not yet define a recognized research area. 

In the same decade, Alexander Holevo developed bounds on the amount of classical 
information that can be transmitted using quantum states, effectively introducing the notion of 
the classical capacity of a quantum channel. This work formalized the tension between the 
apparent richness of quantum state space and the limited amount of classical information that 
can be reliably extracted. It is an early example of fully quantum information theory, even 
though it was not yet framed as part of a larger “quantum information” program. 

From today’s perspective, these threads—reversible computation, physical limits of information 
processing, conjugate coding, and quantum channel capacities—look like early shoots of a 
larger tree. But at the time, they appeared as specialized, somewhat isolated contributions, 



11 
 

scattered across physics and information theory journals, with no single conceptual umbrella to 
collect them. 

 

2.4 The missing label: why “quantum computer” is still an unnamed research direction 

Given this rich background, why did the phrase “quantum computer” not yet define a standard 
research topic in the 1970s? 

Part of the answer is sociological. Physicists working on quantum foundations, condensed 
matter, or particle theory rarely interacted deeply with theoretical computer scientists 
concerned with algorithms and complexity. Information theorists, often in electrical engineering 
departments or industrial labs, had their own conferences and journals. The kind of cross-
disciplinary collaboration needed to recognize “quantum computation” as a coherent field was 
rare and not strongly incentivized. 

Another part of the answer is conceptual timing. The central question that would later motivate 
quantum computing—whether certain problems can be solved more efficiently on quantum 
hardware than on any classical machine—had not yet crystallized. The first explicit Hamiltonian 
models of Turing machines treated as quantum systems appear around 1980 in the work of 
Benioff, which already lies beyond our 1970s backdrop. Feynman’s 1982 reflections on 
simulating physics with computers explicitly argue that classical machines struggle to efficiently 
emulate quantum systems and introduce the idea of a “quantum computer” as a remedy. 
Deutsch’s 1985 formulation of a universal quantum computer then makes the concept precise 
within computation theory. 

In the mid-1970s, by contrast, quantum mechanics was not predominantly viewed as a 
computational resource; it was the thing to be simulated, approximated, or measured. Noise 
and decoherence were seen as obstacles in microelectronics, not as elements of a design 
problem for quantum algorithms. The idea that interference and entanglement could be 
marshaled to reduce asymptotic computational complexity simply had not yet entered the 
discourse. 

Thus, the “missing label” is more than a missing word. It reflects a missing pattern of questions 
and a missing pattern of collaborations. All the ingredients were there: reversible logic, physical 
limits of computation, quantum channel capacities, and cryptographic uses of non-commuting 
observables. But until someone asked, in a sufficiently public and precise way, whether a 
physically realizable quantum device could outperform classical computers on well-posed 
problems, there was no obvious reason for departments to create a course or students to 
propose a thesis in “quantum computers and quantum algorithms.” 
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The counterfactual Ph.D. imagined in this paper is therefore not just a historical curiosity. It 
highlights the gap between having all the conceptual pieces available in the literature and 
having a recognized field that trains students to assemble those pieces into a coherent research 
program. 

 

3. Choosing Caltech: Institutional Pre-Conditions for a Proto–Quantum Computing Program 

In the counterfactual design of a 1970s Ph.D. in quantum computation, the choice of Caltech is 
not a mere backdrop. It is a structural assumption about what kind of environment could 
plausibly host a thesis that does not yet have a recognized home. Caltech in that era combined a 
dense concentration of theoretical physics talent, strong programs in electrical engineering and 
applied physics, a growing awareness of information-theoretic ideas, and active connections to 
industrial research labs. These features did not guarantee the birth of quantum computing as a 
field, but they created unusually favorable conditions for a student to attempt such a synthesis. 

This section examines four aspects of those conditions. First, it considers the local culture of 
theoretical physics and its openness to foundational questions that blur the line between 
physics and computation. Second, it highlights the role of electrical engineering and applied 
physics as bridges from abstract models to real devices. Third, it describes the cross-pollination 
with computer science, information theory, and complexity that allows talk of algorithms and 
resources to enter physics seminars without sounding foreign. Fourth, it emphasizes the 
informal ecosystem of visiting researchers and industry ties that provide external validation and 
broader context for an emerging research direction. 

Taken together, these features explain why a Caltech-like institution is a natural setting for a 
proto–quantum computing program, even before any formal “quantum information” structures 
exist. 

 

3.1 Theoretical physics culture and openness to foundational questions 

At its core, the imagined program depends on a theoretical physics culture that is willing to treat 
“computation” as a physically meaningful concept rather than a mere engineering detail. In 
many departments of the period, questions about the limits of computation or the cost of 
information processing would have been seen as peripheral, if not entirely outside the remit of 
physics. At Caltech, the prevailing attitude toward foundational questions in quantum 
mechanics, statistical mechanics, and field theory makes such topics more thinkable. 

This openness shows up in several ways. First, there is a long-standing local tolerance for asking 
“What is really going on?” questions about quantum mechanics. Path integrals, measurement, 
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and the role of amplitudes are treated not only as calculational tools but as invitations to think 
about how nature organizes processes. Second, there is a habit of viewing physical laws as 
constraints on what can happen, not only as descriptions of what typically happens. This 
mindset makes it natural to reinterpret limits on speed, energy, and precision as limits on 
computation. 

For the anonymous student, this culture matters more than any individual course. It means that 
when they begin to talk about “how hard it is for nature to simulate itself” or propose that 
“quantum evolution could be organized as a computation,” they are not immediately dismissed 
as stepping outside physics. Instead, their questions are recognized as legitimate, even if 
unorthodox. That recognition is a precondition for selecting a thesis advisor, forming a 
committee, and designing an exam that treats quantum computation as a serious topic rather 
than a distraction. 

 

3.2 Electrical engineering and applied physics as bridges to devices and implementation 

A second crucial ingredient is the presence of strong electrical engineering and applied physics 
communities on the same campus. These groups are deeply engaged with the microphysical 
details of devices: transistor scaling, noise, signal propagation, superconducting circuits, and 
lithographic limits. They routinely translate between equations and hardware, between abstract 
models of noise and measured spectra from actual chips. 

For a proto–quantum computing program, this environment offers two benefits. First, it 
provides a reality check. Ideas about quantum gates, reversible logic, or coherent 
superpositions of many computational paths can be evaluated against the constraints of actual 
materials and fabrication techniques. Discussions with device physicists can reveal which control 
operations might conceivably be implemented, what temperature regimes are realistic, and 
which sources of noise are likely to dominate in early devices. 

Second, it offers a path from idea to proto-architecture. Electrical engineering and applied 
physics faculty can help the student imagine concrete platforms where quantum information 
might live: superconducting loops, charge states in quantum dots, spins in semiconductors, or 
optical modes in cavities. Even if these platforms are technologically immature in the 1970s, the 
act of sketching their possibilities and limitations anchors the thesis in the world of things that 
could, in principle, be built. 

In practice, this means that the student can walk down the hall from a seminar on the 
thermodynamics of information to a lab where low-temperature devices are being 
characterized. The boundary between “theoretical proposal” and “possible hardware” is not a 
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distant abstraction but a living conversation. Caltech’s integration of physics and engineering 
thus becomes a bridge between Hilbert space and the laboratory bench. 

 

3.3 Cross-pollination with computer science, information theory, and complexity 

Although Caltech is not primarily known as a computer science powerhouse in the 1970s, it 
possesses enough activity in computation and information theory to support serious 
engagement with algorithms, complexity, and coding. This is essential for turning “quantum 
dynamics” into “quantum computation.” Without a language for describing algorithms, resource 
bounds, and hardness, there would be no way to articulate what makes a quantum procedure 
interesting beyond its novelty. 

Cross-pollination can occur in several ways. Graduate students in physics may take courses in 
automata theory, algorithms, and information theory offered by computer science or electrical 
engineering faculty. Joint seminars on topics like coding, signal processing, or the physical limits 
of computation may draw audiences from multiple departments. Visiting lecturers from other 
institutions, especially those with strong theoretical computer science groups, can introduce 
results and open problems that sharpen the student’s sense of what counts as a meaningful 
speedup or resource trade-off. 

For the proto–quantum computing student, exposure to this world provides a precise 
vocabulary. They learn to talk about Turing machines, complexity classes, and reductions rather 
than only about “hard problems.” They come to see oracle models and query complexity as 
natural abstractions for studying what can be extracted from black-box functions. They acquire a 
working knowledge of coding theory that later informs their thinking about fault tolerance and 
error correction. 

The presence of even a modest computer science and information theory community is thus a 
critical pre-condition. It ensures that the thesis will not only show that certain unitary 
transformations can be implemented, but also explain why implementing them matters in terms 
of measurable computational advantage. 

 

3.4 Industry research ties and visiting researchers as part of the informal ecosystem 

A final, and often underappreciated, component of the Caltech environment is its porous 
boundary with industrial research labs and other universities. In the 1970s, labs at major 
companies are prominent sites of work on information theory, solid-state devices, and the 
thermodynamics of computation. Researchers in these labs may be thinking about reversible 
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logic, physical limits, and quantum effects in ways that resonate strongly with the student’s 
emerging interests. 

Caltech’s habit of hosting visiting scientists, arranging joint seminars, and sending graduates to 
these labs creates an informal ecosystem in which ideas circulate before they are canonized. A 
visiting information theorist might give a talk on the cost of erasure and reversible computing. A 
device physicist from industry might describe coherence times in experimental systems or 
discuss noise in superconducting circuits. These encounters give the student a broader sense of 
what is happening in the world and where their own work might fit. 

Equally important, such ties can provide external validation. When an industry researcher 
agrees to serve as an external examiner, co-supervise a reading course, or simply express 
interest in the student’s project, it signals that the work is not purely an internal curiosity. It 
belongs to a wider conversation about information, physics, and technology. This broader 
context can help the department justify supporting a thesis that does not yet map cleanly onto 
existing departmental lines or funding schemes. 

In sum, the choice of Caltech in the counterfactual is a choice of an institutional ecology: a place 
where theoretical physics welcomes foundational questions, engineering keeps theory in 
contact with devices, computer science and information theory supply the language of 
algorithms and complexity, and ongoing exchanges with industry and other universities situate 
local experiments in a global landscape. These pre-conditions are what make it plausible that a 
single Ph.D. student, starting in the mid-1970s, could have written something recognizable as an 
early thesis in quantum computing—even before that phrase had a stable meaning. 

 

4. Assembling the Committee: Feynman, Mead, Hopfield, Bennett as a Prototype Mentorship 
Quartet 

Designing a proto–quantum computing Ph.D. in the 1970s is not just a matter of curriculum; it 
is, perhaps more fundamentally, a matter of committee design. The imagined quartet of 
mentors modeled on Feynman, Mead, Hopfield, and Bennett represents four complementary 
dimensions of guidance: deep quantum theory, concrete device physics, cross-domain modeling 
of information processing, and information-theoretic rigor grounded in real-world research. 
Each member pulls in a different direction, and it is precisely this multidirectional pull that 
stabilizes the student’s trajectory. 

For an ahead-of-time thesis topic, the committee is not merely a gatekeeping body; it is the field 
in miniature. The questions these mentors ask, the doubts they raise, and the enthusiasms they 
encourage collectively define what counts as legitimate progress in a domain that has not yet 
congealed into a discipline. The student stands at the intersection of their expectations, forced 
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to reconcile conceptual clarity, physical plausibility, cross-disciplinary resonance, and 
thermodynamic consistency. The result is not a compromise but a kind of emergent coherence: 
a thesis that can be read from multiple angles without collapsing into narrow specialization. 

 

4.1 The Feynman-like advisor: curiosity-driven quantum theorist focused on computation and 
simulation 

At the center of the committee sits a Feynman-like advisor: a theoretical physicist whose 
primary language is quantum mechanics and whose deepest questions concern how nature 
actually computes its own behavior. This advisor is not content with formalism for its own sake. 
Quantum states, operators, and path integrals are tools for answering concrete questions: how 
does a system evolve, how can it be simulated, and what counts as an efficient description of 
that evolution? 

For the student, this advisor is both anchor and catalyst. The anchor comes from insistence on 
technical correctness and physical meaning. Any proposed model of a quantum computer must 
be rooted in legitimate quantum dynamics, not just in decorative use of superposition and 
interference. The advisor will push the student to write down Hamiltonians, specify Hilbert 
spaces, and interpret unitary evolution as actual physical processes. 

The catalytic role emerges in the advisor’s curiosity about simulation. If classical computers 
struggle to represent and evolve large quantum systems, perhaps quantum systems themselves 
could be harnessed as computational resources. The advisor’s questions continuously probe this 
theme: what does a “computation” look like when it is identified with the time development of 
a quantum system, and how does this differ from classical step-by-step logic? Under such 
guidance, the student’s thesis naturally orients around the interplay between quantum 
dynamics and computational complexity. 

 

4.2 The Mead-like member: device physicist insisting on physical realizability and engineering 
constraints 

The Mead-like committee member approaches the project from the opposite direction: not 
from the abstractions of Hilbert space, but from the constraints of silicon, superconductors, and 
lithography. For this mentor, the phrase “quantum computer” immediately raises questions 
about materials, fabrication, noise sources, and scalability. It is not enough that a gate is unitary 
on paper; it must be realizable in a device that can be built, controlled, and replicated. 

This perspective forces the student to translate theoretical constructs into candidate physical 
platforms. What degrees of freedom will store the qubits? How will they be addressed, coupled, 
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and isolated from the environment? What are the dominant decoherence mechanisms, and 
how do their timescales compare with the timescales of gate operations and measurements? 
The Mead-like member is particularly attuned to trade-offs: increasing isolation may reduce 
controllability, and elaborate encodings may strain fabrication tolerances. 

By repeatedly raising such questions in committee meetings and qualifying exams, this mentor 
ensures that the thesis does not drift into disembodied formalism. The student learns to regard 
each proposed algorithm or computational model as a hypothesis about what a real, finite, 
noisy device could in principle do. Even if the technology of the 1970s cannot yet realize the 
proposed architecture, the Mead-like influence ensures that the student articulates clear 
physical requirements, making the thesis a bridge between theory and engineering rather than 
an island of abstraction. 

 

4.3 The Hopfield-like member: cross-domain theorist linking information processing across 
physics and biology 

A Hopfield-like committee member brings a very different kind of breadth. Rather than 
specializing in a particular hardware substrate, this mentor specializes in analogies: spin systems 
as neural networks, molecular interactions as information processing, and collective dynamics 
as computation. Their intellectual comfort zone lies at the interface of physics, biology, and 
computation, where patterns rather than individual particles are the primary objects of interest. 

For the student, this perspective opens the possibility of viewing quantum computation as one 
instance within a larger family of physical information processors. The Hopfield-like member 
may ask: in what sense is a quantum algorithm analogous to pattern retrieval in a neural 
network or to energy minimization in a spin-glass model? Can concepts like attractors, 
associative memory, or error-tolerant computation be generalized to a quantum setting? Such 
questions shift attention from individual gates and qubits to global properties of the system’s 
state space and dynamics. 

This cross-domain view also helps the student avoid a narrow focus on speedup alone. 
Quantum computation is not merely about solving certain problems faster; it is about exploiting 
a different structure of state space and interference to represent and transform information. 
The Hopfield-like mentor encourages the student to explore these structural analogies, making 
the thesis richer and more conceptually integrated. Instead of a siloed contribution, the work 
becomes a node in a broader intellectual network linking quantum mechanics, neural 
computation, and statistical physics. 
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4.4 The Bennett-like external: industry-based information theorist policing reversibility and 
thermodynamic consistency 

The external examiner modeled on Bennett occupies a liminal position between academia and 
industry, between information theory and practical device considerations. This mentor’s 
primary concern is not the elegance of the quantum formalism nor the details of fabrication, 
but the consistency of the proposed computational models with the known principles of 
thermodynamics and information theory. They ask whether claims of advantage truly respect 
the constraints imposed by reversible dynamics, entropy, and noise. 

In practice, the Bennett-like examiner scrutinizes how the student handles issues such as 
erasure, initialization, and measurement. If the thesis invokes reversible logic to reduce energy 
dissipation, the examiner will probe whether the full computational process—including input 
preparation and output readout—remains consistent with the reversibility assumptions. If the 
student claims asymptotic speedups, the examiner will ask whether these gains come at the 
expense of hidden resource costs such as precision, error tolerance, or control complexity. 

Because this mentor operates from an industrial research perspective, they also bring a 
pragmatic awareness of what it means to build systems that function reliably under real-world 
imperfections. Their questions often cut through speculative enthusiasm to reveal whether a 
proposed architecture or algorithm respects fundamental limits or merely displaces them. For 
the student, surviving this scrutiny means learning to articulate not just what quantum 
computers might do in principle, but how such capabilities fit within the broader economy of 
physical resources. 

 

4.5 Committee dynamics: constructive tension between abstract advantage and physical cost 

The true power of this mentorship quartet lies not in any one member but in the dynamic 
balance among them. The Feynman-like advisor pulls the work toward conceptual clarity and 
foundational questions about what it means for nature to compute. The Mead-like member 
pulls it toward the realities of devices and fabrication. The Hopfield-like member pulls it 
sideways, toward analogies with other complex systems and modes of information processing. 
The Bennett-like external pulls it downward into contact with thermodynamics and information-
theoretic limits. 

For the student, this configuration creates a disciplined space of exploration. Any idea that 
survives this committee must be simultaneously quantum-mechanically coherent, at least 
hypothetically implementable, conceptually connected to broader models of computation, and 
consistent with thermodynamic constraints. The tensions among these criteria are not obstacles 
but engines of refinement. An algorithm that looks spectacular in an abstract circuit model may 
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falter when the Mead-like member interrogates its hardware assumptions. A device proposal 
that seems promising may be revealed as thermodynamically costly under the Bennett-like 
examiner’s questions. Conceptual dead ends can be re-routed when the Hopfield-like member 
reframes them in terms of emergent behavior or collective dynamics. 

This constructive tension does more than shape a single thesis; it sketches a template for how 
emerging fields can be shepherded into coherence. When a nascent area like quantum 
computing lacks established conferences, textbooks, or standard problems, the doctoral 
committee becomes a primary site where norms are negotiated and standards are set. In the 
imagined Caltech scenario, the interplay among Feynman-like, Mead-like, Hopfield-like, and 
Bennett-like influences turns a speculative topic into a defensible research program. The result 
is not only a plausible 1970s Ph.D. in quantum computing, but also a model for how institutions 
can deliberately assemble mentorship constellations to midwife new disciplines into existence. 

  

5. Years One and Two: Coursework, Reading, and the Road to Candidacy 

In the imagined 1970s Caltech program, the first two years of the anonymous student’s Ph.D. 
are not yet about quantum algorithms or exotic gates. They are about learning to think like a 
physicist, to reason like a computer scientist, and to translate between the two. The formal 
record shows a conventional course transcript: classical mechanics, quantum mechanics, 
electromagnetism, statistical mechanics, condensed matter, algorithms, and information theory. 
The informal record tells a different story: term papers quietly tilted toward the physics of 
computation, independent studies on reversible logic, and reading groups where “simulation” 
and “computation” begin to blur. 

The road to candidacy is shaped by this duality. On paper, the student fulfills standard 
requirements in core physics and demonstrates competence in formal computation. In practice, 
the advisor and committee nudge each assignment and exam toward the emerging theme of 
physical information processing. By the end of the second year, the candidacy exam becomes 
the institutional mechanism that both tests and legitimizes this trajectory, effectively 
recognizing a thesis topic in quantum computation without yet naming it as such. 

 

5.1 Core physics foundation 

The backbone of the first two years is a standard Caltech-style physics core. The student must 
be fluent in the language of Lagrangians, Hamiltonians, and field equations before any talk of 
“quantum circuits” or “Hilbert-space computations” can be meaningful. The committee’s 
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implicit philosophy is that genuinely new hybrids require genuinely deep roots; shortcuts 
through the foundational material would only produce shallow novelty. 

From the advisor’s perspective, these courses are not mere hoops to jump through. They are 
where the student learns, in a systematic way, how physical systems evolve, how symmetries 
constrain dynamics, and how approximations are justified. Later, when the student begins to 
treat quantum evolution as computation, these habits of mind will matter as much as any 
particular theorem. 

 

5.1.1 Graduate sequences in classical mechanics, quantum mechanics, and electromagnetism 

The first-year sequence in classical mechanics, quantum mechanics, and electromagnetism is 
demanding by design. Classical mechanics introduces the variational principles and canonical 
transformations that will later make reversible computation feel natural. The student becomes 
accustomed to thinking in terms of phase space, conserved quantities, and canonical maps that 
preserve volumes; this language will translate gracefully into reversible logic and unitary 
evolution. 

Quantum mechanics, spread across multiple terms, provides the formal scaffolding for 
everything that will come later. Dirac notation, operator algebras, spin systems, scattering 
theory, and approximation methods all become part of the student’s everyday toolkit. Of 
particular importance is the idea that states are vectors in a Hilbert space and that physical 
evolution is represented by linear, norm-preserving operators. Long before the phrase 
“quantum gate” appears, the student has internalized the idea that unitary transformations are 
the natural building blocks of any physically realizable quantum process. 

Electromagnetism, in turn, ties abstract fields to tangible technologies. Waveguides, resonant 
cavities, radiation, and boundary-value problems teach the student how classical fields are 
shaped and controlled. Even when the course does not explicitly mention computation, it 
quietly prepares the student to think about how signals and control pulses will one day be 
routed through a quantum device. 

 

5.1.2 Statistical mechanics and condensed matter as gateways to many-body quantum 
behavior 

In the second year, statistical mechanics and condensed matter physics open the door to many-
body quantum behavior. Statistical mechanics teaches the student to see entropy, free energy, 
and partition functions as bridges between microstates and macroscopic observables. This is 
where the thermodynamic dimensions of information processing begin to make intuitive sense. 
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Concepts such as ensembles, fluctuations, and relaxation to equilibrium become part of the 
student’s mental vocabulary for thinking about noise and decoherence. 

Condensed matter physics introduces band structures, quasiparticles, superconductivity, and 
collective excitations. It reveals how quantum effects in many-body systems produce emergent 
behavior that is both robust and technologically exploitable. For a future designer of quantum 
computers, this course highlights candidate substrates—superconducting circuits, spin systems, 
quantum dots—and also reveals the practical obstacles posed by disorder, interactions, and 
finite temperatures. 

Taken together, these sequences shift the student’s intuition from single-particle quantum 
mechanics to the richer, messier realm of large quantum systems. It is within this realm that 
realistic models of quantum hardware will later be constructed. 

 

5.2 Computation and information theory 

In parallel with the physics core, the student deliberately enrolls in courses that belong, 
formally, to computer science and electrical engineering. From the committee’s perspective, this 
is not optional enrichment; it is part of the thesis’s conceptual infrastructure. A student who will 
later claim that quantum devices offer new computational powers must first understand, in 
conventional terms, what computation is and how its difficulty is measured. 

These courses introduce models of computation, measures of complexity, and notions of 
information and redundancy. They frame algorithms not as tricks but as structured procedures 
whose cost can be rigorously analyzed. When the student later proposes quantum analogues of 
these models, they will be able to articulate what has changed and what has stayed the same. 

 

5.2.1 Automata, Turing machines, and computational complexity 

A course on automata and formal languages acquaints the student with finite-state machines, 
pushdown automata, and Turing machines. The emphasis is on expressiveness and hierarchy: 
which models can emulate which others, and at what resource cost. Turing machines, in 
particular, become the canonical reference point for computability. 

A follow-up course or module in computational complexity introduces complexity classes such 
as P, NP, and PSPACE. The student learns about reductions, completeness, and the art of proving 
that certain problems are unlikely to have efficient solutions on classical machines. These 
concepts provide the baseline against which any quantum speedups must later be measured. 
When the student eventually formulates a “quantum Turing machine” or a “quantum 
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algorithm,” it will be clear that the claim is not simply that a physical system behaves differently, 
but that its behavior could change the structure of complexity theory itself. 

 

5.2.2 Coding theory, communication channels, and entropy 

A complementary track in information and coding theory introduces error-correcting codes, 
noisy channels, and Shannon’s notion of capacity. The student learns how redundancy can be 
used to protect information, how probability distributions evolve under noisy transformations, 
and how entropy quantifies uncertainty and information content. 

For the proto–quantum computing agenda, these ideas foreshadow several later developments. 
They suggest that error correction is not an optional add-on but a central structural feature of 
any robust information processing system. They also provide a language in which quantum 
channels, quantum error-correcting codes, and capacity bounds will later be formulated. Even if 
no explicitly quantum version is taught in the 1970s classroom, the student’s exposure to these 
concepts in a classical setting sets the stage for their re-interpretation in a quantum one. 

 

5.3 Special topics in the physics of computation 

The most distinctive elements of the first two years are not the standard courses but the special 
topics and independent studies that weave them together. Under the advisor’s guidance, the 
student uses term projects, reading groups, and small seminars to explore the emerging theme 
that computation is a physical process constrained by fundamental laws. 

These activities are where the words “reversible,” “Hamiltonian,” and “logical operation” begin 
to appear in the same sentences. They are also where the student first reads papers that 
explicitly discuss the energy cost of computation and the possibility of embedding logical 
operations in reversible dynamics. Though informal from an administrative standpoint, these 
special topics are the intellectual spine of the proto–quantum computing program. 

 

5.3.1 Independent studies on reversible logic and energy cost of information 

In one independent study, supervised jointly by the Feynman-like advisor and the Bennett-like 
external (via correspondence or visits), the student delves into reversible logic and the 
thermodynamics of information. They work through arguments showing that logical 
irreversibility implies a minimum energy cost and study constructions that implement familiar 
logical operations using reversible gates. 
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Assignments might include recasting a simple classical algorithm in reversible form, estimating 
its theoretical energy cost under different assumptions, and comparing these costs to those of 
irreversible implementations. This exercise trains the student to think of computation as a 
trajectory in state space that may or may not preserve information. Later, when quantum gates 
are introduced as unitary operators, the idea that “computation should be reversible when seen 
at the right level” will already be well internalized. 

 

5.3.2 Early readings on physical limits of computation and simulation 

Another special topic focuses on the physical limits of computation and the simulation of 
physical systems. The student reads foundational papers on limits set by speed of light, finite 
signal propagation, and thermodynamic considerations. They also examine early arguments 
about the difficulty of simulating complex quantum systems on classical hardware. 

Seminar discussions revolve around questions such as: what does it mean for a physical system 
to “compute” something, and under what conditions can a computation be regarded as a 
physically realizable process? How does the complexity of a physical system’s dynamics relate to 
the complexity of simulating it on a conventional computer? These discussions plant the seeds 
for viewing quantum evolution not only as a subject of simulation but as a potential resource 
for computation itself. 

 

5.4 Designing the candidacy exam 

By the end of the second year, the student is ready to be examined not only on their mastery of 
established material but also on their ability to articulate a coherent research direction. The 
candidacy exam is the institution’s way of testing both. In this counterfactual program, the exam 
is carefully designed to be conventional in form but unconventional in emphasis. 

On the surface, it consists of written exams in standard physics topics and an oral exam in a 
declared minor area. Beneath the surface, the committee uses the process to probe the 
student’s grasp of computation as a physical phenomenon and to decide whether their 
proposed thesis direction is both ambitious and viable. 

 

5.4.1 Written exams in core physics and computation 

The written portion of the candidacy exam covers classical mechanics, quantum mechanics, 
electromagnetism, and statistical mechanics, with problems chosen to be rigorous but not 
exotic. The student must demonstrate the ability to derive equations of motion, solve boundary 
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value problems, compute partition functions, and handle basic scattering and perturbation 
theory. 

In addition, the student sits a written exam or advanced problem set in computation and 
information theory. This component tests their understanding of Turing machines, complexity 
classes, coding theory, and basic information-theoretic identities. The goal is to ensure that the 
student’s knowledge of computation is not superficial or purely anecdotal, but grounded in the 
formal language of the field. 

Passing these written exams signals that, whatever their speculative thesis topic, the student 
has mastered the core disciplines that underpin it. 

 

5.4.2 An oral minor on “the physics of information and computation” 

The oral component is formally declared as a minor in “the physics of information and 
computation.” During this exam, the committee questions the student on topics that explicitly 
bridge physics and computation: the thermodynamic cost of erasure, reversible computing 
models, the possibility of implementing logic in Hamiltonian systems, and the challenges of 
simulating quantum dynamics on classical machines. 

The student is encouraged, even expected, to sketch their own synthesis of these ideas. For 
example, they might be asked to explain how a reversible Turing machine could be realized in a 
physical system, or to compare the abstract model of a Turing machine with the Hamiltonian 
dynamics of a quantum system. The tone is probing but constructive; the committee wants to 
see whether the student can think fluently at the interface of these domains. 

 

5.4.3 Formal recognition of a thesis topic in quantum computation under a different name 

The candidacy exam culminates in a brief proposal of the student’s intended thesis direction. At 
this stage, the phrase “quantum computer” may still sound speculative, so the topic is likely 
framed in more neutral terms such as “physical models of reversible and quantum-mechanical 
computation” or “Hamiltonian dynamics and the limits of efficient simulation.” 

The committee’s task is to decide whether this proposal is sufficiently grounded, sufficiently 
novel, and sufficiently feasible to merit formal recognition. Approval means that the institution 
has, in effect, acknowledged a new area of doctoral research without yet having a course 
catalog entry for it. The student leaves the exam as a Ph.D. candidate with a thesis domain that 
is both slightly ahead of its time and officially sanctioned. 
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From this point on, years three and beyond can focus on building explicit models of quantum 
computation and crafting early quantum algorithms, knowing that the foundational work of the 
first two years has been both intellectually assimilated and institutionally validated. 

 

6. Defining the Research Agenda: From Reversible Machines to Quantum Computers 

Once the candidacy exam has been passed and the thesis topic informally accepted, the 
research agenda can sharpen from a diffuse interest in “physical computation” into a focused 
program: describe precisely what it would mean for a computer itself to be a quantum system 
and explore what, if anything, such a device could do that classical machines cannot. In the 
imagined 1970s Caltech setting, this agenda unfolds naturally from the student’s exposure to 
reversible computation, thermodynamics of information, and quantum many-body physics. 

The overall trajectory runs from reversible classical machines to their embeddings in Hilbert 
space, from those embeddings to formal models of quantum computation, and from those 
models to prototype algorithms. Along the way, the student must wrestle with physical 
constraints: decoherence, noise, and the gap between idealized “logical” qubits and messy 
“physical” ones. Committee meetings become a key site of refinement, where each mentor’s 
questioning pushes the work toward greater conceptual and physical coherence. 

 

6.1 Translating reversible computing into Hilbert space 

The first conceptual move is to take reversible computation, already framed as a kind of 
dynamics on a discrete state space, and translate it into the language of quantum mechanics. 
The student has learned that reversible classical computation can be viewed as a bijection on 
the set of possible bit strings. Quantum mechanics, in turn, describes physical systems as 
evolving via unitary transformations on a Hilbert space whose basis states can be identified with 
those same bit strings. 

This alignment suggests a straightforward but powerful strategy: treat each classical state as a 
basis vector in a Hilbert space and each reversible logical step as a unitary operator that 
permutes these basis vectors. In doing so, the student creates a bridge between the 
combinatorial world of reversible logic and the linear-algebraic world of quantum theory. The 
immediate payoff is a clear picture of how classical reversible computation sits inside quantum 
mechanics as a special, restricted case. 
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6.1.1 Mapping logical gates to unitary transformations 

At the level of individual gates, the student systematically maps familiar reversible operations to 
unitary matrices. A reversible gate on n bits is a bijection on the 2ⁿ possible classical states. In 
the quantum formulation, each of these states becomes a vector in a 2ⁿ-dimensional Hilbert 
space. The gate itself becomes a 2ⁿ×2ⁿ unitary matrix that simply permutes the basis vectors 
corresponding to the input states. 

For example, a controlled-not gate that flips one bit conditioned on another can be represented 
as a block-diagonal unitary with identity blocks where the control bit is zero and Pauli-X-like 
blocks where the control bit is one. More complex gates, such as the three-bit reversible gates 
known to be classically universal, can be similarly lifted into unitary operators. Through 
repeated examples and explicit constructions, the student develops a catalogue of reversible 
gates and their quantum counterparts, showing how a reversible classical circuit defines, 
without ambiguity, a unitary evolution on the associated Hilbert space. 

This exercise is more than bookkeeping. It instills the idea that “doing nothing but permuting 
basis states” is a special subset of what unitary dynamics can accomplish. Once the mapping is 
explicit, the student is ready to go beyond permutations and exploit genuine quantum features. 

 

6.1.2 Superpositions, interference, and the notion of a quantum state space of computations 

The critical step is to allow superpositions of basis states and to consider how the mapped 
unitary gates act on these superpositions. A classical reversible computation follows a single 
trajectory through state space; a quantum computation, defined by the same unitary operators, 
can act simultaneously on a superposition of many such trajectories. 

The student develops a vocabulary for this new situation. A quantum state is no longer just a bit 
string but a complex-valued amplitude distribution over many possible bit strings. Logical 
operations, once understood as simple permutations of discrete states, now become 
transformations that mix amplitudes, generating interference patterns. Constructive 
interference can amplify amplitudes associated with desired outcomes; destructive interference 
can cancel amplitudes associated with undesired ones. 

Viewed this way, a “quantum state space of computations” emerges. Each path a classical 
reversible computation might have taken becomes one component in a larger superposition, 
and quantum evolution becomes a way to choreograph the interference of these paths. The 
research agenda naturally shifts toward discovering how to exploit this interference to perform 
tasks that would be hard for any classical machine following a single trajectory. 
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6.2 Candidate models of quantum computation 

With the basic translation in hand, the student’s next task is to articulate formal models of 
quantum computation. Two complementary approaches suggest themselves: a quantum Turing 
machine model that mirrors the classical theory of computation and a quantum circuit model 
that mirrors practical hardware architectures. 

Each model has different advantages. The Turing-machine-based formulation situates quantum 
computation within the existing language of computability and complexity, while the circuit 
model connects more directly to potential implementations in devices. The student’s thesis 
aims to show that both models are coherent, physically motivated, and, as far as can be seen, 
equivalent in computational power. 

 

6.2.1 Quantum Turing machine formulation based on reversible dynamics 

The quantum Turing machine model begins with a reversible classical Turing machine: a device 
whose global transition function is a bijection on the set of tape contents, head positions, and 
internal states. The student then treats each classical configuration as a basis vector in a Hilbert 
space and promotes the transition function to a unitary operator. This operator advances the 
“time” of the computation by one step, now acting on superpositions of configurations as well 
as on individual ones. 

The student devotes careful effort to ensuring that the construction respects both reversibility 
and locality. The transition rules must be designed so that the resulting global operator is 
unitary and that each step only affects a finite neighborhood of the tape and head state. The 
thesis explores variants of this model, distinguishing those that allow arbitrary complex 
amplitudes from those that restrict amplitudes to more constrained sets, and considers how 
these choices impact the expressive power and physical plausibility of the machine. 

By placing this quantum Turing machine alongside classical Turing machines, the student 
formalizes the notion that “computable” remains unchanged, but the resources required for 
certain computations may differ when quantum evolution is allowed. 

 

6.2.2 Quantum circuit descriptions using a small universal gate set 

In parallel, the student develops a circuit-based model in which computation is represented as a 
sequence of quantum gates acting on a fixed set of qubits. Using the earlier mapping of 
reversible gates to unitaries, they identify small collections of gates that, together with single-
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qubit operations, can approximate any desired unitary transformation on the multi-qubit Hilbert 
space. 

The circuit model allows the student to describe algorithms as explicit gate sequences, with a 
geometry reminiscent of logic diagrams in electrical engineering. It also invites questions about 
universality, compilation, and the cost of approximating arbitrary unitaries using finite gate sets. 
Here, the influence of the Mead-like committee member is felt: the student is encouraged to 
consider which operations might be easier or harder to realize physically, and to prefer gate sets 
that align with plausible device technologies. 

Together, the quantum Turing machine and quantum circuit models give the thesis solid 
theoretical footing. They show that the notion of a “quantum computer” is not merely 
metaphorical but can be made precise in ways that echo and extend the classical foundations of 
computation. 

 

6.3 Early algorithmic ideas in a pre-quantum-information era 

Armed with models of quantum computation, the student turns to the question that most 
interests the advisor: can these machines do anything interesting that classical ones cannot, at 
least in terms of asymptotic resource usage? The student does not yet have the language of 
“quantum query complexity” or the well-developed algorithmic toolbox of a later era. Still, they 
can explore simple scenarios where superposition and interference might confer an advantage. 

Two classes of problems stand out as particularly accessible given the tools of the time: oracle 
problems that ask global questions about a function and problems involving periodicity and 
Fourier analysis. Both classes allow the student to showcase constructive use of superposition 
and interference within the formal models they have developed. 

 

6.3.1 Oracle problems as a natural playground for interference-based speedups 

In oracle problems, one is given black-box access to a function and asked to decide some global 
property of that function. Classically, such problems may require many queries because each 
evaluation reveals limited information. Quantumly, however, the student realizes that a single 
application of an oracle gate acting on a superposition of inputs can imprint information about 
many input-output pairs at once into the phases of the resulting state. 

The student constructs simple examples where a function is promised to belong to one of two 
classes and shows that, in principle, a quantum algorithm might distinguish these classes with 
fewer oracle uses than any classical counterpart. Although these examples are modest and far 
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from the fully developed algorithms of later decades, they demonstrate the core mechanism: 
interference patterns engineered by carefully chosen superpositions and oracle calls can yield 
global information with fewer queries. 

 

6.3.2 Periodicity, Fourier analysis, and simple examples of quantum advantage 

Another fertile ground for early algorithms is the detection of periodicity in functions defined 
on integers. The student draws on their knowledge of Fourier analysis from physics and 
mathematics, considering how the quantum Fourier transform over cyclic groups could be 
harnessed to reveal periods. 

They analyze scenarios in which a function repeats values with a certain period and show that 
quantum states prepared by applying such functions in superposition can, after suitable 
transforms, concentrate amplitude on states encoding the period. While the thesis stops short 
of constructing full-fledged factoring algorithms, it sketches procedures where periodic 
structure is extracted more efficiently in the quantum model than in any obvious classical 
approach. 

These early algorithmic explorations do not yet constitute a mature algorithmic theory, but they 
serve as proofs of concept that quantum computation is not only formally distinct from classical 
computation but may offer genuine asymptotic advantages under reasonable assumptions. 

 

6.4 Physical constraints and error mechanisms 

As the algorithmic side progresses, the Mead-like and Bennett-like voices on the committee 
press the student to confront physical reality. Ideal unitary evolution in a perfectly isolated 
system is a useful abstraction, but real devices have noise, finite temperature, and imperfect 
control. The thesis must address how these imperfections impact the proposed models and 
algorithms. 

This leads the student into a first, exploratory engagement with decoherence, noise channels, 
and error mechanisms. The discussion remains qualitative compared to later, formal quantum 
error-correction theory, but it lays out the main challenges and suggests directions for 
overcoming them. 
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6.4.1 Decoherence, noise, and the distinction between logical and physical qubits 

The student distinguishes between logical qubits, which are the abstract carriers of information 
in the computational model, and physical qubits, which are specific degrees of freedom in a 
device. Decoherence processes in the environment and noise in control operations act on 
physical qubits, gradually destroying coherence and entanglement. The central question 
becomes whether one can design encodings and operations such that logical qubits remain 
robust, even as physical qubits are imperfect. 

In the thesis, decoherence is described using simple models where off-diagonal elements of the 
density matrix decay over time, and noise is treated as random perturbations of the intended 
unitary gates. The student analyzes how these processes affect simple algorithms, estimating 
how many operations could be performed before errors accumulate beyond a tolerable 
threshold. The conclusion is cautious but not pessimistic: while the parameter regimes required 
for reliable quantum computation are demanding, they do not appear fundamentally 
impossible. 

 

6.4.2 Encodings, redundancy, and proto-ideas of error correction 

To mitigate noise, the student explores the idea of encoding a single logical qubit into multiple 
physical qubits. Drawing analogies from classical error-correcting codes, they consider simple 
repetition schemes and majority-vote decoding, adapted to the quantum setting. This 
immediately raises the challenge that direct measurement to detect errors can itself destroy the 
encoded quantum information. 

The thesis does not yet arrive at fully developed quantum error-correcting codes. Instead, it 
articulates proto-ideas: using entangled states as codewords, designing syndrome 
measurements that reveal information about errors without collapsing the logical state, and 
implementing correction procedures using conditional unitaries. These sketches foreshadow 
later work and demonstrate that the student is thinking beyond a naive picture of “ideal gates 
forever,” confronting the essential difficulty of maintaining coherence in macroscopic devices. 

 

6.5 Dialogues with the committee 

Throughout this research phase, committee meetings are not mere formalities but active 
workshops. Each member of the quartet pushes the student from a different angle, shaping the 
research agenda by persistent, targeted questioning. These dialogues are an integral part of the 
thesis’s development, ensuring that it remains anchored in physics, attentive to devices, 
informed by analogies, and constrained by information theory. 
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6.5.1 Feynman-like questions about simulating quantum systems 

The Feynman-like advisor repeatedly steers discussions toward the relationship between 
quantum computation and the simulation of quantum systems. They ask how the proposed 
models would represent many-body Hamiltonians, what resources are required to simulate time 
evolution, and whether the same mechanisms that give algorithmic speedup also enable 
efficient simulation of phenomena that defeat classical methods. 

In response, the student formulates explicit mappings from physical Hamiltonians to sequences 
of quantum gates or to transition rules in the quantum Turing machine model. This line of 
questioning ensures that the thesis remains tightly coupled to core physics problems and 
highlights simulation as one of the central motivations for building quantum computers. 

 

6.5.2 Mead-like challenges on device physics 

The Mead-like member interrogates every abstract gate sequence with questions about 
hardware. They ask which physical variables embody the qubits, how gate operations are 
implemented, how control fields are shaped, and what typical error rates might be. They probe 
the feasibility of proposed encodings, the scalability of architectures, and the practicality of 
cooling and shielding requirements. 

These challenges force the student to connect their abstract models to candidate technologies, 
even if only qualitatively. Superconducting circuits, spins in solids, and trapped charges become 
recurring examples. The student learns to articulate not only what an algorithm assumes about 
the underlying hardware but also what it implies about device design and fabrication. 

 

6.5.3 Hopfield-like analogies with neural computation and pattern storage 

The Hopfield-like member contributes by drawing connections between quantum computation 
and other forms of physical information processing, especially neural networks and spin 
systems. They ask whether certain quantum algorithms can be interpreted as pattern 
recognition, associative memory retrieval, or energy minimization in a high-dimensional 
landscape. 

These analogies help the student conceptualize quantum algorithms in terms of attractors, 
basins of attraction, and energy functions, even when the underlying dynamics are unitary 
rather than dissipative. Such cross-domain comparisons enrich the thesis narrative, positioning 
quantum computation as one member of a larger family of physical computation schemes and 
highlighting common themes across disciplines. 
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6.5.4 Bennett-like scrutiny of thermodynamic and informational consistency 

Finally, the Bennett-like external examiner continuously tests the thesis for consistency with 
known results in thermodynamics and information theory. They question whether claimed 
speedups implicitly assume free resources, such as arbitrarily precise control or error-free 
memory, and whether the overall computational process, including initialization and readout, 
remains compatible with reversible dynamics. 

Under this scrutiny, the student refines their claims, making clear which advantages are 
asymptotic and which carry hidden costs. They clarify the roles of erasure, measurement, and 
entropy in the proposed models, differentiating between idealized theoretical statements and 
physically realizable protocols. The result is a thesis that not only proposes a new kind of 
computer but also situates it carefully within the broader landscape of physical and 
informational constraints. 

Taken together, these threads define a coherent research agenda. By starting from reversible 
machines and carefully translating them into Hilbert space, constructing formal models of 
quantum computation, exploring simple but suggestive algorithms, confronting physical 
limitations, and engaging in sustained dialogue with a diverse committee, the student produces 
a body of work that could have plausibly launched quantum computing as a recognized field a 
decade earlier than it actually emerged. 

 

7. The Defense Scenario: An Oral Examination in Early Quantum Computing 

By the spring of the early 1980s, the anonymous student has a completed thesis that looks, at 
first glance, like an odd hybrid: half rigorous quantum theory, half speculative computer science, 
with a thread of thermodynamics running through the whole. The defense is scheduled in a 
modest seminar room at Caltech. On one side of the table sits the student; on the other, the 
four-member committee modeled on Feynman, Mead, Hopfield, and Bennett. Behind them, a 
small audience of curious faculty, postdocs, and graduate students gathers, not entirely sure 
what to expect from a thesis on “physical models of reversible and quantum-mechanical 
computation.” 

The defense is a test not only of technical mastery but of translation. There is no established 
vocabulary for “quantum gates,” no standard slides illustrating “quantum algorithms,” no 
canonical references to point to. The student must introduce almost everything from first 
principles, using the languages of physics and computation as they exist at the time, while 
somehow conveying that a new research direction is being proposed. 
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7.1 Structure of the thesis document 

The thesis is organized into three main parts, each corresponding to a stage in the research 
agenda developed over the previous years. The structure itself becomes a kind of argument: it 
says that quantum computation is simultaneously a matter of physical modeling, algorithmic 
exploration, and resource accounting. 

 

7.1.1 Part I: physical models of quantum computation 

Part I lays the theoretical foundation. It begins with reversible classical computation, 
reformulated as bijective dynamics on discrete state spaces, and then systematically embeds 
those dynamics into Hilbert space. The student develops a quantum Turing machine model and 
a quantum circuit model, demonstrating how each arises from the same underlying principle: 
computation as unitary time evolution on a space of configurations. 

This part is heavy with definitions, lemmas, and careful constructions. It shows explicitly how to 
map classical reversible gates into unitary operators, how to construct global time-step 
operators for quantum Turing machines, and how to relate circuit-based and Turing-based 
descriptions. The emphasis is on clarity and coherence rather than on novelty of formalism; the 
novelty lies in insisting that quantum mechanics and computation theory belong in the same 
mathematical picture. 

 

7.1.2 Part II: prototype algorithms and complexity comparisons 

Part II turns from models to behavior. Using the machinery developed in Part I, the student 
presents a set of prototype quantum algorithms. These include simple oracle-based procedures 
that distinguish global properties of functions with fewer black-box calls than any obvious 
classical strategy, and periodicity-detection procedures that use Fourier-transform-like 
operations on quantum states. 

The analysis focuses on query counts and asymptotic behavior, comparing quantum and 
classical resource usage under clearly defined assumptions. The student is careful not to 
overclaim; the results are framed as “suggestive examples” where interference appears to 
confer an advantage, not as definitive proofs of exponential speedups. Still, this section is where 
the thesis makes its boldest claim: that quantum evolution is not merely a different way of 
doing the same computation, but a way of organizing information processing that can, in some 
cases, change the scaling of resource requirements. 
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7.1.3 Part III: implementation constraints and thermodynamic considerations 

Part III grounds the theory in physical reality. It outlines candidate hardware platforms, 
describes simple models of decoherence and noise, and discusses the energy cost of 
initialization, control, and measurement. It revisits reversible computation and Landauer-type 
arguments, asking whether the proposed quantum schemes genuinely reduce thermodynamic 
costs or merely change how and where those costs are paid. 

This part is deliberately cautious. It acknowledges the formidable challenges posed by device 
imperfections, finite temperatures, and imperfect isolation, and sketches early ideas about 
encoding logical qubits into ensembles of physical qubits for robustness. The tone is neither 
utopian nor defeatist; instead, it presents quantum computing as a demanding but physically 
defensible goal, contingent on technological progress. 

 

7.2 Presentation to the committee 

The oral defense begins with a presentation designed to compress these three parts into a 
coherent story. The student has perhaps an hour to convince an audience steeped in 1970s 
physics and computation that something genuinely new is being articulated. 

 

7.2.1 Explaining quantum computation without established vocabulary 

Without the benefit of later terminology, the student frames quantum computation as “unitary 
dynamics designed to process information.” Diagrams show reversible logic circuits side by side 
with their unitary matrix counterparts. The concept of a “superposed computation” is 
introduced by drawing classical computation paths and then showing how quantum states can 
carry weighted combinations of those paths. 

Instead of “qubits,” the student speaks of “two-level quantum systems used as information 
carriers.” Instead of “quantum gates,” they speak of “specific unitary transformations applied to 
subsets of these systems.” The key is to evoke familiar quantum notions—spin-½ systems, two-
level atoms, superconducting loops—and then reinterpret their state spaces as computational 
registers, while staying strictly within accepted quantum formalism. 
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7.2.2 Anticipating skepticism from traditionalists and engineers 

The student anticipates two main forms of skepticism. From traditional theorists, a suspicion 
that this is mere relabeling of quantum mechanics, with no substantive new physics; from 
engineers, a concern that the proposals are too idealized to matter. 

To address the first, the student emphasizes that the thesis does not claim new physical laws, 
but a new way of using existing laws to structure computation. The novelty lies in treating 
quantum evolution as a computational resource subject to algorithmic design, not in modifying 
the Schrödinger equation. To address the second, the student highlights the sections on noise, 
decoherence, and device constraints, showing that the work has wrestled seriously with 
implementation issues, even if it cannot yet solve them all. 

 

7.3 The questioning phase 

After the presentation, the committee begins its questioning. Each member approaches the 
thesis from their characteristic angle, probing different aspects of its validity, significance, and 
feasibility. 

 

7.3.1 Probing the limits of classical simulation and the need for quantum advantage 

The Feynman-like advisor opens by pressing on the central physics question: why should we 
care about quantum computers, given that classical computers already simulate quantum 
systems, at least in principle? The student responds by outlining how the size of the classical 
state space grows exponentially with the number of quantum degrees of freedom, and how the 
quantum models proposed in the thesis appear to avoid some of this explosion by “letting the 
system simulate itself.” 

The ensuing exchange clarifies that the goal is not to make simulation trivial, but to show that 
certain classes of quantum systems might be simulated with less overhead on quantum 
hardware than on classical hardware. This line of questioning helps the audience see that the 
thesis is not merely about computing “anything,” but about computing particular quantum 
phenomena more efficiently. 

 

7.3.2 Debates about scalability, noise, and practical feasibility 

The Mead-like member follows with pointed questions about hardware: how many physical 
systems must be controlled, with what precision, and under what environmental conditions? 
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How do error probabilities scale with the number of operations, and what does this imply for 
the maximum size of feasible computations? 

The student sketches parameter regimes in which decoherence times are long compared to gate 
times, and explains the basic idea of encoding logical information redundantly. The Mead-like 
examiner presses on fabrication tolerances, wiring complexity, and the difficulty of delivering 
precise control signals without introducing additional noise. The discussion does not yield firm 
design blueprints, but it forces the thesis to confront the difference between “in principle” and 
“in practice,” highlighting which aspects of the proposal are technological challenges and which 
would be fundamental obstacles if insurmountable. 

 

7.3.3 Aligning the thesis with the broader physics of computation community 

The Hopfield-like member and the Bennett-like external examiner widen the lens. One asks how 
the proposed models relate to other physical computation schemes, such as analog devices and 
neural networks. The other asks how the thesis fits into broader efforts to understand the 
thermodynamic cost of information and the ultimate limits of computation. 

Here, the student emphasizes that quantum computation is one member of a larger family of 
physically grounded computation models, distinguished by its use of superposition and 
interference rather than by any claim to magical power. They also note that the thermodynamic 
analysis in Part III is deliberately conservative, treating quantum computation as subject to the 
same constraints on erasure and entropy as any other process, while allowing that reversible 
dynamics can, in principle, reduce certain costs. 

These exchanges help bind the thesis to existing conversations in the physics of computation, 
making it easier for other researchers to see where it belongs. 

 

7.4 Outcomes and immediate impact 

After a final round of questions and a brief deliberation, the committee returns with its verdict. 
The student has demonstrated mastery of core physics, a solid understanding of computation 
theory, and a coherent, if speculative, vision for a new class of computing devices. The thesis is 
accepted, perhaps with minor requests for clarification or additional references. 
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7.4.1 How such a thesis would be received in 1981 

In 1981, such a thesis would likely be seen as intriguing but marginal. Most physicists would still 
be focused on particle physics, condensed matter, or astrophysics; most computer scientists on 
classical algorithms and complexity. Quantum computation would not yet have conferences or 
workshops of its own. The thesis might be read by a small circle of researchers already 
interested in the physics of computation and quantum foundations, but it would not 
immediately redefine any mainstream agenda. 

Yet within this small circle, the impact could be significant. The thesis would provide a unified 
treatment of quantum computation models, prototype algorithms, and physical constraints, 
giving others a reference point and vocabulary for further work. For those already thinking 
along similar lines, it would function as a crystallization of scattered ideas. 

 

7.4.2 Likely paths for postdoctoral work and early influence on the field 

After graduation, the newly minted Ph.D. would be well-positioned for postdoctoral positions at 
institutions or labs interested in the physics of computation, low-temperature devices, or 
quantum foundations. They might join an industrial research lab working on advanced 
microelectronics, bringing a quantum-computation perspective to device design, or a university 
group starting to explore quantum communication and cryptography. 

Over the next decade, as ideas about quantum simulation, quantum cryptography, and 
quantum algorithms begin to proliferate, the thesis would serve as an early, foundational 
document. It would not be the single origin of quantum computing, but one of the key stepping 
stones: a demonstration that, even in the 1970s, it was possible to articulate a coherent, 
technically grounded vision of quantum computers and quantum algorithms as a domain 
deserving serious doctoral-level research. 

In that sense, the imagined defense in early quantum computing is not just a narrative flourish. 
It is a model of how ahead-of-time Ph.D. work can help bring a field into existence, even when 
the field’s name has yet to solidify. 

 

8. Lessons for Designing Doctoral Programs in Emerging Fields Today 

The imagined 1970s Caltech program in quantum computation is not just a historical curiosity; it 
is a design experiment. By specifying an institution, a committee, a course plan, and a defense 
scenario in concrete detail, it becomes possible to extract lessons for how doctoral programs 
today might support research in fields that have not yet fully coalesced. These fields may not be 
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called “quantum computing” anymore; they might involve synthetic biology, neuromorphic 
architectures, quantum gravity–inspired information theories, or other hybrid domains without 
stable departmental homes. 

This section distills five lessons from the counterfactual scenario. They concern the importance 
of designing around specific institutional constraints, the deliberate composition of committees, 
the balance between core training and speculative work, the treatment of ahead-of-time 
students, and the legitimizing role of external and industry perspectives. 

 

8.1 The importance of a concrete, institution-specific scenario 

One of the central lessons of the Caltech thought experiment is that program design cannot be 
entirely abstract. It matters a great deal where the student is, who is in the building, what 
courses are already offered, and what informal conversations are possible in the hallways. A 
doctoral program for an emerging field at a small, theory-heavy institute will look different from 
a similar program at a large, engineering-oriented university or a multi-campus system. 

Concrete scenarios force clarity about these differences. At Caltech in the 1970s, the presence 
of theorists comfortable with foundational questions, device physicists concerned with the 
limits of miniaturization, and visiting information theorists from industry made a proto–
quantum computing program plausible. At a different institution, the same student might have 
needed a different configuration—perhaps a pairing of mathematics and theoretical computer 
science, or a collaboration between biology and electrical engineering. 

For contemporary program design, this suggests that it is not enough to say “we should support 
emerging fields.” Departments and graduate schools must ask: given our actual faculty, courses, 
and partnerships, what kind of ahead-of-time research could we realistically support well? The 
answer will vary, and acknowledging that variance is part of responsible design. Concrete, 
institution-specific planning also helps avoid empty rhetoric about “interdisciplinarity” by tying 
proposed programs to real people, budgets, and credit structures. 

 

8.2 Committee composition as a design variable for new disciplines 

The imagined committee of Feynman-like, Mead-like, Hopfield-like, and Bennett-like mentors 
illustrates that committee composition is not merely a bureaucratic detail but a powerful design 
lever. In emerging fields, where the discipline has not yet formed its own internal standards, the 
thesis committee effectively serves as the field’s provisional peer-review body. Its makeup 
therefore strongly shapes what counts as acceptable work. 
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The Caltech scenario suggests a deliberate pattern: one deep specialist in the core theoretical 
language of the field, one mentor grounded in implementation and empirical constraints, one 
cross-domain synthesist who sees analogies across systems, and one external examiner who 
brings a broader, often more conservative, perspective rooted in established theories of 
information and resources. This configuration creates structured tensions that prevent the 
thesis from collapsing into pure speculation, pure formalism, or pure engineering. 

Designing committees with this structure in mind could be especially valuable today. Programs 
supporting, for example, quantum machine learning, bio-inspired computing, or new forms of 
human–AI interaction might explicitly assign committee roles: a foundational theorist, an 
applied or experimentalist counterpart, an integrator who works across neighboring fields, and 
an external member from industry or another institution. Rather than letting committees form 
ad hoc, departments could treat composition as a conscious design variable, tailored to the kind 
of balance they want to cultivate in an emerging area. 

 

8.3 Balancing deep core training with speculative, ahead-of-time research topics 

The counterfactual student’s trajectory emphasizes a dual commitment: first, to deep training in 
established cores; second, to speculative research that stretches those cores into new 
configurations. The Caltech program does not cut corners on classical mechanics, quantum 
mechanics, electromagnetism, statistical mechanics, algorithms, and information theory. If 
anything, it leans harder on these foundations precisely because the thesis topic is 
unconventional. 

This balance is a key lesson for contemporary programs. There can be a temptation, in designing 
“cutting edge” curricula, to replace time spent on fundamentals with courses on whatever the 
latest buzzword happens to be. The 1970s quantum computing scenario argues for the opposite 
strategy: when the research topic is ahead of its time, the foundations must be especially solid, 
because the emerging field will not yet have its own standards of rigor. A student building a new 
synthesis should stand firmly on well-tested ground in each contributing discipline. 

Operationally, this can mean requiring standard qualifying exams in at least one or two core 
fields, even when the thesis spans several. It can mean building “emerging field” seminars and 
independent studies on top of, not instead of, traditional sequences. It can also mean 
encouraging students to write at least some chapters or papers that, while motivated by the 
new field, are legible and publishable within existing disciplines. This strategy helps ensure that 
speculative work is scaffolded by skills and knowledge that remain valuable even if the new 
field’s trajectory proves uncertain. 

 



40 
 

8.4 Encouraging anonymous “frontier students” while mitigating career risk 

The anonymous student in the Caltech narrative is a stand-in for all those doctoral candidates 
whose interests point toward emerging areas that lack established names, journals, or job 
descriptions. The scenario takes seriously the fact that such students exist and that their 
ambitions, if supported well, can help bring new fields into being. Yet it also acknowledges the 
risks: working on a topic without an established community can make it harder to publish, 
harder to describe one’s expertise on the job market, and harder to receive clear feedback on 
what counts as a contribution. 

Designing programs for emerging fields therefore involves not only intellectual considerations 
but also ethical ones. Institutions that encourage speculative theses have some responsibility to 
mitigate the associated career risks. The Caltech model suggests several mechanisms. First, it 
ensures deep training in established areas, so that the student can credibly present themselves 
as a physicist, computer scientist, or engineer even if the emerging field remains niche. Second, 
it structures the thesis so that at least some chapters are recognizable as contributions to 
existing literatures. Third, it uses committee members with connections to both academia and 
industry, increasing the range of possible postdoctoral and employment opportunities. 

Today, departments might formalize similar safeguards. For example, they could require that 
emerging-field theses include at least one refereed publication in a traditional venue, or that 
students doing highly speculative work have documented backup projects in more mainstream 
areas. They could encourage dual advising, so that a frontier student has both an emerging-field 
mentor and a more conventional disciplinary anchor. The goal is not to eliminate risk—frontier 
work always involves some—but to ensure that it is undertaken consciously and supported by 
institutional structures that respect the student’s long-term prospects. 

 

8.5 The role of external examiners and industry researchers in legitimizing new areas 

In the imagined scenario, the Bennett-like external examiner plays a crucial role. Coming from 
an industrial research lab with strong roots in information theory and thermodynamics, this 
examiner does more than vet the thesis technically. By showing up, asking serious questions, 
and ultimately signing off on the work, they signal that the thesis belongs within a broader 
scientific conversation, not only within the idiosyncratic culture of a single university. 

For emerging fields today, similar mechanisms of external validation can be invaluable. Industry 
researchers often encounter practical versions of cutting-edge problems before academia has 
fully digested them. They can provide a reality check on claims about feasibility, scalability, and 
resource constraints. At the same time, they can help frame speculative academic ideas in terms 
that make sense to funders, employers, and standards bodies. 
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Doctoral programs can make deliberate use of this potential. They might, for example, 
encourage or require that at least one thesis committee member or external examiner come 
from a relevant industry lab or a different kind of institution with complementary strengths. 
They might build formal partnerships with organizations working at the frontier of technology, 
arranging joint seminars, internships, or co-supervised projects. In doing so, they help ensure 
that emerging-field theses are not only internally coherent but also externally legible and 
relevant. 

The Caltech counterfactual shows that such external participation does more than decorate a 
committee roster. It changes the nature of the questions asked at defenses, influences the 
standards applied to speculative work, and can help translate a new field from a local curiosity 
into a recognized area of inquiry. In this sense, external and industry engagement is not an 
optional add-on but part of the core architecture of doctoral programs that aspire to nurture 
the next generation of ahead-of-time research. 

 

9. Generalizing Beyond Caltech and Quantum Computing 

The Caltech-centered, early-1980s quantum computing Ph.D. is a very specific story. It involves 
particular personalities, an institution with distinctive strengths, and a historical moment in 
which computation, information theory, and quantum mechanics were converging without yet 
forming a named discipline. Yet the point of constructing such a detailed scenario is not to 
canonize that one arrangement; it is to show how deliberately designed doctoral pathways can 
help coax unborn fields into existence. 

This section abstracts the blueprint from its original setting and extends it in three directions. 
First, it considers how similar structures might have appeared at other universities and in other 
decades. Second, it applies the model to contemporary frontier topics in science and technology 
that currently lack mature disciplinary homes. Third, it examines institutional incentives and 
funding structures that can either enable or undermine responsible intellectual risk-taking. 
Together, these reflections point toward a reusable template for Ph.D. programs that intend to 
support work in fields that do not yet know their own names. 

 

9.1 Abstracting the blueprint to other universities and time periods 

If the Caltech scenario works, it is not because Caltech is uniquely magical, but because it 
happens to have the right mix of elements: strong cores in relevant disciplines, faculty willing to 
engage across boundaries, and enough institutional flexibility to permit unconventional thesis 
topics. Many universities, in different times and places, have possessed similar combinations. 
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Abstracting from the specifics yields a set of conditions rather than a single blueprint. A 
university needs at least one department where foundational questions are valued and where 
students can be trained deeply in a core theory or methodology. It also needs neighboring units 
that are close enough, intellectually and organizationally, to act as bridges to implementation, 
applications, or complementary theories. Finally, it needs points of contact with external 
communities—other universities, industry labs, or research institutes—that can legitimize and 
extend emerging work beyond the local context. 

In the 1950s, a similar pattern might have supported early work on information theory or 
cybernetics at places where mathematics, engineering, and biology could forge alliances. In the 
1990s, it might have enabled nascent computational genomics efforts where computer science, 
molecular biology, and statistics coexisted. In each case, the specifics would differ: the 
foundational theory might be control theory rather than quantum mechanics; the bridging field 
might be molecular biology rather than device physics; the external partner might be a 
pharmaceutical company rather than a microelectronics lab. The key is not the particular 
disciplines but the structural arrangement: deep core, bridge disciplines, and external 
interlocutors. 

This perspective also suggests that emerging-field Ph.D. programs do not require elite or highly 
specialized institutions to succeed. They do, however, require institutions to honestly assess 
their strengths and gaps, and to design programs around real capacities rather than aspirational 
branding. An exemplary “frontier Ph.D.” at a mid-sized public university might involve different 
disciplines and committees than at a small private institute but can still follow the same 
underlying logic. 

 

9.2 Applying the model to contemporary frontier topics in science and technology 

Today’s frontier topics differ in content from 1970s quantum computing, but they share 
structural similarities. Many promising areas sit at the intersection of mature disciplines, lack 
settled vocabularies, and attract students whose interests do not map neatly onto existing 
departmental categories. Examples include brain–machine interfaces, programmable matter, AI-
augmented scientific discovery, quantum biology, and synthetic cognition architectures that 
blend neuromorphic hardware with machine learning. 

Applying the Caltech-style model to such areas begins with identifying the relevant cores. For a 
student intent on, say, AI-accelerated materials discovery, the foundational disciplines might be 
condensed matter physics or chemistry, machine learning, and high-performance computing. A 
committee could be constructed with a core theorist in materials or statistical mechanics, an 
expert in machine learning and algorithms, a computational scientist focused on large-scale 
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simulations, and an external member from an industrial lab working on materials design 
platforms. 

The curriculum would then combine standard sequences in these cores with special topics that 
explicitly address the emerging intersection: reading groups on surrogate modeling, 
independent studies on closed-loop experiment–simulation–AI pipelines, and seminars on the 
limits of data-driven approaches in physics-rich domains. A candidacy exam would test mastery 
of at least one core discipline while also probing the student’s ability to articulate a coherent 
research direction at the interface. 

Other frontier domains could be treated similarly. A student exploring “programmable cells” 
might combine molecular biology, control theory, and formal verification, with committee roles 
reflecting these pillars and an external examiner from a biotech company. A student drawn to 
“ethical architectures for human–AI collaboration” might pair cognitive science, machine ethics, 
and systems engineering, with an external member from a human-centered design lab. 

The lesson is that the emerging-field Ph.D. is not a free-form exercise in novelty. It is a 
structured synthesis of existing disciplines around a speculative center, framed by committee 
design, course choices, and exam structures that are explicitly tuned to the frontier topic. 

 

9.3 Institutional incentives, funding structures, and intellectual risk-taking 

Even the best-designed doctoral program will struggle to support emerging fields if institutional 
incentives and funding structures penalize intellectual risk-taking. The Caltech scenario implicitly 
assumes faculty who are willing to supervise unconventional theses and departments willing to 
recognize committee service and interdisciplinary advising as legitimate contributions. It also 
assumes that the student will not be punished on the job market for working in a field without 
many job titles. 

In practice, several levers matter. First, tenure and promotion criteria should recognize the value 
of high-risk, integrative work alongside more conventional single-discipline contributions. 
Faculty who invest time in mentoring frontier students must not be disadvantaged relative to 
colleagues who focus solely on established areas. Second, funding mechanisms—both internal 
seed grants and external fellowships—should explicitly include categories for exploratory, cross-
disciplinary projects, with review panels that understand the peculiar challenges of evaluating 
work in unborn fields. 

Third, graduate programs should consider multi-year funding commitments for students in 
emerging areas, recognizing that ahead-of-time work can take longer to mature into publishable 
results and may not map neatly onto conventional grant cycles. Fourth, departments and 



44 
 

advisors should provide clear, honest guidance about career risks and alternative pathways, 
including industry roles, research staff positions, and non-traditional academic trajectories 
where frontier skills are valued. 

The broader point is that intellectual courage at the student level must be matched by 
institutional courage. It is unreasonable to invite doctoral candidates into speculative fields 
while structuring evaluation and funding systems in ways that strongly discourage deviation 
from well-trodden paths. Thoughtful program design can mitigate this tension, but it cannot 
resolve it without corresponding changes in incentives and resource allocation. 

 

9.4 Toward a reusable template for building Ph.D. programs around unborn fields 

Drawing together the threads of the paper, a reusable template emerges for designing Ph.D. 
programs in fields that do not yet fully exist. The template has several recurring elements: 

1. A clear identification of at least one foundational discipline in which the student will be 
deeply trained and examined, ensuring intellectual stability and long-term portability of 
skills. 

2. A deliberately constructed committee that includes: 

o a core theorist in the foundational discipline, 

o an implementation-oriented or experimentalist mentor, 

o a cross-domain synthesist familiar with neighboring fields, 

o and an external member from another institution or industry lab. 

3. A curricular plan that pairs standard core sequences with targeted special topics and 
independent studies explicitly focused on the emerging intersection, not as add-ons but 
as integrative threads. 

4. A candidacy exam structure that simultaneously tests mastery of established material 
and provides a formal venue for articulating and vetting a speculative thesis proposal 
framed in terms legible to existing disciplines. 

5. Mechanisms for career and intellectual risk management, including parallel mainstream 
projects, publication strategies that tie frontier work to existing literatures, and explicit 
attention to postdoctoral and non-academic opportunities. 
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6. Ongoing engagement with external communities—through seminars, joint projects, or 
advisory roles—that help situate the emerging field within broader scientific and 
technological ecosystems. 

This template does not guarantee success. Some unborn fields will never fully stabilize; some 
speculative theses will remain historical curiosities. But the point of such design is not to 
eliminate uncertainty; it is to create conditions under which genuinely new forms of inquiry can 
be pursued responsibly and fruitfully. The imagined 1970s quantum computing Ph.D. at Caltech 
demonstrates that, with the right alignment of people, courses, and committees, it would have 
been possible to articulate and defend a thesis in a field that lacked a name. The challenge for 
contemporary institutions is to offer similar possibilities to today’s frontier students, whose 
disciplines are still waiting to be born. 

 

10. Conclusion 

The counterfactual Caltech Ph.D. in quantum computing is, on the surface, a story about one 
anonymous student in the late 1970s. Beneath the surface it is something else: a worked 
example of how doctoral programs can be deliberately engineered to support the emergence of 
entirely new fields. By specifying the university, the committee, the coursework, the research 
agenda, and the defense in concrete detail, the scenario turns an abstract desire—“support 
ahead-of-time work”—into a tangible design. 

In this concluding section, the main elements of that design are gathered and interpreted. First, 
the Caltech-centered model is summarized. Second, its relevance for understanding the early 
incubation of quantum computing is highlighted. Third, broader implications are drawn for 
graduate education and field formation. Finally, some reflections are offered on what it means 
to plan for breakthroughs before the vocabulary to describe them fully exists. 

 

10.1 Summary of the Caltech-centered counterfactual doctoral design 

The imagined program begins with an anonymous student entering Caltech in the mid-1970s, 
determined—quietly but firmly—to devote their Ph.D. to what we would now call quantum 
computers and quantum algorithms. At the time, there is no such phrase in the course catalog, 
no established research group bearing that name, and no clear career path for such a 
specialization. The design of the doctoral path must therefore be built from existing parts. 

The institutional choice of Caltech is not incidental. It provides a strong theoretical physics 
culture, active communities in electrical engineering and applied physics, and informal ties to 
industrial research labs in information theory and microelectronics. Within this environment, 



46 
 

the student’s committee is deliberately assembled as a four-way mentorship nucleus: a 
Feynman-like quantum theorist as advisor, a Mead-like device physicist, a Hopfield-like cross-
domain theorist, and a Bennett-like external examiner from industry. Each member brings a 
distinct lens—foundational theory, hardware realism, cross-system analogy, and thermodynamic 
rigor—creating structured tensions that help stabilize the thesis. 

The first two years are anchored in standard graduate sequences: classical mechanics, quantum 
mechanics, electromagnetism, statistical mechanics, condensed matter, algorithms, automata, 
and information theory. In parallel, independent studies and reading courses on reversible 
computation, thermodynamics of information, and physical limits of computation quietly tilt the 
training toward a new synthesis. A candidacy exam tests mastery of the cores and 
simultaneously legitimizes a thesis direction framed as “physical models of reversible and 
quantum-mechanical computation.” 

The research agenda that follows moves in three steps. First, reversible computing is translated 
into the language of Hilbert space, with logical gates mapped to unitary transformations and 
classical trajectories generalized to quantum superpositions. Second, formal models of quantum 
computation are developed: a quantum Turing machine based on reversible dynamics and a 
quantum circuit model with a small universal gate set. Third, early algorithmic ideas are 
explored in oracle problems and periodicity detection, alongside qualitative studies of 
decoherence, noise, and error mitigation through redundancy and encoding. 

The thesis is organized into three parts—models, prototype algorithms, and 
physical/thermodynamic constraints—and defended in front of the committee. The defense is 
as much an exercise in translation as in technical exposition, because the vocabulary of 
“quantum information” and “quantum algorithms” does not yet exist. The committee’s 
questions probe simulation limits, hardware feasibility, connections to other physical 
computation schemes, and consistency with thermodynamics. The thesis ultimately passes, not 
as an eccentric curiosity, but as a coherent contribution to an emerging understanding of 
computation as a quantum-physical process. 

 

10.2 What this scenario reveals about the early incubation of quantum computing 

Although the scenario is counterfactual, it illuminates real features of how quantum computing 
eventually emerged. Historically, the conceptual ingredients were scattered: Landauer’s 
thermodynamics of information, Bennett’s reversible computation, Wiesner’s conjugate coding, 
Holevo’s capacity results, and growing awareness of the difficulty of simulating quantum 
systems on classical hardware. What was missing was a sustained effort to assemble these 
ingredients into a coherent doctoral-level program. 
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The Caltech thought experiment shows that such an assembly would have required more than 
one inspired paper. It would have required a student trained deeply enough in quantum 
mechanics to treat unitary evolution as a tool for computation, in computation theory to 
understand complexity and algorithms, and in statistical physics and devices to appreciate the 
constraints of implementation. It would have required a committee willing to see the legitimacy 
of this synthesis, even before a broader community had formed around it. 

In this sense, the scenario highlights a gap that is not purely intellectual but institutional: the 
absence, in the 1970s, of spaces where a student could be rewarded—not penalized—for trying 
to combine quantum theory, computation, and thermodynamics into a unified research 
program. Quantum computing did eventually emerge in the 1980s and 1990s through the work 
of several key figures and communities. The counterfactual simply makes visible how doctoral 
training might have accelerated that emergence by a decade, had the right structures been in 
place. 

More broadly, the scenario suggests that early incubation of a field is not just about isolated 
visionary individuals; it is about environments where those individuals can be trained, 
supervised, examined, and placed into careers. Without such environments, important 
conceptual threads can remain scattered for surprisingly long periods. 

 

10.3 Broader implications for graduate education and field formation 

Beyond quantum computing, the Caltech scenario invites a re-examination of how graduate 
education interacts with the birth of new disciplines. Doctoral programs are often described as 
conservative institutions that reproduce existing fields: they require students to master a canon, 
work under established faculty, and publish in recognized journals. Yet, as the thought 
experiment shows, they can also be powerful instruments for field creation, provided their 
components are arranged thoughtfully. 

Several implications follow. First, the composition of thesis committees in emerging areas 
should be treated as a design problem, not a bureaucratic afterthought. The combination of 
deep theorist, device or implementation specialist, cross-domain synthesist, and external 
information-or resource-oriented examiner appears particularly fruitful. It fosters a kind of 
internal peer review that balances ambition with accountability. 

Second, the structure of coursework and candidacy exams can either enable or block frontier 
work. When emerging-field students are required to demonstrate mastery in at least one 
established discipline, and when their speculative interests are woven into reading courses and 
exam topics rather than relegated to side projects, the resulting training is both rigorous and 
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forward-looking. Conversely, when curricula are rigidly siloed, cross-disciplinary synthesis 
becomes much harder to pursue responsibly. 

Third, institutional incentives matter. Faculty are more likely to supervise unconventional theses 
when doing so is recognized and valued, and students are more likely to risk entering unborn 
fields when they know that their training will still allow them to present themselves credibly as 
physicists, computer scientists, engineers, or other established identities. Frontier doctoral work 
thus depends on a careful balance between openness to new configurations of knowledge and 
fidelity to the standards of existing fields. 

Finally, the scenario underscores that field formation is not only a matter of new concepts and 
methods, but also of new educational pathways. When a university regularly graduates Ph.D.s 
whose theses revolve around a previously unnamed intersection of disciplines, it is only a 
matter of time before that intersection becomes a recognizable area of research. Doctoral 
education, in this sense, is not merely downstream from fields; it is one of the engines that 
helps bring them into being. 

 

10.4 Final reflections on planning for breakthroughs before the vocabulary exists 

Planning for breakthroughs before the vocabulary exists is inherently paradoxical. If we knew 
precisely what a new field would look like, it would already be here. Yet the Caltech thought 
experiment suggests that it is possible to prepare for such breakthroughs without pretending to 
predict their content. The key is to design doctoral structures that are robust to novelty: deep in 
foundations, flexible at interfaces, and open to carefully supervised speculation. 

The Caltech-centered quantum computing Ph.D. works as a narrative because it respects this 
balance. It does not ask the imagined student to leap into the void without training or support. 
It insists on thorough grounding in quantum mechanics, computation theory, and statistical 
physics; it surrounds the student with mentors who collectively span theory, devices, cross-
domain analogies, and thermodynamic constraints; it requires rigorous exams and careful 
modeling before any bold claims about advantage are made. The novelty of “quantum 
computing” emerges not from ignoring existing disciplines, but from taking them so seriously 
that their boundaries become sites of constructive tension. 

For contemporary graduate education, the lesson is not that every program should try to guess 
the next quantum computing. It is that universities can cultivate conditions under which 
students who sense that such a “next thing” is forming have somewhere to stand. They can be 
trained to speak in the languages of multiple mature disciplines, guided by committees 
designed to hold those languages together, and examined in ways that test both their mastery 
of the known and their capacity to push its edges. 
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In the end, the anonymous student at Caltech is a kind of placeholder for all those future 
doctoral candidates who find themselves drawn to intersections that are not yet recognized as 
fields. Their success or failure will depend less on their personal brilliance than on whether their 
institutions have the imagination—and the courage—to design programs that can hold space 
for work whose vocabulary has not yet solidified. The counterfactual Ph.D. in early quantum 
computing is one way of showing that such design is not fantasy but a real, if demanding, 
possibility. 

 

Epilogue: Shor and Grover 

From the vantage point of the imagined Caltech defense in the early 1980s, the thesis on 
physical models of quantum computation would have seemed bold but incomplete. It 
articulated coherent models, sketched suggestive examples, and faced squarely the physical and 
thermodynamic obstacles, but it lacked one thing that academia and industry both rely on when 
deciding whether to reorganize their priorities: a decisive, widely recognized demonstration of 
nontrivial advantage. The story of how quantum computing moved from speculative synthesis 
to an unmistakable research frontier is, in large part, the story of two algorithms that arrived 
more than a decade later: Shor’s factoring algorithm and Grover’s search algorithm. 

Shor’s work gave precise mathematical substance to a theme that, in the counterfactual thesis, 
appears only in embryonic form: the use of quantum period-finding and Fourier analysis to 
solve classically intractable problems. Where the thesis sketches simple periodicity-detection 
procedures as toy examples, Shor elevates this idea to a full-blown algorithm with a clear target: 
the integer factoring problem and, by extension, the foundations of widely used public-key 
cryptography. The same quantum features that the anonymous Caltech student treats as 
promising curiosities—superposition, interference, and the quantum Fourier transform over 
cyclic groups—are assembled into a concrete, polynomial-time procedure whose implications 
for security and complexity theory are immediately obvious. 

Grover’s algorithm, in turn, crystallizes the intuition behind the oracle-based prototypes in the 
thesis. The counterfactual student plays with black-box problems where quantum queries acting 
on superposed inputs might reveal global properties more quickly than any classical strategy. 
Grover transforms this intuition into a simple, robust, and nearly optimal procedure: a 
generalized amplitude-amplification scheme that reduces the cost of unstructured search from 
linear in the database size to proportional to its square root. In doing so, it shows that even 
when structure is minimal and no Fourier analysis is available, carefully choreographed 
interference can still yield asymptotic gains. 
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Seen through the lens of the Caltech blueprint, Shor and Grover are not ex nihilo miracles but 
the natural next steps that would follow once a coherent theory of quantum computation is in 
place and a generation of researchers has been trained to think algorithmically in Hilbert space. 
The counterfactual student’s Part I provides the models, Part II provides the first hints of 
algorithmic leverage, and Part III provides an account of physical constraints. Shor’s and 
Grover’s contributions can then be read as fully worked-out instantiations of the thesis’s central 
claim: that quantum evolution can be programmed to reorganize computational resources in 
ways that classical dynamics cannot emulate within the same asymptotic budget. 

There is, however, an equally important institutional lesson. Once Shor’s algorithm made 
factoring vulnerable in principle, and once Grover’s algorithm demonstrated a generic quadratic 
speedup, the incentives for universities, funding agencies, and industry labs shifted. What the 
anonymous student could only argue for in terms of conceptual elegance and potential long-
term impact suddenly had near-term, strategically relevant consequences. Governments 
concerned with cryptography, companies concerned with security and optimization, and 
departments interested in staying at the frontier all had reasons to invest in quantum 
information science as a recognizable field. Graduate programs followed, with formal tracks in 
quantum information, dedicated faculty hires, and thesis topics labeled in terms that the early 
Caltech committee could only gesture toward. 

In that light, the epilogue provided by Shor and Grover is not just algorithmic but educational. 
Their work marks the point at which a counterfactual thesis on “reversible and quantum-
mechanical computation” becomes, in historical fact, the core curriculum of a new discipline. 
Courses are built around these algorithms; candidacy exams include them; doctoral committees 
assume that students can reproduce their logic. The thought experiment in this paper reverses 
the direction of time: it imagines what it would have meant to design a doctoral path capable of 
anticipating the intellectual space that Shor and Grover would later occupy. 

Planning for breakthroughs before the vocabulary exists is, inevitably, an imperfect art. No 
1970s committee could have specified “training the student who will invent a factoring 
algorithm that threatens public-key cryptography” as its goal. But committees and programs can 
design for a different target: cultivating researchers who are deeply grounded in core 
disciplines, structurally positioned at fertile intersections, and institutionally supported in 
pursuing questions that do not yet have names. When those conditions are met, the arrival of a 
Shor or a Grover-like breakthrough is no longer an inexplicable accident; it is one of the kinds of 
outcomes that a well-designed, frontier-friendly doctoral system has quietly been preparing to 
receive. 

In that sense, Shor and Grover close the loop of the Caltech narrative. They validate the 
intuition that quantum evolution can be harnessed for computation in ways that matter both 
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mathematically and practically. They retroactively justify the kind of ahead-of-time thesis this 
paper has imagined. And they remind us that, for the unborn fields of today, the most 
important decisions may be happening not only in research papers but in seminar rooms, 
committee meetings, and graduate curricula where the next generation of anonymous frontier 
students are deciding what, exactly, they will dare to work on. 
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