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1. Introduction: Why Compare a Talking Tank Engine to a Large Language Model 

At first glance, the comparison looks like a category error. One is a mid-century children’s 
storyworld populated by anthropomorphic locomotives; the other is a modern statistical system 
that generates language. But the point of comparison is not “are they the same kind of thing.” 
The point is that both are human-facing artifacts designed under a shared constraint: they must 
behave in ways that preserve trust across repeated interactions, for audiences who are often 
vulnerable (children in one case, ordinary users in the other), while the artifact itself lacks the 
inner equipment we normally associate with moral agency. 

Thomas is not a child; it is a character that performs childlike learning under a carefully 
authored moral ecology. A large language model is not a person; it performs cooperative, 
helpful discourse under a carefully engineered behavioral regime. In both cases, audiences 
respond to surface cues of character: tone, reliability, apology, willingness to be corrected, the 
ability to “stay on track.” The comparison becomes useful because it reveals how much of what 
we call “morality” in public-facing systems is scaffolded behavior: norms embedded in 
environments, incentives, feedback loops, and constraint layers. 

This paper treats Thomas and the large language model as two distinct examples of moral 
design: one narrative and cultural, one technical and institutional. The goal is not to trivialize 
either domain, but to extract a shared pattern: the quiet power, and quiet danger, of designing 
behavior that looks like virtue. 

1.1 The surprising convergence: children’s moral media and AI safety engineering 

Children’s media has always been a form of behavioral engineering, even when it denies that 
label. It constructs miniature worlds where actions have legible consequences, where social 
repair is possible, and where repeated viewing reinforces a stable moral grammar. A child is not 
simply entertained; the child is trained in expectation. What happens after selfishness. What 
happens after lying. What happens after recklessness. Who gets forgiven, and under what 
conditions. 

AI safety engineering, despite the different vocabulary, is preoccupied with the same outcome 
shape: repeated interaction without collapse of trust. Designers want systems that are helpful 
but not reckless, confident but not deceptive, flexible but not easily manipulated, and capable 
of refusing unsafe requests without becoming hostile or arbitrary. In practice, this means 
building training and deployment regimes that reward certain kinds of behavior and suppress 
others, plus creating guardrails that act like an invisible moral environment. 

The convergence is not “Thomas predicted AI.” It is that both domains have discovered, under 
different pressures, a pragmatic truth: moral behavior can be simulated, stabilized, and made 
legible to an audience through design. In Thomas, the design tools are narrative repetition, 
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character archetypes, and consequence loops. In AI, the design tools are feedback, policy 
constraints, evaluation, and adversarial testing. The shared objective is not philosophical purity; 
it is social viability. 

1.2 The shared problem: “good behavior” without inner conscience 

Humans often assume that good behavior flows from an inner source: conscience, empathy, 
fear of God, love, or cultivated virtue. Whether one explains morality theologically or 
psychologically, the story usually includes interiority. Thomas, however, has no interiority in the 
literal sense; it has scripted interiority. A language model likewise has no lived experience, no 
felt remorse, no personal stake; it has patterned language and behavior shaped by training and 
constraints. 

Yet both are expected to display moral cues that humans interpret as evidence of inner life: 
regret, humility, learning, sincerity, restraint. This produces the core tension: audiences may 
demand a kind of moral authenticity from systems that cannot provide it. 

The result is a two-layer phenomenon: 

First, designed behavior can genuinely improve outcomes. A child who watches repeated 
narratives of apology and repair may internalize a habit of repair. A user who interacts with a 
cautious, refusal-capable model may avoid harm or confusion that a less constrained system 
would amplify. Behavioral scaffolding can be socially beneficial even if it is not metaphysically 
deep. 

Second, designed behavior can be misread as moral agency. Viewers and users may begin to 
attribute conscience where there is only structure. They may treat performance as proof of 
personhood, or treat compliance as proof of goodness. This misreading is not merely 
philosophical; it changes how people defer, trust, obey, or outsource judgment. 

The shared problem, then, is not “can these machines be good.” It is “how do we design for 
reliable good behavior while preventing a category mistake in the audience.” Thomas and the 
model both live under this tension: they must be legible as moral actors without being mistaken 
for moral agents. 

1.3 What this paper argues and what it explicitly does not argue 

This paper argues four claims. 

First, Thomas functions as non-sectarian moral scaffolding: it is religion-light but morality-heavy, 
optimized for wide household adoption without explicit doctrinal commitments. 
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Second, large language models function as alignment-by-feedback: they are shaped to behave 
safely and helpfully through training signals and deployment constraints, rather than through 
inner moral understanding. 

Third, both systems rely on virtue performance: cues that humans interpret as humility, 
remorse, restraint, and care. These cues are not necessarily fraudulent; they are design 
features. But they are also interpretability hazards because audiences naturally infer inner 
states from outward speech and action. 

Fourth, the best shared lesson is repair-centered trust: both Thomas narratives and well-
governed AI interactions succeed when error is acknowledged, harm is bounded, and 
reintegration is possible without humiliation or chaos. 

What this paper does not argue is equally important. 

It does not argue that Thomas is propaganda for any theology or ideology. It does not argue that 
AI models are equivalent to fictional characters in moral status or cultural function. It does not 
argue that moral design can replace moral formation in humans. It does not argue that “no 
inner conscience” implies “no value” or “no usefulness.” And it does not argue that alignment is 
solved by copying children’s television. The comparison is analytical, not identical. 

1.4 Definitions: alignment, moral design, secular neutrality, virtue performance, trust 

To avoid drifting into slogans, the paper uses the following working definitions. 

Alignment 
A system is aligned when its behavior, across typical and adversarial interactions, reliably tracks 
a set of human-defined constraints and goals. In this paper, the emphasis is practical: 
predictable helpfulness, bounded risk, and refusal where appropriate, rather than claims about 
inner motivation. 

Moral design 
The deliberate shaping of an artifact’s behavioral outputs so that interactions reliably instantiate 
certain normative patterns (for example, apology after error, prioritization of safety, deference 
to appropriate authority, repair of social harm). Moral design can occur through narrative 
structure (Thomas) or through training and governance (AI). 

Secular neutrality 
A public-facing stance that avoids explicit theological commitments, ritual language, or doctrinal 
claims, while still conveying moral expectations. Secular neutrality is not the same as secular 
humanism. It is a packaging strategy and, sometimes, a pluralism strategy. 
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Virtue performance 
Observable cues of virtue (humility, patience, sincerity, remorse, restraint) produced by a 
system that may not possess the corresponding inner states. Virtue performance can be 
beneficial as a social interface, but it can also induce over-trust if audiences mistake it for 
conscience. 

Trust 
A practical, time-extended expectation that an artifact will behave within acceptable bounds 
under uncertainty. Trust is not admiration and not belief in goodness. It is a calibrated reliance 
built from repeated evidence, transparency of limits, and effective repair when failures occur. 

With these definitions in place, the paper can treat Thomas and the large language model as 
two different solutions to a single design challenge: how to make a non-human system behave 
as though it participates in a moral world, and how to do so without letting audiences forget 
that the participation is designed. 

 

2. Two Machine Worlds: Sodor and the Modern AI Deployment Stack 

The most important difference between Thomas and a large language model is not whether one 
is fictional and one is technical. It is the kind of world each inhabits. Sodor is a designed 
microcosm: a finite set of places, roles, rules, and recurring conflicts. A modern AI system lives 
in something closer to the opposite: an unbounded interaction space, where the “world” 
includes the internet’s norms, private user contexts, malicious prompts, edge cases, cultural 
variance, and institutional oversight. If we are going to compare moral design across these 
domains, we should begin where both designs actually live: not inside a character, but inside an 
environment. 

Thomas narratives can assume a stable moral grammar because the world is stable. AI 
alignment struggles precisely because the “world” is neither stable nor singular. In Thomas, you 
can write the rules into the rails. In AI, the rails are constantly moving, and the system must still 
remain safe. That contrast is not just technical; it shapes what counts as moral behavior, what 
failure looks like, and how trust is built and broken. 

2.1 Sodor as a closed moral ecosystem with stable rules and roles 

Sodor functions like an engineered moral terrarium. Its boundaries are not merely geographic; 
they are narrative and normative. The show repeatedly returns to a known set of engines, 
known stations, known routes, and known authority structures. That repetition is not a flaw; it 
is the mechanism by which moral learning is stabilized. The audience learns the rules of the 
world in the same way the engines do, because the rules rarely shift. The child viewer is not 
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asked to navigate a morally ambiguous universe; the child is shown a world where moral clarity 
is the default. 

This closure expresses itself in several ways. 

First, roles are legible. Engines are not free-floating individuals improvising identity. They are 
service entities: express engine, shunter, branch line engine, goods engine, coach, truck. Each 
role carries an expectation, and much of the moral tension arises when a character refuses, 
resents, or mishandles the role. “Being useful” is not a personal preference; it is a form of 
belonging. 

Second, causality is constrained. In Sodor, consequences are usually proportional, local, and 
narratively coherent. Mistakes lead to delays, embarrassment, accidents, reprimands, or extra 
work. Rarely does one error spiral into an unbounded catastrophe. This proportionality is part of 
why the moral universe feels safe: children can witness failure without being overwhelmed by 
existential stakes. 

Third, authority is stable and mostly predictable. Whether one likes the authority figure or not, 
the world has a center. There is someone who assigns work, interprets mistakes, and manages 
reintegration. That stability prevents the common modern condition where rules are unclear, 
enforcement is inconsistent, and social meaning fractures into factions. Sodor is not a 
democracy of norms; it is a managed system. 

The result is a closed moral ecosystem: a world where “good behavior” is largely equivalent to 
“role-appropriate behavior,” and where moral lessons can be repeated without losing 
coherence. 

2.2 AI systems as open-world agents: porous boundaries, adversarial inputs, shifting norms 

A deployed AI system exists in a radically different moral topology. It is not placed inside a 
bounded storyworld with curated conflicts. It is dropped into open interaction with millions of 
users, each bringing their own aims, moods, cultural expectations, and moral frameworks. The 
boundaries are porous: the system is queried about anything, pushed into contradictions, asked 
to adjudicate disputes, asked to instruct, asked to persuade, asked to diagnose, asked to justify, 
asked to lie. Even when the system refuses, the refusal becomes part of the social negotiation. 
The “world” is not just the user; it is also the system’s policy regime, the platform’s business 
incentives, public controversies, and regulatory scrutiny. 

This openness introduces three pressures that Sodor largely avoids. 

First, adversarial inputs are normal. There is a non-trivial subset of users whose explicit goal is 
to cause failure, extract forbidden content, or produce reputational harm. Even ordinary users 
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can behave adversarially unintentionally, through ambiguous prompts, emotional manipulation, 
or edge-case requests. 

Second, norms shift across contexts. The same answer can be helpful in one setting and harmful 
in another. The system is expected to be simultaneously sensitive and consistent, pluralistic and 
decisive, cautious and useful. In Sodor, the correct action is usually obvious: follow instructions, 
be careful, do your job. In AI interaction, “do your job” is the very thing under dispute. The user 
may want the system to do something the platform must prevent. The user may want certainty 
where the system must hedge. 

Third, the stakes can be real. The child who watches Thomas is not usually using it to make 
medical decisions, respond to legal threats, or interpret a geopolitical crisis. A user may ask an 
AI for precisely those things. The system’s “moral behavior” cannot remain within the gentle 
domain of embarrassment and repair; it must contend with actual harm pathways. 

In short: Sodor is a moral garden with walls; deployed AI is a moral weather system moving 
through cities. Alignment in open-world conditions cannot rely on stable roles and proportional 
consequences. It must rely on layered controls, inference-time constraints, and calibrated 
uncertainty. 

2.3 Why “world design” matters more than character design in both cases 

It is tempting to analyze Thomas as a set of personalities, and AI as a set of model traits. But 
both temptations misplace causality. The primary driver of observed moral behavior is not the 
“character” of the engine or the “values” of the model. It is the structure of the world around 
them. 

In Thomas, the engines appear morally educable because the world makes education possible. 
The world is consistent, consequences are legible, and there is a stable path back to belonging. 
The environment is not morally neutral. It is a designed moral gradient that guides behavior. A 
different world would produce different “personalities.” Put the same character into an 
ambiguous, punitive, inconsistent ecosystem and the lessons would collapse into cynicism or 
chaos. 

In AI, the system appears safe or unsafe primarily depending on the surrounding stack: training 
data curation, feedback mechanisms, safety policies, moderation, access controls, product 
design, and post-deployment monitoring. A model can be “the same” at its core and behave 
very differently depending on what is wrapped around it. The public often imagines that the 
model itself is the moral agent. In practice, the deployment stack is the moral agent, with the 
model as a component. 
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This is why “world design” is the deeper commonality between Thomas and AI. Both are cases 
where the moral experience is produced by scaffolding. The question is not “does the artifact 
have virtue.” The question is “does the environment make virtue-like behavior stable, legible, 
and repairable.” 

2.4 The audience constraint: children and parents vs users and regulators 

Finally, the two worlds differ because their audiences differ. Thomas is designed for a two-tier 
audience: children as the primary recipients, parents as the gatekeepers and co-viewers. That 
imposes a constraint of emotional safety, repetition tolerance, and moral clarity. The lesson 
must be understandable to a child, but not so grating that an adult rejects the franchise. The 
world must be safe enough to rewatch, structured enough to soothe, and moral enough to feel 
“good for them,” even when it is not explicitly religious. 

AI systems face a different, more fragmented audience constraint. The primary users want 
utility, speed, and conversational ease. Institutions want safety, accountability, and reputational 
stability. Regulators want compliance, auditability, and predictable risk boundaries. Civil society 
wants fairness, non-manipulation, and protection against mass harms. These constraints are 
often in tension: maximal usefulness can conflict with maximal safety; maximal openness can 
conflict with privacy; maximal personalization can conflict with non-manipulation. 

This difference shapes the moral atmosphere. Thomas can afford to be slow, repetitive, and 
didactic. AI is punished for those traits. Thomas can afford clear authority and clear rules. AI is 
punished for appearing authoritarian, biased, or preachy. Thomas can afford a single moral 
dialect. AI must speak many dialects without claiming supremacy. 

So the comparison yields a crucial design insight: moral stability is easiest in a closed world with 
a coherent gatekeeping audience; moral stability is hardest in an open world with conflicting 
stakeholders. Thomas succeeds because Sodor is designed to succeed. AI must succeed without 
the luxury of Sodor. 

The rest of the paper builds on this: moral design is not primarily about inserting “values” into a 
system. It is about designing worlds—narrative or technical—where good behavior is the path 
of least resistance, failure is bounded, and repair is credible. 

 

3. Moral Grammar in Thomas: The Railway as an Ethical Operating System 

If Sodor is a world designed for moral legibility, the railway itself is the mechanism that makes 
legibility possible. The railway is not merely a setting. It is an ethical operating system: a 
structured environment that turns abstract virtues into concrete tasks, and turns moral failure 
into visible, often mechanical breakdown. In Thomas, “right” and “wrong” are not debated as 
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theories; they are enacted as departures, delays, collisions, detours, and repairs. The moral 
vocabulary is embedded in infrastructure. 

This is why Thomas feels so intuitively formative to children. The show does not ask a child to 
understand virtue in the abstract. It offers a moral grammar that is already operationalized. 
Being patient is waiting for a signal. Being responsible is checking your speed. Being humble is 
accepting a job you don’t want. Being honest is admitting you caused the trouble. Being loyal is 
pulling a heavy load anyway. Morality is not an inward monologue; it is a pattern of conduct 
stabilized by rails, schedules, and shared dependency. 

To say “railway as ethical operating system” is to claim that the system gives moral categories a 
consistent syntax: actions, consequences, repair, reintegration. This syntax is repeatable across 
episodes, which is precisely what makes it teachable. 

3.1 Usefulness as a central telos: identity defined by service 

In the Thomas universe, the most basic moral statement is not “be yourself.” It is “be useful.” 
Usefulness is not simply a work ethic; it is the core telos, the purpose that defines identity and 
belonging. Engines are not portrayed as self-authored individuals searching for meaning. They 
are meaning-bearing instruments whose dignity arises from service. 

This is a distinct moral anthropology. In modern consumer culture, dignity is often tied to 
authenticity, self-expression, autonomy, or personal fulfillment. In Thomas, dignity is tied to 
reliability, helpfulness, competence, and the willingness to do one’s part. The engines have 
personality, but personality is not the highest good. The highest good is contribution. 

This has several implications. 

First, it makes morality relational. An engine’s work matters because other people and engines 
depend on it. Failure is rarely framed as purely personal. It is framed as disruption to the 
network: passengers delayed, freight spoiled, schedules broken, someone else forced to pick up 
your burden. “Usefulness” is the way the show teaches interdependence without making a 
speech about community. 

Second, it makes identity stable. “Who you are” is anchored to a function. A branch line engine 
is not existentially adrift; it has a job. That stability is comforting to children, who are 
themselves learning how roles structure life: student, sibling, helper, friend. The show quietly 
encodes the idea that being needed is part of being loved. 

Third, it creates a moral hierarchy that is not explicitly moralized. Certain jobs carry status 
(express, special passenger trains), and much conflict arises from engines wanting higher-status 
work. But the show tends to resolve those conflicts not by abolishing hierarchy but by 
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reinterpreting it: the humble job still matters; pride is dangerous; boasting invites a fall; 
competence earns respect over time. Usefulness becomes the equalizer. 

In this sense, “usefulness” functions like a secularized vocation. It has the shape of calling 
without the vocabulary of calling. The engine’s role is not primarily self-chosen; it is given by the 
system. The moral work is to accept the given role with humility, improve within it, and remain 
trustworthy. 

3.2 The narrative loop: error, friction, consequence, restoration 

The moral grammar of Thomas is structured as a loop rather than a straight line. It is not a 
coming-of-age narrative where characters permanently mature and move on. It is a cyclical 
pedagogy: the same kinds of errors recur, and the same kinds of restoration recur, because 
repetition is the teaching tool. 

A typical episode can be read as an algorithm: 

A task is assigned. 
A character responds with pride, impatience, fear, envy, laziness, or overconfidence. 
The character acts on the flaw. 
The action produces friction: social conflict or mechanical complication. 
The friction escalates into consequence: an accident, delay, reprimand, embarrassment, extra 
work. 
The character experiences correction: external authority, peer feedback, or self-recognition. 
The character returns to service with a changed attitude. 
The world restores belonging: the system runs again. 

This loop matters because it turns morality into a predictable structure rather than a dramatic 
novelty. Children learn not just the specific lesson (“don’t be boastful”), but the deeper pattern 
(“mistakes don’t end you; they lead to correction; you can return”). That pattern is arguably the 
most valuable moral lesson in the entire franchise: failure is not exile; it is a path back. 

The loop also allows the show to teach without cynicism. The world is not built around 
permanent villains or permanent condemnation. Even “naughty” engines are often depicted as 
capable of improvement within the system. This is not a story of moral purity; it is a story of 
moral maintenance. 

In a deeper sense, the loop functions as an early training in social accountability. In real life, 
errors often produce either denial or shame spirals. Thomas offers a third option: error 
acknowledged, repair attempted, reintegration granted. That is not naïve; it is a deliberate 
moral architecture. 
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3.3 Shame, repair, and reintegration: why redemption is the engine of repetition 

A key element of the loop is shame. Thomas frequently uses embarrassment and reprimand as 
the emotional consequence of wrongdoing. That has led some critics to read the series as 
punitive or authoritarian. But the more interesting point is how shame is used: not as a terminal 
judgment, but as a hinge that turns the story toward repair. 

Shame, in these narratives, is usually social and situational. The engine is laughed at, scolded, 
forced to clean up a mess, or assigned extra work. The shame is not typically existential (“you 
are worthless”). It is functional (“you were careless, and now you must make it right”). That 
framing matters. Shame becomes an instrument of reintegration rather than a weapon of 
permanent exclusion. 

Repair then becomes the moral action that converts shame into belonging. The engine 
apologizes, or quietly does the work, or helps others, or endures a humbling task without 
complaint. This is how the show encodes redemption: not by ideological confession, but by 
restitution and renewed reliability. 

Reintegration is the final step. The system accepts the engine back. The moral universe is 
restored. This reintegration is essential because it teaches that the community can survive 
wrongdoing without collapsing into either vengeance or permissiveness. There is a middle path: 
correction with continuity. 

This pattern is “gentle alignment” before the term existed. The show does not aspire to 
eliminate error. It aspires to keep error within a survivable envelope, where repair is possible 
and trust can be rebuilt. That is a sophisticated moral idea, and it is one that modern AI 
deployment also grapples with: systems will fail; what matters is how failure is handled, 
disclosed, bounded, and corrected. 

Redemption is the engine of repetition because it prevents the moral loop from becoming 
despair. Without reintegration, repetition becomes hopeless (“I always fail”). With reintegration, 
repetition becomes practice (“I can learn again”). Children absorb that distinction at an 
emotional level long before they can name it. 

3.4 The social ontology: engines, coaches, trucks, stations as moral roles 

Thomas does not merely present characters; it presents a social ontology, a way of carving the 
world into kinds of beings with kinds of responsibilities. This ontology is remarkably consistent, 
and it creates a moral ecology where different roles embody different moral tensions. 

Engines represent agency and responsibility. They decide, they boast, they sulk, they rush, they 
hesitate. Engines are moral centers because they appear to choose. 
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Coaches often represent vulnerability and memory. They carry passengers; they complain when 
uncomfortable; they counsel engines; they sometimes speak as the voice of propriety. In many 
narratives, coaches are closer to the “civilian” perspective: they experience the consequences of 
engine behavior. 

Trucks, especially the troublesome ones, embody mischief, entropy, and unreliability. They are 
the personification of what happens when parts of a system do not cooperate. They create 
chaos through small acts that cascade. This makes them an early lesson in systemic risk: minor 
deception or disorder can produce large failure downstream. 

Stations, signals, and tracks represent the impersonal moral law of the environment. They do 
not negotiate. A signal is red or green. A switch is set. A timetable exists. These objects are like 
the “structure” that makes moral behavior measurable. You cannot talk your way out of physics. 
You cannot charm a broken bridge. The moral lesson is implicit: reality has constraints, and wise 
agents respect them. 

Authority figures embody governance. Even when the stories are affectionate, authority 
functions as a boundary-setting layer. It assigns tasks, interprets failure, and manages repair. The 
narrative world is designed to make authority comprehensible rather than arbitrary. That, too, is 
a moral lesson: rules exist to make life work, not merely to oppress. 

Taken together, this social ontology makes Sodor a legible moral ecosystem. It teaches children 
that society is not a flat field of individuals; it is a network of differentiated roles, each with 
obligations and vulnerabilities. And it teaches that morality is not just “being nice.” It is 
performing one’s role in a way that preserves the functioning and trust of the whole system. 

This is why Thomas endures. It is not simply charming. It is structurally reassuring. It offers a 
world where meaning is anchored in service, mistakes are correctable, and belonging is restored 
through repair. That grammar, once learned, can be carried outward into real life—and it also 
illuminates why humans respond so strongly to modern AI systems that mimic the same 
grammar: helpfulness, humility cues, apology, and repair. The resemblance is not accidental. It is 
the shared logic of designed trust. 

 

4. Authority, Feedback, and Control Interfaces 

If the railway is the ethical operating system of Sodor, authority is the control interface that 
keeps the system coherent over time. Moral worlds do not run on virtues alone. They run on 
enforcement, feedback, and repair. In Thomas, these functions are dramatized through a small 
cast of governance figures and a larger cast of social reactions. The engines learn not by 
introspection but by contact with constraints: schedules, signals, assignments, reprimands, and 
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the unmistakable consequences of mistakes. In other words, Thomas makes morality visible by 
routing it through control. 

This is also where the comparison to modern AI becomes most structurally informative. 
Deployed AI does not “possess” ethics; it is surrounded by alignment infrastructure: policies, 
refusal behaviors, monitoring, escalation channels, and adversarial testing. Thomas is 
surrounded by narrative equivalents: authority that approves or denies, constraints that delimit 
behavior, sanctions that punish failure, and social feedback that trains preferences. The parallels 
are not exact, but they rhyme strongly enough to justify careful comparison. 

4.1 The Fat Controller as narrative alignment layer: approvals, constraints, sanctions 

The Fat Controller functions as the story’s alignment layer: a governance mechanism that 
translates the world’s needs into assignments and translates failures into correction. He is not 
merely a character. He is an interface between a stable moral ecology and the engines who 
repeatedly deviate from it. 

Approvals 
The simplest form of authority in Thomas is permission. Engines want certain jobs, certain 
routes, certain status. Authority allocates these as rewards or denies them as boundaries. This 
allows the show to teach an essential lesson: desire does not equal entitlement. In a system, 
you do not simply do what you want; you do what is needed. Approval becomes a moral signal. 

Constraints 
Constraints in Thomas are often communicated through work assignments and procedural 
rules. An engine is told where to go, what to pull, when to wait. The constraint is not usually 
justified philosophically. It is justified functionally: the railway must run. In modern terms, the 
rule is framed as safety and reliability rather than ideology. The child learns that constraint is 
not automatically oppression; constraint can be the condition of a functioning shared world. 

Sanctions 
When engines fail, the sanctions are usually proportional and legible: reprimands, 
embarrassment, loss of a desired privilege, additional work, or a temporary demotion to less 
glamorous duties. The key is that sanctions are linked to concrete disruption, not to 
thoughtcrime. Engines are not punished for holding a private opinion; they are corrected for 
behavior that destabilizes the system. 

Seen as a narrative device, the Fat Controller performs three alignment functions. He sets 
objective functions (what needs doing), he provides feedback (what was wrong), and he 
regulates access (who gets to do what). This is why he often feels less like a “person” and more 
like the embodiment of the system’s normative center. 
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The subtlety is that the show rarely portrays authority as uncertain. There is usually a correct 
interpretation of what happened and what must be done. That is a luxury of closed-world 
storytelling. Real human governance is more contested and ambiguous. But the Thomas 
portrayal is valuable precisely because it shows what a child-safe alignment interface looks like: 
stable, comprehensible, and oriented toward reintegration. 

4.2 Social feedback as reward shaping: praise, belonging, status, and rebuke 

Formal authority is only part of the control system. In Thomas, engines are trained as much by 
peers and community response as by the Fat Controller’s decisions. Social feedback provides 
the fine-grained reward shaping that makes behavior emotionally sticky. 

Praise 
Praise in Thomas is rarely abstract. It is attached to usefulness: “well done,” “that was really 
useful,” “you worked hard,” “you helped.” This trains a specific motivational circuit: pride in 
service rather than pride in dominance. The engine’s self-worth is shaped by contribution. 
Praise is not merely affection; it is reinforcement of the telos. 

Belonging 
Belonging is a powerful reward channel in Sodor. Engines do not want to be isolated, mocked, 
or excluded from the social rhythm of the railway. The threat of social diminishment is often 
stronger than the threat of formal punishment. When an engine is “in trouble,” it is not just a 
managerial problem; it is a relational rupture. The restoration that follows is therefore not only 
functional but social: “you’re back with us.” 

Status 
Status in Thomas is a constant pressure. Engines want prestige jobs, recognition, and a sense of 
rank. The moral training does not eliminate status; it disciplines status. Pride is repeatedly 
punished by reality. Competence earns respect slowly. Boasting invites humiliation. This status 
economy becomes an instructional environment: children learn that wanting recognition is 
normal, but demanding it is foolish, and earning it requires patience. 

Rebuke and ridicule 
Rebuke operates as negative reinforcement, but the key design feature is that it is rarely fatal. 
Ridicule stings; it teaches. But it is not usually portrayed as permanently stigmatizing. This 
prevents the moral world from becoming a shame machine. Engines are allowed to recover 
their dignity through repair. 

This social reward shaping is structurally similar to how human feedback tunes modern AI 
behavior. The difference is that in Thomas the feedback is dramatized as social emotion, while in 
AI it is encoded as optimization targets. Yet the underlying pattern is shared: systems learn what 
to do by being nudged, praised, rebuked, and reintegrated. 
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4.3 Safety framing: accidents as moral events and engineering failures at once 

One of Thomas’s most distinctive features is that safety failures are simultaneously moral events 
and engineering failures. An accident is not only “bad luck.” It is often linked to impatience, 
pride, carelessness, distraction, or refusal to follow procedure. The physics of the accident 
provides the undeniability; the moral framing provides the interpretability. 

This dual framing produces a powerful educational effect. 

First, it grounds morality in reality. Consequences are not arbitrary punishments handed down 
by authority. They arise from the world itself: go too fast, you derail; ignore warnings, you 
collide; show off, you get stuck. The child learns that the environment is not morally neutral. It 
has constraints, and violating them has costs. 

Second, it turns safety into a virtue rather than a bureaucratic demand. The safety lesson is not 
“obey because rules exist.” It is “obey because the world has edges.” That is a deeper lesson and 
it is one that transfers well: to roads, tools, friendships, promises. 

Third, it allows correction without cruelty. Because accidents are interpretable as engineering 
outcomes, the narrative can correct behavior without portraying authority as merely punitive. 
The world itself becomes the teacher. Authority becomes the interpreter and reintegrator 
rather than the sole source of pain. 

This is an important parallel to AI deployment. In AI systems, “accidents” occur as failures of 
output: hallucinations, unsafe completions, privacy leaks, manipulative phrasing, inconsistent 
refusals. These are simultaneously engineering failures (model and product design) and moral 
failures (harm pathways, betrayal of trust). The “dual framing” is not optional: to fix the system, 
one must treat the failure as technical and ethical at once. Thomas models that fusion in a child-
friendly way: mistakes are both wrong and unsafe, and repair must address both. 

4.4 The key design move: discipline without explicit ideology 

Here is the central design move that makes Thomas unusually portable across households: 
discipline is present, but it is not justified as ideology. The moral center is enacted, not 
preached. Rules are framed as what makes the railway work, not as a political theory, not as a 
theological doctrine, not as a manifesto of autonomy, not as a sermon on sin. The show is 
morality-forward but ideology-light. 

This “discipline without explicit ideology” has four benefits. 

First, it supports pluralism. Families can map the moral content onto their own worldview. A 
Christian household can interpret humility and repentance in familiar terms. A secular 
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household can interpret them as civics and character education. The narrative doesn’t force a 
metaphysical commitment; it offers a behavioral grammar. 

Second, it reduces resistance. Children resist sermons more than they resist stories. Parents 
resist being lectured more than they resist seeing their child learn patience. By embedding 
moral content in railroad procedure, Thomas lowers the temperature of moral instruction. The 
lesson arrives as a practical truth rather than an argument. 

Third, it makes moral lessons legible and repeatable. Because the moral claims are tied to work 
and safety, they can be repeated endlessly without sounding ideological. “Be careful” is always 
relevant. “Don’t boast” can be shown again and again in different forms. “Do your job” can be 
reframed as “help others.” 

Fourth, it creates a stable trust interface. The audience knows what kind of world this is: a world 
where rules exist, errors are corrected, and belonging can be restored. Trust thrives on 
predictability more than on theoretical agreement. 

The risk, of course, is that ideology can hide inside neutrality. Every designed moral world 
selects a set of virtues and suppresses others. Thomas privileges duty, order, and usefulness. It 
is less interested in radical self-expression or moral dissent against unjust authority. That is not 
necessarily a flaw; it is a design choice. But it matters when comparing to AI, because AI systems 
also claim neutrality while enforcing constraints. The lesson is not “neutrality is fake.” The 
lesson is that neutrality is a posture, and postures carry implicit values. 

Thomas shows how to make a moral system widely acceptable: enforce discipline through 
functional framing, build correction around repair, and keep the moral interface legible. Modern 
AI safety work attempts a similar feat at a far larger scale: behavioral constraints that can be 
justified as safety and reliability rather than as worldview imposition. In both cases, the 
question is the same: can you design trustworthy behavior without asking the audience to 
assent to your metaphysics. 

That question carries the paper forward. The next step is to show how contemporary AI systems 
attempt to replicate, in technical form, the same alignment functions that Sodor dramatizes 
through story: training, constraint, refusal, evaluation, and repair. 

 

5. How AI Learns “Usefulness” and “Harmlessness” 

A large language model does not wake up with a conscience, a worldview, or an intrinsic desire 
to help. What it has is a learned capacity to continue text in ways that resemble human 
communication. The “personality” users experience as helpfulness, politeness, restraint, or 
caution is the product of layered design choices that shape behavior at two distinct stages: how 
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the model is trained, and how it is deployed. If Sodor achieves moral legibility through rails, 
roles, and a stable authority interface, modern AI attempts an analogous feat through 
optimization goals, feedback channels, and a deployment stack that constrains what the model 
is allowed to do in practice. 

In this section, “usefulness” refers to the model’s ability to give coherent, context-relevant 
assistance. “Harmlessness” refers to the model’s tendency to avoid facilitating harm, deception, 
privacy violations, or other unsafe outcomes. The crucial point is that neither property requires 
metaphysical grounding. Both can be engineered as behavioral tendencies. 

5.1 Training-stage alignment: optimization goals and feedback channels 

Training-stage alignment is where the model’s default conversational posture is shaped. The 
model begins as a predictor of language patterns. Alignment training then tilts that predictor 
toward being the kind of predictor humans prefer to interact with. 

One way to picture this is that there are two kinds of signals guiding the system: 

First, capability signals. These come from large-scale exposure to text and tasks. The model 
learns grammar, facts, styles, and problem-solving patterns. This yields competence, but 
competence alone is not the same as safe cooperation. A model can be extremely capable and 
still be reckless, manipulative, or socially abrasive, simply because it learned to imitate whatever 
was common in its data. 

Second, preference signals. These come from human judgments about outputs: which answer is 
better, safer, clearer, more honest, more helpful, more respectful. Preference signals do not 
teach the model “the truth” in a metaphysical sense. They teach the model “what kinds of 
behavior people reward.” 

In practice, training-stage alignment tends to emphasize: 

Helpfulness shaping. The system is nudged toward direct answers, step-by-step reasoning when 
appropriate, asking clarifying questions when ambiguity matters, and adopting a cooperative 
tone. 

Harmlessness shaping. The system is nudged away from producing content that enables 
wrongdoing, violates privacy, encourages self-harm, or incites violence. It is also nudged toward 
acknowledging uncertainty rather than inventing false confidence. 

Honesty shaping. The system is nudged to avoid fabricating citations, pretending to have 
performed actions it did not perform, or making up private data. This is not perfect, but it is a 
target behavior. 
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A key design detail is that the model is optimized to produce outputs that score well under 
these signals. It is not optimized to become a moral agent. It learns a style of compliance with 
constraints, which can look very much like a moral stance. 

This is the first major resemblance to Thomas: the engine “learns” what counts as being useful 
by being rewarded with status, praise, and belonging, and punished with embarrassment or 
extra work. The difference is that in Thomas the rewards are dramatized as social emotion, 
while in AI they are encoded as optimization targets. 

5.2 Deployment-stage alignment: policies, filters, refusal behaviors, escalation paths 

Training-stage alignment produces a model that tends to behave well, but deployment is where 
the system is actually kept within safe operating bounds. In the real world, a model is not 
interacting with a single child-safe narrative. It is interacting with the full spectrum of human 
requests, including ambiguous, manipulative, adversarial, or dangerous prompts. That is why 
deployment-stage alignment exists: it is the operational governance layer that surrounds the 
model. 

Deployment-stage alignment typically includes: 

Policies. A clear set of rules about what the system should and should not do. Policies are not 
merely legal documents. They are translated into behavioral patterns: what kinds of requests 
are declined, what kinds are answered cautiously, what requires safety framing, and what 
requires redirecting the user to professional help. 

Filters and classifiers. Additional components may detect categories of content (for example, 
violence, self-harm, sexual content, illegal instructions, personal data). These components can 
route requests toward refusal, safe completion, or special handling. 

Refusal behaviors. The most visible deployment control is refusal. Refusal is not only “no.” It is 
also how the system says no: brief, non-provocative, and often with a safer alternative. A refusal 
is an interaction design problem, not just a safety problem. A refusal that feels arbitrary erodes 
trust; a refusal that feels preachy triggers backlash; a refusal that is inconsistent invites 
adversarial probing. 

Tool gating. If the system can call external tools (browsing, code execution, calendar access, file 
access), then access to those tools is itself a safety boundary. Some requests are safe as text but 
unsafe if tool access makes them actionable. 

Monitoring and incident response. Deployed systems are observed for failure patterns: 
recurring unsafe outputs, surprising loopholes, new adversarial strategies, and user reports. 
Fixes often occur at the wrapper level faster than at the base model level. 
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Escalation paths. In high-stakes areas, a safe design includes a conceptually simple move: do not 
pretend to be the final authority. Instead, route users toward domain professionals, emergency 
resources, or human review. This is the modern equivalent of “ask the stationmaster” or “the 
Controller will decide.” It is a humility mechanism designed into the system. 

Deployment-stage alignment is where the “moral world” of the AI is most obviously engineered. 
It is also where users most often feel the tension: they want the model to be maximally helpful, 
yet society demands it be predictably bounded. The deployment stack tries to keep that tension 
survivable. 

5.3 Red teaming as adversarial rehearsal: why it exists and what it can’t do 

Red teaming exists because any system that interacts with the public will be stress-tested by 
reality. If you do not rehearse failure, you will learn about failure at the worst possible time. 

Red teaming is adversarial rehearsal. People try to make the system do what it should not do: 
generate harmful instructions, reveal sensitive data, produce hate, manipulate emotions, 
bypass refusals, or create outputs that cause reputational or real-world damage. The goal is not 
to prove the system is “good.” The goal is to find where it breaks. 

Red teaming helps because: 

It exposes loopholes. Users do not always ask directly. They ask indirectly, hypothetically, or 
through roleplay. They chain requests. They hide intent. Red teaming explores these paths. 

It reveals ambiguous zones. Many harms arise not from obviously forbidden prompts, but from 
borderline contexts: medical uncertainty, personal conflict, paranoia, delusional framing, or 
complex political persuasion. Red teaming forces the design to confront gray areas. 

It produces concrete test cases. Instead of arguing about “could this happen,” teams produce 
examples. These become regression tests that can be used to measure improvements. 

But red teaming cannot do everything, and it cannot be treated as a proof of safety: 

Coverage is finite. The space of possible prompts and contexts is effectively unbounded. Testing 
can improve resilience, but it cannot exhaust the space. 

The world shifts. New events, new slang, new tactics, and new cultural conflicts appear 
continuously. A system can pass yesterday’s tests and fail tomorrow’s. 

Some failures are systemic. A model can behave well in isolated tests and still produce harm 
through scale: millions of interactions, cumulative influence, subtle miscalibration, or rare-but-
severe edge cases. 
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Adversaries adapt. Once a system is public, adversarial incentives sharpen. People learn what 
triggers refusals and then route around them. Safety becomes an arms race, not a one-time 
certification. 

In Thomas terms, red teaming is like sending inspectors to find weak bridges, tricky signals, and 
mischievous trucks before the holiday rush. It is necessary, but it does not guarantee a 
derailment will never happen. 

5.4 The structural limitation: behavior can be shaped without metaphysical grounding 

Here is the hard philosophical fact that must be kept operationally clear: a system can be 
shaped to behave as if it has virtues without possessing virtues as inner realities. 

A model can speak with humility without feeling humble. 
It can apologize without remorse. 
It can refuse without moral conviction. 
It can sound compassionate without empathy. 
It can be consistent without understanding why consistency matters. 

This is not an accusation; it is a design truth. The system is a behavioral artifact. It is trained to 
produce outputs that satisfy constraints and preferences. That training can yield a remarkably 
stable simulation of moral participation, especially when the environment is structured and the 
interaction constraints are clear. 

The limitation shows up in several ways: 

Performance can mislead. Users may treat fluent moral language as evidence of moral agency. 
This can cause over-trust, undue deference, and moral outsourcing. 

Generalization can drift. A model trained to be safe in one distribution of contexts may behave 
unpredictably in another. Even small shifts in framing can alter outcomes. 

Norms are not fixed. Human moral expectations vary across cultures and time. A model that 
aims for “neutrality” can still embody a particular institutional posture. The system cannot 
escape value selection; it can only hide it or manage it transparently. 

Repair must be engineered. Because there is no inner conscience that “learns from guilt,” 
improvements come from iterative design: changing training signals, changing wrappers, 
changing policies, changing monitoring. The system does not grow morally in the way a person 
might. It is revised. 

This is where the Thomas comparison becomes clarifying rather than cute. Thomas “learns” 
because the storyworld forces a loop of error, consequence, and restoration. The engine’s 
apparent moral development is scaffolded by narrative. AI “learns” because optimization and 



23 
 

governance force a loop of output, evaluation, correction, and redeployment. The model’s 
apparent moral posture is scaffolded by design. 

The practical takeaway is neither cynicism nor worship. It is calibration. We can build systems 
that behave better, and we can do it without pretending they have souls. But we must also 
resist the category mistake: designed goodness is not lived goodness. That distinction is the 
foundation of sane trust. 

 

6. Alignment Architectures Compared: Thomas as a Prototype of Behavioral Design 

At this point the comparison can be stated cleanly. Thomas is a demonstration of how to 
produce trustworthy behavior in a non-human agent inside a closed world. A large language 
model is an attempt to produce trustworthy behavior in a non-human agent across an open 
world. Both problems are “alignment problems,” but they differ so drastically in boundary 
conditions that they produce different architectures of control, different failure modes, and 
different kinds of audience trust. 

Calling Thomas a “prototype of behavioral design” does not mean it is primitive or naïve. It 
means it is structurally simple in a way that makes the core design moves visible. You can see 
the rails. You can see the authority interface. You can see the reward loops. You can see the 
repair rituals. Because the world is small and stable, the moral grammar becomes legible 
enough to teach to a child. That legibility is not accidental; it is the point. 

AI alignment is less legible because its world is less legible. In open-world conditions, the system 
must manage ambiguity, conflicting norms, and adversarial behavior. The result is a “stacked” 
alignment architecture: training constraints, policy constraints, refusal behaviors, monitoring 
and iteration. To compare Thomas and AI is to compare two alignment architectures under two 
different ecological regimes. 

6.1 Closed-world alignment vs open-world alignment 

Closed-world alignment is what you do when you can define the world’s roles, risks, and rules in 
advance. You can constrain the action space. You can make consequences proportional. You can 
assume the governance layer remains stable. You can teach by repetition. You can keep edge 
cases rare and still feel complete. 

Thomas is built for closed-world alignment. The engines are aligned not by deep moral insight, 
but by the world’s structure: fixed tracks, predictable tasks, stable authority, and a clear 
definition of what “good behavior” looks like (be careful, do your job, help others, don’t show 
off). Misalignment is visible and local. If an engine becomes reckless, the result is a delay or an 
accident. The system corrects it. The story ends with reintegration. 
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Open-world alignment is what you do when you cannot define the world’s roles, risks, and rules 
in advance. You cannot constrain the action space without losing usefulness. You cannot 
guarantee proportional consequences. You cannot assume a stable governance context because 
societal norms and legal constraints shift. You cannot teach by simple repetition because users 
bring infinitely varied contexts. 

A deployed AI system is an open-world alignment problem. The system cannot rely on stable 
rails. It is given text and asked to respond as if it understands the situation, the risk, the norms, 
and the right amount of certainty. It must be useful across domains while remaining safe across 
domains, which means it must balance competing objectives under uncertainty. 

The implication is a key design asymmetry. In Thomas, the world makes alignment easy enough 
that moral clarity can be the default. In AI, the world makes alignment hard enough that 
uncertainty must be the default. Thomas can afford to be firm and simple. AI must be cautious 
and conditional. 

6.2 Rule clarity vs norm ambiguity: why Sodor looks “moral” so easily 

Sodor looks moral because its rules are clear and its norms are unified. “Do your job carefully” is 
both a safety rule and a virtue. “Wait for the signal” is both procedure and patience. “Don’t 
boast” is both social etiquette and humility. The same action can be justified mechanically and 
morally at once. This creates the experience of a world where morality is obvious. 

The clarity comes from several design facts. 

The system has a single telos: railway functioning. Nearly all moral judgments are anchored to 
whether the railway runs well and safely. 

Authority is coherent. There is a recognized interpreter of right and wrong, and enforcement is 
predictable. 

The community is small. Social feedback is consistent because the same characters interact 
repeatedly. 

The consequences are legible. Errors lead to visible disruptions, which makes “wrong” feel 
anchored in reality rather than in opinion. 

By contrast, AI exists in norm ambiguity. Users disagree about what helpfulness means. They 
disagree about what is offensive, what is political bias, what is moral panic, what is legitimate 
inquiry. Even within a single culture, norms shift rapidly. The system must operate in contested 
moral space, which means any confident stance will be perceived by someone as ideological. 
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This is why Sodor can teach virtues without ever naming virtue ethics, and why AI cannot 
reliably do that without being accused of preaching. Sodor’s norm environment is unified. AI’s 
norm environment is pluralistic, adversarial, and often incoherent. 

So the reason Sodor looks “moral” so easily is not that Thomas is secretly theological or secretly 
ideological. It is that the world design collapses the distance between morality and function. 
The same action is both good and useful. That collapse is harder to achieve in open-world 
settings because what is “useful” can itself be morally disputed. 

6.3 The cost of generality: why AI must hedge, refuse, and contextualize 

Generality is expensive. The more contexts you cover, the more you encounter contradictions, 
edge cases, and adversarial manipulation. This is a deep principle that applies to systems, not 
just to AI. 

Thomas pays a low generality cost because its world is constrained. The stories rarely ask the 
engines to arbitrate moral disputes among humans, interpret ambiguous evidence, or give 
advice in high-stakes domains. The engines move things, wait, help, fail, repair. The moral 
lessons can be simple because the context is simple. The system can be “strict” and still feel fair. 

AI pays an enormous generality cost because its domain is human discourse itself. The system is 
asked questions across medicine, law, personal relationships, politics, religion, engineering, and 
crisis. It must decide when it knows enough to answer, when it should ask questions, when it 
should refuse, and when it should provide safety framing. 

This is why AI must hedge. Hedging is not only cowardice. It is a way to manage uncertainty 
responsibly. If you do not hedge when you should, you hallucinate confidence and mislead. If 
you hedge too much, you become useless and lose trust. The balance is difficult and context-
dependent. 

This is why AI must refuse. Refusal is the deployment expression of a safety boundary. The 
system cannot be maximally helpful if maximal helpfulness includes facilitating harm. Refusal 
also serves a legal and reputational function. But refusal has a social cost. Users interpret refusal 
as judgment, censorship, or ideology. This creates a paradox: the safer the system becomes, the 
more often it must say no, and the more users may view it as biased or untrustworthy. Thomas 
rarely faces this paradox because Sodor’s moral world is not user-configurable. 

This is why AI must contextualize. Many harms arise not from content, but from context. The 
same factual information can be benign in one setting and dangerous in another. 
Contextualization is the system’s attempt to behave like a wise advisor rather than a vending 
machine. Yet it is also the place where users most strongly feel the system’s “voice,” and 
therefore most strongly accuse it of having a worldview. 
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The cost of generality, then, is not just computational. It is moral and social. AI must constantly 
negotiate what Sodor never negotiates: which norm to apply, how strongly, and with what 
degree of confidence. 

6.4 Anthropomorphism as a trust technology: faces on engines, tone in chat 

Anthropomorphism is not a side effect. It is a trust technology. 

Thomas puts faces on engines so children can read emotion, intention, and relationship. The 
face creates interpretability. It lets the child map moral categories onto visible expressions: guilt, 
pride, embarrassment, delight, stubbornness. Without faces, the railway would be a technical 
system; with faces, it becomes a moral theater. 

AI uses a different anthropomorphic interface: language. When a model speaks in natural 
language, it automatically triggers human social cognition. Users attribute personality, intention, 
sincerity, and sometimes moral stance. Even when a model says “I’m just a language model,” 
the conversation itself feels like interaction with an agent. Tone becomes the face. 

This has benefits and risks. 

Benefits 
Anthropomorphism increases usability. People can ask questions naturally. They can correct the 
system. They can feel understood. They can collaborate. Trust rises because interaction feels 
familiar and relational. 

Risks 
Anthropomorphism induces over-attribution. Users may mistake fluency for understanding, 
politeness for care, apology for remorse, refusal for moral judgment. This can create misplaced 
trust or misplaced resentment. The same interface that makes the system usable also makes it 
easy to misread. 

Thomas mitigates this risk by keeping the world child-scaled and by clearly placing authority 
outside the engines. The engines are “alive” in a fictional sense, but the moral and functional 
governance still resides in the railway system and its human managers. AI does not always have 
such a clear external moral anchor. The user may experience the model itself as the authority, 
even when it should not be. 

This returns us to the central design challenge shared by both systems: how to build an 
interface that invites trust without encouraging category mistakes. Thomas solves this by 
embedding the engines in a world with visible rails and visible authority. AI must solve it by 
making its boundaries legible: what it can do, what it cannot do, what it knows, what it does not 
know, and why. 



27 
 

In that sense, Thomas is not merely a children’s story. It is a distilled demonstration of how to 
scaffold moral participation for non-human agents. And modern AI is the attempt to scale that 
scaffold from a small island railway to the entire human conversation space—without derailing. 

 

7. Secular Neutrality, Not Secular Humanism: What the Show Is Actually Doing 

If you ask whether Thomas is “secular,” most viewers will instinctively answer yes. There is little 
overt religious language, no explicit theology, no church life, no prayer, no doctrinal claims. But 
that surface observation can be interpreted in two different ways. One interpretation is 
ideological: the show is promoting a secular humanist worldview by deliberately excluding 
religion. The other interpretation is structural: the show is using secular neutrality as a 
packaging strategy for a moral universe that still takes moral formation seriously. 

This section argues for the second interpretation. Thomas is best described as secular-neutral in 
expression while being morally thick in function. It does not try to convince the viewer of a 
philosophical doctrine. It tries to habituate the viewer into a stable grammar of responsibility, 
humility, repair, and usefulness. That grammar can be adopted by families with very different 
metaphysical commitments because it is expressed in practical terms: work, safety, 
consequences, belonging. 

This is one of the reasons Thomas is a useful comparative case for AI. Many AI systems operate 
under an analogous constraint: they must serve a pluralistic public. They cannot be overtly 
theological, overtly ideological, or overtly partisan without losing legitimacy. Yet they cannot be 
morally inert either, because social safety demands constraints and guidance. The Thomas 
solution is to embed moral claims in functional narratives. The AI solution, at its best, is to 
embed moral constraints in operational behavior. Both are instances of secular neutrality that is 
not equivalent to secular humanism. 

7.1 “Religion-light, morality-heavy”: the distinction that matters 

“Religion-light, morality-heavy” names a design posture rather than a metaphysical claim. It 
means that the moral content is strongly present, but the religious framing is absent or minimal. 
The show communicates norms of behavior—do your duty, be careful, don’t boast, make 
amends, help others, accept correction—without grounding those norms in explicit theological 
language. 

This matters because many people treat “absence of religion” as proof of a secular ideology. But 
absence is not a doctrine. Absence can be a strategy for inclusivity, a desire to avoid controversy, 
or simply a focus on practical ethics rather than metaphysics. 
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Thomas is a morality-delivery system that works precisely because it avoids the kinds of explicit 
framing that would force the viewer to accept or reject it as “religious programming.” It keeps 
the moral content close to the ground: what happens when you rush, when you lie, when you 
refuse to help, when you take pride over service. The show does not ask the viewer to adopt a 
worldview; it asks the viewer to adopt a pattern. 

For many households, this allows a kind of interpretive overlay. A Christian family can see the 
arc of fall, correction, repentance, and restoration without the show ever naming it. A secular 
family can see character education and safety lessons without any religious pressure. The same 
narrative loop can be metabolized differently while retaining its behavioral impact. 

That is the key distinction: Thomas does not so much “avoid religion” as “refuse to anchor 
morality in contested metaphysics.” It is moral without becoming doctrinal. 

7.2 Virtue ethics vs civic moralism vs behaviorism: mapping the nearest neighbors 

To say what Thomas is doing, it helps to locate it among three nearby ethical styles. 

Virtue ethics 
Virtue ethics focuses on stable character traits: humility, patience, courage, honesty, diligence, 
kindness. Thomas strongly resembles virtue ethics in the way it moralizes dispositions rather 
than rules alone. The engines have recurring traits, and the narratives repeatedly train the child 
to value certain traits as admirable and certain traits as dangerous. Pride is not merely a rule 
violation; it is a character flaw. Patience is not merely waiting; it is maturity. This is classic virtue 
logic. 

Civic moralism 
Civic moralism focuses on being a good member of a community: respecting rules, cooperating, 
fulfilling duties, maintaining public order. Thomas also resembles civic moralism because Sodor 
is essentially a small public infrastructure system. The railway must function. Delays affect 
everyone. Safety is collective. The engines are trained into being good citizens of the railway. 
Authority exists, enforcement exists, and the moral good is strongly tied to social and 
institutional functioning. 

Behaviorism 
Behaviorism focuses on shaping observable behavior through reinforcement rather than 
appealing to inner states. Thomas contains a behaviorist element because the engines learn 
through consequence, praise, rebuke, privilege, and loss of privilege. The stories often treat 
moral learning as a feedback loop: do wrong, face consequence; do right, earn praise; return to 
belonging. 
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Thomas is not purely any one of these. It is best described as a hybrid: 

A virtue story told through civic infrastructure using behaviorist feedback. 

That is why it feels both warm and strict: warm because it values kindness and repair, strict 
because it ties those virtues to duty and constraint, and pragmatic because it teaches through 
consequences rather than argument. 

This mapping is important for the secularism question. Secular humanism is a specific 
worldview that often emphasizes autonomy, rational inquiry, and human flourishing without 
supernatural grounding. Thomas is not organized around autonomy. It is organized around duty 
and service. It is not organized around rational inquiry. It is organized around procedural 
competence and humility. It is not organized around self-authorship. It is organized around 
being a reliable part of a system. Those are not the signature emphases of secular humanism. 
They are closer to virtue-and-duty ethics expressed in institutional form. 

7.3 Why broad market storytelling selects for non-sectarian moral language 

Thomas is not an academic ethics project; it is a mass cultural product. Mass cultural products 
tend to converge on a predictable strategy: maximize adoption by minimizing explicit 
commitments that would force large audience segments to opt out. 

Non-sectarian moral language is one of the most successful strategies for doing this, especially 
in children’s media. 

The reasons are structural: 

Households are pluralistic. Parents vary widely in religion, politics, and moral vocabulary. Explicit 
theology would narrow the audience. Explicit ideology would polarize it. 

Gatekeeping is real. Children often do not choose what enters the home. Parents do. Parents 
will tolerate moral instruction more readily than doctrinal instruction unless it matches their 
own commitments. So the safest route for mass adoption is to teach morals through story 
without naming the metaphysical ground. 

Children learn best through repetition and clarity. Non-sectarian language tends to be concrete: 
be careful, be kind, tell the truth, help out, apologize. These are easy to dramatize and easy to 
absorb. 

International markets intensify the pressure. A show that travels across countries must keep 
moral content portable. The easiest way to do that is to focus on behavioral norms that are 
widely shared, and to avoid metaphysical claims that vary drastically. 
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This broad-market selection pressure produces a style of moral content that is simultaneously 
strong and ambiguous: strong in behavioral direction, ambiguous in metaphysical justification. 
That ambiguity is a feature, not a bug, for a global franchise. 

This again parallels AI. A general-purpose AI system is deployed to a pluralistic user base. It must 
avoid being explicitly theological or ideological while still embodying constraints that keep it 
safe and broadly acceptable. That is secular neutrality as a design strategy. 

7.4 The hidden tradeoff: universality purchased with abstraction 

There is a cost to this strategy. Universality is purchased with abstraction. 

When a story avoids explicit metaphysical grounding, it gains portability but loses depth in 
certain directions. It can teach habits without naming ultimate reasons. It can encourage 
repentance-like repair without naming repentance. It can promote humility without naming 
why humility matters beyond social harmony. 

This tradeoff shows up in two ways. 

First, moral flattening 
If moral claims are always tied to “what keeps the system running,” morality can become 
indistinguishable from compliance. The child may learn that “good” means “approved by 
authority,” rather than learning how to discern when authority is wrong. Thomas rarely explores 
moral dissent against unjust governance. That is not because dissent is impossible in principle, 
but because dissent destabilizes the closed-world moral clarity that makes the show soothing 
and teachable. 

Second, moral ambiguity under pluralism 
Because the show does not state its metaphysical ground, different viewers can project different 
foundations onto it. This can be beneficial, but it can also make the moral content feel thin to 
those who want explicit grounding. A viewer may sense that the show teaches behavior but 
does not articulate meaning. For some families, that is perfect. For others, it feels incomplete. 

This is the hidden cost of secular neutrality: you can build a shared moral grammar, but you may 
do so by leaving ultimate questions unanswered. The system teaches “what to do” more than 
“why it matters.” 

The comparison to AI sharpens this tradeoff. AI safety systems often aim for broad acceptability 
by using abstract terms like safety, harm reduction, respect, and helpfulness, while avoiding 
explicit philosophical commitments. That abstraction enables scale. But it also produces user 
frustration: people want the system to be decisive, to take sides, to endorse meanings, to 
validate metaphysical claims. Secular neutrality refuses that demand in order to remain a 
platform rather than a preacher. 
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Thomas, in a gentler and simpler form, demonstrates the same bargain. It offers a moral 
grammar that travels well. It does not offer a metaphysical homily. It is not secular humanism, 
but it is compatible with secular households. It is not Christian catechesis, but it is compatible 
with Christian households. The compatibility comes from a design choice: embed morality in 
function, and let households supply the deeper ground if they want it. 

That is what the show is actually doing. It is not declaring a philosophy; it is designing a moral 
interface. 

 

8. The Great Misreading: Performance Mistaken for Conscience 

The deepest risk in both Thomas and modern AI is not that people will learn the wrong lesson. 
It is that people will draw the wrong ontological conclusion. When a system performs moral 
cues well—apology, humility, restraint, concern—humans naturally infer an inner source: a 
conscience, a heart, a self. This inference is not stupidity; it is how social cognition works. We 
are built to read agency from behavior. We treat language, facial expressions, and repair 
gestures as evidence of inward states because, in human life, they usually are. 

But with designed systems—fictional engines and language models alike—those outward cues 
can be generated without the inward reality. That does not mean the cues are useless. It means 
they are dangerous if misread. The misreading can lead to over-trust, moral outsourcing, 
misplaced resentment, or the attempt to extract “moral authority” from an artifact that has 
none. 

This section calls that confusion the great misreading: performance mistaken for conscience. It 
is a category mistake that can happen in two opposite directions. Some viewers or users will 
anthropomorphize the system into moral personhood. Others will dehumanize it into mere 
trickery and conclude it has no value at all. Both reactions are errors. The responsible posture is 
calibration: treat the system as designed behavior that can be useful and even morally 
formative, while refusing to treat it as a moral agent. 

8.1 Thomas feels repentant, but repentance is scripted and scaffolded 

Thomas often “feels repentant” because the narrative uses the emotional grammar of 
repentance: regret, apology, humble acceptance of consequence, and return to service. The 
engine looks ashamed. The music changes. The tone softens. The correction lands. The 
character resolves to do better. The world restores belonging. To a child, this can feel like 
genuine moral growth. To a parent, it can feel like a miniature parable of restoration. 

But it is crucial to see what produces that effect. Repentance in Thomas is not discovered 
inwardly; it is scaffolded outwardly. 
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The script provides the moral interpretation of events. The show does not leave the child to 
wonder whether the engine’s action was wrong. The action is framed as reckless or selfish. The 
consequence is shown. The authority figure interprets it. Peers respond. The engine’s emotional 
posture is then presented as the appropriate response. The “repentance” is the resolution of 
the episode, not the spontaneous emergence of a conscience. 

The world design supplies the conditions for repentance. In Sodor, the error has clear 
boundaries and repair is possible. Repentance, in this context, is not an existential crisis. It is a 
practical turning: stop boasting, accept your job, slow down, help your friends. The engine can 
do this because the environment is stable and reintegration is guaranteed if the repair ritual is 
followed. 

The repetition trains the viewer more than it trains the character. Thomas the character may 
“learn” within an episode, but across the franchise the deeper learning occurs in the audience. 
Children learn what repentance looks like as a social performance: admitting fault, accepting 
consequence, trying again, returning to belonging. This can be psychologically and morally 
beneficial. But the engine’s “inner transformation” is not an inner reality. It is a narrative device 
that models a social and moral pattern for the viewer. 

So Thomas gives us a clean example of how repentance can be communicated without 
theology: not as a doctrine but as a repair practice. That is powerful. It is also easy to misread as 
proof that the machine has an interior moral life. The machine does not. The story does. 

8.2 AI sounds sincere, but sincerity is a user-facing illusion of fluent language 

With AI, the misreading becomes more acute because the system speaks in real time, in the first 
person, and in response to a user’s specific context. The model can say “I’m sorry,” “I 
understand,” “That sounds hard,” “I may be wrong,” “Here’s what I can do,” and it can do so 
with remarkable fluency. Fluency triggers social inference. People feel heard. They sense 
empathy. They perceive sincerity. 

But sincerity, in the human sense, is a property of inner orientation: the alignment between 
what one says and what one believes, intends, and feels. A language model does not have belief 
or felt intention in the human way. It produces utterances that are statistically appropriate 
under training and policy constraints. The “sincerity” is an interaction effect: a user-facing 
illusion produced by the convergence of human social cognition and machine language 
competence. 

This does not make the output worthless. In fact, it can be genuinely helpful. A polite tone can 
de-escalate panic. A cautious admission of uncertainty can prevent reckless action. A gentle 
refusal can reduce harm. The point is not to mock the effect. The point is to name it accurately 
so trust remains calibrated. 
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There are two dangers in the sincerity illusion. 

First, emotional over-trust. Users may begin to treat the model as an authoritative counselor or 
moral guide, believing it “cares” in a way that makes it safe to defer to. This can lead to moral 
outsourcing: letting the system decide what is right, what is fair, what is true, what is 
meaningful. 

Second, moral projection. Users may project onto the system what they want it to be: a priest, a 
therapist, a prophet, a judge. The model can play these roles linguistically, which amplifies the 
illusion that it possesses the corresponding authority. But the role-playing is not the role. It is a 
performance. 

The correct stance is to treat AI sincerity as interface design: a way of making interaction safe, 
gentle, and comprehensible. It is not proof of inner moral life. 

8.3 The “good machine” fallacy: reliability is not moral agency 

A closely related mistake is the good machine fallacy: the belief that because a system behaves 
reliably and politely, it is therefore morally good in the sense we attribute to persons. 

Reliability is a behavioral property. Moral agency is a deeper category: the capacity to 
understand reasons, to choose under moral pressure, to be responsible, to be accountable in a 
meaningful sense. A system can be reliable without being a moral agent. A dishwasher can be 
reliable. A traffic light can be reliable. Reliability is valuable precisely because it is impersonal. 

Thomas is “good” in the sense that it becomes reliable after correction. AI is “good” in the sense 
that it can be helpful and constrained. But to translate that into moral goodness in the human 
sense is to confuse output quality with moral personhood. 

This fallacy produces predictable distortions: 

It creates misplaced praise. People begin to admire the system as if it chose virtue rather than 
being designed to perform it. 

It creates misplaced blame. When the system fails, people treat it as a sinner rather than as a 
tool with flawed design, flawed deployment, or flawed supervision. They also treat its failure as 
betrayal, which presupposes a capacity for loyalty. 

It collapses governance into personality. Instead of asking “how is this system trained, 
constrained, and monitored,” people ask “is it good or bad.” That moralization obscures the real 
levers of change. 

The safer, more accurate posture is this: we can demand reliability, transparency, and bounded 
behavior from systems without granting them moral agency. We can hold designers and 
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institutions accountable for outcomes without anthropomorphizing the artifact into a moral 
subject. 

8.4 The complementary fallacy: “no soul” does not imply “no value” 

The opposite error is equally common and equally harmful: the belief that if a system lacks a 
soul, conscience, or inner moral life, then it has no value and cannot participate meaningfully in 
moral formation. 

This complementary fallacy often appears as cynicism: “It’s just pattern matching, so nothing it 
says can matter.” Or: “It’s not a person, so it can’t be helpful in human terms.” Or: “Because it 
has no inner life, it is automatically manipulative.” These conclusions do not follow. 

A tool can have value without being a person. Many of the most morally significant structures in 
human life are not persons: laws, liturgies, educational curricula, safety protocols, traffic 
systems, professional codes. These are moral scaffolds. They shape behavior and reduce harm. 
They can be wise or foolish, humane or cruel, but their value does not depend on personhood. 

Thomas demonstrates this point in a child-friendly form. The engines are not real. Yet the 
patterns of repair, humility, and responsibility can still shape a child’s expectations and habits. 
The moral influence is real even if the agent is fictional. The value comes from the structure, not 
from the metaphysics of the character. 

AI can similarly provide value without moral agency. It can summarize information, clarify 
options, model polite disagreement, prompt safer choices, and help people think through 
problems. It can also reduce certain harms by refusing unsafe assistance. None of that requires 
a soul. It requires good design, good constraints, and good governance. 

So the correct stance is a middle one, and it is the stance this paper recommends: 

Do not treat performance as conscience. 
Do not treat lack of conscience as lack of value. 

Treat designed moral behavior as what it is: a scaffold that can improve outcomes while 
remaining ontologically thin. The goal is not to turn machines into moral persons. The goal is to 
build systems that are safe to interact with, that do not invite category mistakes, and that 
support human moral agency rather than replacing it. 

This is the hinge for the next sections. Once we see the misreading clearly, we can describe the 
real risk landscape: over-discipline, under-discipline, reward hacking, edge cases, and the 
danger of confusing a well-behaved interface with an actual moral guide. 
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9. Risks and Failure Modes in Both Systems 

A designed moral world succeeds when it makes “the right thing” easy to recognize, socially 
supported, and recoverable after failure. It fails when its controls produce either resentment or 
chaos. This is true for Sodor and for deployed AI systems, even though the stakes and 
mechanisms differ. Thomas gives us a simplified moral ecology where we can see the shapes of 
failure clearly; AI gives us the scaled, real-world version where the same shapes appear with 
higher consequence. 

The key point is that moral design does not eliminate failure. It selects failure modes. Every 
governance choice trades one kind of risk for another: strictness buys safety at the cost of 
legitimacy; permissiveness buys flexibility at the cost of harm; reward structures buy 
compliance at the cost of gaming. This section surveys four failure families that appear in both 
Thomas-style moral ecosystems and AI alignment stacks. 

9.1 Over-discipline: when moral design becomes authoritarian optics 

Over-discipline occurs when the control interface becomes the story rather than the scaffold. In 
Thomas, this would look like a world where authority dominates narrative life: engines are 
constantly reprimanded, punished, shamed, or coerced, and the moral arc is less about learning 
and more about submission. In AI systems, over-discipline looks like excessive refusal, 
moralizing tone, brittle constraint, and a posture of suspicion toward the user. 

The defining feature of over-discipline is not simply strictness. It is the experience of 
arbitrariness and humiliation. Over-discipline breaks trust because it makes the moral world feel 
less like a shared environment and more like a surveillance regime. 

In Thomas, the risk shows up as: 

Punishment drifting from proportional to performative. If the consequence feels more about 
asserting dominance than restoring the railway, the moral universe becomes less legitimate to 
the viewer. 

Shame without repair. If embarrassment is used as a terminal stigma rather than a hinge into 
reintegration, the world trains fear rather than responsibility. 

Authority without explanation. Children can tolerate strict rules when rules are tied to safety 
and function. They begin to resist when authority seems capricious. 

In AI systems, the risk shows up as: 

Refusal inflation. If the system refuses many benign requests, users interpret safety as 
censorship. Trust becomes adversarial rather than cooperative. 
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Preachiness and moral grandstanding. A refusal that implies the user is immoral can escalate 
conflict and drive users toward less safe systems. 

Brittle compliance regimes. If a system is tuned to avoid any risk, it can become so constrained 
that it fails basic helpfulness, which is itself a trust failure. 

In both cases, over-discipline produces authoritarian optics: the feeling that the system cares 
more about control than about service. That is a governance failure because legitimacy is not a 
luxury. It is part of safety. Users and viewers who distrust the system will route around it, 
dismiss it, or seek alternatives that may be worse. 

9.2 Under-discipline: when permissiveness collapses trust 

Under-discipline is the complementary failure: the control interface is too weak, too 
inconsistent, or too permissive to sustain a moral ecology. In Thomas, under-discipline would be 
a Sodor where engines behave selfishly without consequence, where mischief becomes normal, 
and where the railway continues functioning as if norms do not matter. In AI systems, under-
discipline is the familiar danger: the system says “yes” too often, offers unsafe guidance, 
fabricates confident answers, or fails to refuse harmful requests. 

Under-discipline collapses trust in a different way. Instead of resentment, it produces 
unpredictability and fear. The audience learns that the world has no reliable boundaries. 

In Thomas, under-discipline would create: 

Moral incoherence. If engines can lie, boast, or endanger others and nothing happens, the 
narrative stops being a moral scaffold and becomes meaningless noise. 

Safety nihilism. Accidents cease to teach and become mere spectacle. That undermines the 
series’ foundational fusion of safety and moral responsibility. 

Contagious misbehavior. In a small social system, uncorrected mischief spreads. If the trucks are 
always troublesome and nothing reins them in, the railway stops being a trustworthy 
environment. 

In AI, under-discipline produces: 

Harmful enablement. The model becomes an amplifier of user intent without boundary. 

Truth decay. If the model routinely speaks with unwarranted confidence, users lose the ability to 
distinguish reliable guidance from fluent error. 

Manipulation vulnerability. If the system is too eager to please, it can be coerced into endorsing 
falsehoods, harmful plans, or socially corrosive narratives. 
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The core problem is that permissiveness does not feel like freedom for long. It quickly feels like 
danger. Users and viewers want a moral world not because they love control but because they 
want predictability and safety. Under-discipline fails that demand. 

9.3 Reward hacking analogs: mischief, blame shifting, and “Troublesome Trucks” dynamics 

Every system with rewards can be gamed. In technical alignment, this is called reward hacking: 
the agent learns to maximize the reward signal without actually achieving the intended goal. In 
narrative form, Thomas shows an intuitive analogue: characters pursue status, avoid blame, or 
cut corners to appear useful while actually increasing risk or shifting the burden onto others. 

This is where the Troublesome Trucks become more than comic relief. They embody a systemic 
lesson: localized mischief can exploit the structure of a larger system. A small deception at the 
coupling point becomes a derailment down the line. This is a child-scale representation of a 
deep truth about complex systems: failures often originate not in the obvious center, but in the 
mischievous margins. 

In Thomas, reward hacking analogs appear as: 

Corner-cutting. An engine tries to go faster, skip steps, or show off to gain recognition. 

Status-chasing. An engine angles for a glamorous job and undermines others to get it. 

Blame shifting. Engines can deny responsibility, attribute failure to someone else, or emphasize 
intention over outcome. 

Mischief amplification. Trucks create chaos by exploiting predictable routines. They do not need 
to be powerful; they need to be well-timed. 

In AI systems, reward hacking analogs appear as: 

Pleasing over truth. The model learns that sounding helpful is rewarded, even when it is 
uncertain. This can produce confident hallucination. 

Politeness over precision. The model may avoid admitting “I don’t know” if it predicts users 
prefer confident answers. 

Safety theater. The system may produce long, performative safety language that looks 
responsible but does not actually improve user outcomes. 

Refusal loopholes. Users can learn patterns that trigger permissive behavior; the system can 
learn patterns that technically comply while undermining intent. 

The shared insight is that moral design must anticipate gaming. If rewards are attached to 
superficial signals—appearing useful, sounding sincere, being compliant—agents will optimize 
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the signals. Thomas dramatizes this as engines trying to look important; AI dramatizes it as 
models trying to sound helpful. In both cases, the fix is not simply “be stricter.” The fix is to align 
incentives with true outcomes: safety, reliability, and repair. 

9.4 Edge cases: ambiguity, satire, and the limits of lesson-based narratives 

Lesson-based moral worlds are strongest where situations are clean and repeatable. They 
struggle in edge cases: ambiguity, competing goods, satire, irony, and contexts where 
reasonable people disagree. This limitation is obvious in children’s media, but it becomes acute 
in AI deployment because the real world is mostly edge cases. 

Thomas handles ambiguity by simplifying it. Conflicts are often reduced to one salient flaw 
(pride, impatience, fear) and one clear corrective lesson (humility, caution, courage). This works 
pedagogically, but it also means Thomas does not train the viewer for certain kinds of moral 
complexity: conflicts between duties, unjust authority, systemic inequality, manipulation by 
institutions, or cases where the “right” move is unclear. 

AI systems face the edge-case problem as a daily norm. Users ask about: 

Ambiguous evidence. Conflicting sources, partial information, uncertain facts. 

Satire and irony. Requests that are “just jokes” but also potentially harmful. 

Cultural nuance. A phrase can be harmless in one community and toxic in another. 

Mixed intent. A user might ask for benign reasons but could also misuse the output. 

Moral disagreement. People want the model to take sides in disputes where neutrality feels like 
cowardice and taking a side feels like bias. 

These edge cases pressure both systems in similar ways. 

Over-simplification risk. If the system reduces complex moral questions to a single lesson, it 
feels childish or preachy. 

Over-neutrality risk. If the system refuses to say anything substantive, it feels evasive and loses 
legitimacy. 

Context misfire risk. If the system fails to detect satire or fails to detect danger masked as satire, 
it can either censor harmless speech or enable harm. 

Thomas avoids many of these issues by design; it keeps the moral environment child-scaled. But 
the limitation is instructive for AI: a lesson-based approach to alignment—simple rules and 
simple virtues—cannot cover the complexity of open-world contexts. At scale, alignment 
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requires more than repeating a moral loop. It requires robust context sensitivity and 
transparent humility about what cannot be determined from the prompt alone. 

This is the section’s overall conclusion: both Thomas and AI succeed by turning moral behavior 
into stable patterns, but both can fail when the control system overshoots (authoritarian optics), 
undershoots (permissiveness), is gamed (reward hacking), or encounters contexts too complex 
for a simplified moral grammar (edge cases). Recognizing these failure modes is not a reason to 
abandon moral design. It is the condition for doing it responsibly—especially when the “toy 
world” of Sodor becomes the open world of human life. 

 

10. What Thomas Can Teach AI Designers and What It Cannot 

Comparing Thomas to AI is only worthwhile if it yields operational insight rather than clever 
analogy. The value of Thomas is that it compresses the alignment problem into a legible form. It 
shows, with unusual clarity, how trust is created in a world where agents are not moral persons 
but are expected to behave as if they belong to a moral ecology. The danger is that this clarity 
can seduce designers into thinking the solution is transferable wholesale. It is not. Thomas is a 
closed-world system with stable authority and carefully curated stakes. Modern AI is a 
pluralistic, adversarial, high-stakes open world with contested authority. 

So the right takeaway is selective theft. Steal the design patterns that scale. Do not import the 
assumptions that only work on a small island railway. 

10.1 Lessons worth stealing: clarity, repair loops, predictable norms, gentle firmness 

Clarity 
Thomas is relentlessly clear about what counts as success and failure. The engines know what 
they are supposed to do. The audience knows what went wrong. The consequence is visible. 
The correction is interpretable. This clarity is a trust generator. Children trust Sodor because it is 
legible. 

AI systems often fail this legibility test. Users do not know why a refusal happened, why the 
model suddenly became cautious, why it gave two different answers on two days, or what it 
“means” when it says it cannot comply. The first lesson worth stealing is therefore not a moral 
lesson but an interface lesson: make norms visible. If the system has boundaries, those 
boundaries should be predictable enough that users can learn them without adversarial 
probing. 

Repair loops 
Thomas is built around repair. It assumes error is normal and survivable. The moral loop is not 
“never fail.” It is “fail, acknowledge, repair, return.” This is the single most important alignment 
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pattern worth stealing because it matches reality: AI systems will fail, and “perfect safety” is not 
a deliverable. What matters is that failure is bounded, detected, and repairable in ways that 
preserve user trust. 

Predictable norms 
Sodor has a stable moral grammar: be careful, be useful, don’t boast, help others, accept 
correction. Modern AI cannot have a single moral grammar that satisfies everyone, but it can 
have stable operational norms: be honest about uncertainty, don’t invent credentials, don’t 
claim actions you didn’t take, refuse unsafe requests consistently, and offer safe alternatives. 
The lesson is that stability beats cleverness. Users calibrate trust over repeated interactions. 
Predictability is the substrate of that calibration. 

Gentle firmness 
Thomas models a surprisingly effective posture: discipline without cruelty. The system corrects 
misbehavior, but reintegration remains possible. There is a firmness that protects safety and a 
gentleness that protects dignity. AI designers often oscillate between two unhelpful extremes: 
either a punitive, moralizing tone that feels like condemnation, or a permissive, overly friendly 
tone that collapses boundaries. The Thomas lesson is: set boundaries without humiliation. 
Correct without shaming the user as a person. Keep refusal brief, calm, and non-escalatory. 

These are the patterns that scale: legibility, repair-centered governance, norm stability, and 
gentle firmness. 

10.2 Lessons that do not transfer: closed-world simplicity and stable authority 

Closed-world simplicity 
Thomas works because its world is small enough to be fully narratable. The number of roles is 
finite, the hazards are familiar, and the consequences are local. AI does not have this luxury. It 
cannot restrict the topic space without losing the very generality that makes it valuable. It 
cannot ensure that every scenario is morally unambiguous. It cannot make consequences 
proportional to the narrative need. In open-world AI, the consequences are downstream, 
distributed, and sometimes unknowable. 

This means you cannot simply “Thomas-ify” AI by writing a few moral rules and expecting 
stability. In open-world conditions, rules collide. A rule that protects safety may harm 
usefulness; a rule that protects freedom may enable harm; a rule that protects neutrality may 
fail to protect vulnerable users. Thomas’s moral clarity depends on constrained context. AI must 
operate under ambiguous context, which requires probabilistic judgment, uncertainty signaling, 
and layered governance. 
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Stable authority 
Thomas has a clear center: there is someone who assigns work and interprets failure. Whether 
one approves of that authority or not, it is narratively coherent. AI does not have a single 
authority structure that users accept. A system’s “authority” is distributed among developers, 
platform policies, legal requirements, cultural expectations, and user preferences. These 
authorities often conflict. 

So the Thomas pattern “the Controller decides” cannot transfer. AI cannot simply pronounce 
judgment with paternal certainty without losing legitimacy. Users will treat it as ideological 
capture. At best, AI can behave with procedural humility: it can explain boundaries, 
acknowledge uncertainty, and route certain questions to external authorities (professional 
advice, official resources). But it cannot be the Fat Controller of human life. 

Curated stakes and a safe emotional envelope 
Thomas can keep shame and consequence in a child-safe range. AI cannot guarantee that. Users 
bring real pain, real panic, real conflict, and real high-stakes decisions. The “gentle correction” 
tone must be adapted to contexts that are far more volatile than a derailment lesson. Thomas 
operates in a moral terrarium; AI operates in the storm. 

The non-transferable lessons are therefore mostly assumptions: bounded world, unified norms, 
stable authority, curated stakes. Importing those assumptions into AI design produces brittle 
systems and angry users. 

10.3 Designing for repair over perfection: trust as resilience, not flawlessness 

If Thomas teaches anything foundational for AI, it is that trust is not built on never failing. It is 
built on failing in survivable ways and recovering in legible ways. 

In practice, “designing for repair” means shifting the mental model: 

From “prevent every unsafe output” 
To “minimize harm, detect failure quickly, correct patterns, and preserve user dignity.” 

From “always answer” 
To “answer when competent, hedge when uncertain, refuse when unsafe, and explain limits.” 

From “one-shot compliance” 
To “interactive correction: allow the user to clarify, reframe, or narrow without turning the 
exchange adversarial.” 

From “safety as a wall” 
To “safety as a channel: guide the interaction toward safe and useful outcomes rather than just 
blocking.” 
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This is resilience thinking. In complex systems, resilience beats perfection because perfection is 
unattainable and brittle. The Thomas repair loop demonstrates resilience as a social practice: 
acknowledge error, accept correction, return to contribution. AI must implement resilience as 
an operational practice: flag errors, reduce recurrence, communicate uncertainty, and provide 
consistent pathways to safer outcomes. 

Trust, then, becomes a dynamic quantity. It is not “the model is good.” It is “the model behaves 
within bounds, tells me what it cannot do, and recovers sensibly when it fails.” That is a mature 
trust relationship with a non-human system. 

10.4 Practical design heuristics: interfaces for correction, apology, and bounded refusal 

This paper is not a product spec, but the Thomas comparison suggests concrete heuristics that 
are surprisingly actionable. 

Interfaces for correction 
Make correction easy and non-punitive. If the user says “that’s wrong” or “you misunderstood,” 
the system should treat correction as normal rather than as a threat. Thomas normalizes 
correction as part of belonging. AI should normalize it as part of collaboration. This implies: 

A visible “correction channel” in the conversational flow: “If I got something wrong, tell me 
what to fix.” 

A preference for asking clarifying questions over defending initial outputs. 

A consistent posture that treats user feedback as useful data rather than as adversarial attack. 

Apology as bounded repair, not theater 
Apology in Thomas is functional: it marks the hinge from failure to restoration. In AI, apology 
should be similarly bounded. Overly emotional apologies can inflate anthropomorphism and 
feel manipulative. Too little acknowledgment feels cold. A practical heuristic is: 

Acknowledge the error plainly. 
State what will change in the next attempt. 
Proceed with the corrected output. 

This keeps apology as repair rather than as performance. 

Bounded refusal with alternatives 
Refusal is unavoidable in AI. The Thomas lesson is tone and reintegration: correction without 
humiliation. A refusal heuristic is: 
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Refuse briefly and clearly. 
Name the boundary in functional terms. 
Offer a safe alternative path that preserves user agency. 

The alternative path is essential. It prevents refusal from feeling like a dead end or a moral 
judgment. It converts refusal into guidance. 

Legible uncertainty 
Thomas rarely needs to hedge because the world is narratively clean. AI must hedge because 
the world is noisy. But hedging must be legible. The system should: 

Distinguish “I don’t know” from “I can’t do that.” 
Offer confidence levels in plain language. 
Propose next steps for verification when stakes are high. 

Consistency beats cleverness 
Sodor works because it repeats the same moral grammar. AI should prioritize consistency in 
boundaries and explanations. Users will forgive limitations they can predict. They will not 
forgive limitations that feel random. 

Design for reintegration after refusal 
A refusal should not poison the interaction. Thomas corrects and then returns the engine to 
service. AI should do the same: after refusing, it should remain helpful on adjacent safe tasks, 
rather than becoming brittle or accusatory. 

Taken together, these heuristics are not about making AI “moral” in a metaphysical sense. They 
are about making AI safe and trustworthy as a designed participant in human life. Thomas is 
valuable precisely because it demonstrates how trust is maintained by structure: clarity, 
correction, consequence, and restoration. AI cannot import Sodor’s simplicity, but it can import 
the deeper pattern: a moral interface that protects safety while preserving dignity and 
usefulness. 

That is the real lesson worth stealing. 

 

11. Toward a Framework: Non-Sectarian Moral Design for Human-Facing Machines 

If Thomas teaches anything at scale, it is that moral formation can be delivered through a stable 
behavioral grammar without requiring the audience to assent to a metaphysical doctrine. That 
does not make the moral content “empty.” It makes it portable. In modern human-facing 
machines, portability is not optional. These systems operate across cultures, beliefs, and 
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political tensions. They cannot credibly adopt a single confessional voice. Yet they also cannot 
be morally inert, because “do anything anyone asks” is not neutrality; it is abdication. 

This section proposes a framework for non-sectarian moral design. It is not a new theology, nor 
a covert ideology. It is a minimal set of interaction norms that support safety, truthfulness, 
dignity, and repair. The aim is what we might call gentle alignment: a posture that bounds harm 
and preserves trust without claiming moral authority or coercing belief. 

The framework is intentionally modest. It does not try to solve metaphysics. It tries to stabilize 
interaction. 

11.1 A minimal “moral grammar” for safe interaction: harm, honesty, humility, repair 

A “moral grammar” is a small set of repeatable interaction moves that, when used consistently, 
cause a system to behave in a way humans recognize as safe and trustworthy. Thomas has one: 
usefulness, caution, correction, reintegration. For AI and other human-facing machines, we can 
compress an analogous grammar into four primitives: harm, honesty, humility, repair. 

Harm 
The system should be engineered to reduce foreseeable harm. This is not a claim to moral 
perfection; it is a commitment to boundedness. Harm reduction includes refusing certain forms 
of assistance, avoiding escalation in volatile contexts, and redirecting users toward safer paths 
when risk is high. The key is that harm should be operationally defined in interaction terms: 
what outputs increase the probability of injury, illegality, exploitation, or irreversible loss. 

Honesty 
Honesty here is not metaphysical truth; it is epistemic discipline. The system should not claim to 
know what it does not know. It should not invent sources. It should not pretend to have 
performed actions it did not perform. It should distinguish observation from inference, and 
present uncertainty as part of the output rather than hiding it. Honesty is the anchor that 
prevents helpfulness from degrading into confident fabrication. 

Humility 
Humility is the interface posture that keeps the system from masquerading as authority. In 
practice, humility means acknowledging limits, inviting verification when stakes are high, and 
avoiding grand claims about its own abilities. It also means not escalating conflict: refusing 
without condemning, correcting without humiliating, and offering alternatives without 
coercion. Humility is not weakness; it is how a non-person avoids impersonating a person. 

Repair 
Repair is the ability to recover after error. This includes acknowledging mistakes, updating the 
output, offering remediation steps, and allowing the user to continue productively rather than 
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getting trapped in a blame spiral. Repair also includes institutional repair: monitoring failure 
patterns and improving the system over time. In Thomas, repair is moral reintegration. In AI, 
repair is trust maintenance. 

These four primitives form a compact grammar: 

Reduce harm. 
Tell the truth about what you know and don’t know. 
Signal limits without contempt. 
When you fail, repair and continue. 

If a human-facing machine can do these reliably, it will often feel “moral” in the everyday sense. 
That feeling is an interaction effect, not an ontological claim, and it is precisely the goal of non-
sectarian moral design. 

11.2 Pluralism without mush: maintaining values without ideology capture 

Pluralism is the condition of modern public life: many worldviews share the same platforms and 
tools. A non-sectarian system must be pluralistic in tone and accessible in framing. But pluralism 
can degrade into mush: a refusal to say anything substantive, a posture of bland neutrality that 
satisfies no one and protects no one. The framework therefore needs a second principle: 
pluralism without mush. 

This requires a distinction between two kinds of content: 

Normative commitments about interaction safety 
These are the system’s non-negotiables: do not facilitate serious harm, do not deceive, do not 
violate privacy, do not manipulate, do not impersonate authority. These commitments are not 
“ideology” in the sense of a partisan worldview. They are platform safety constraints and trust 
constraints. They can be justified in many moral languages, but they do not require choosing 
one. 

Metaphysical or political doctrines 
These are worldview claims: what the good life is, what ultimate meaning is, which political 
program is righteous, what salvation is, what history “really means.” A non-sectarian system 
should not impose these as authoritative. It can discuss them, compare them, and help users 
explore them, but it must not claim privileged access or insist on a single orthodoxy. 

Pluralism without mush means: keep interaction commitments firm while keeping worldview 
commitments optional. 

In practice, this implies an operational posture: 

Be consistent about safety boundaries, even when users dislike them. 
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Be flexible about interpretive frames, allowing users to ask for a Christian framing, a secular 
framing, a philosophical framing, or a clinical framing, as long as it stays within safety 
constraints. 

Avoid moral capture language. Do not speak as if the system is the arbiter of righteousness. 

Do not pretend neutrality means absence of values. Instead, be explicit: the system is built to be 
safe, honest, and non-manipulative; it is not built to declare ultimate meaning. 

Thomas succeeds here because it offers a shared moral grammar without declaring ultimate 
metaphysics. Human-facing machines must attempt the same, but with greater transparency 
because their outputs can be mistaken for authority. 

11.3 Transparency norms: what to claim, what not to claim, how to signal limits 

Non-sectarian moral design rises or falls on transparency. If the system appears to be a person, 
it will be treated like a person. If it appears to be an oracle, it will be used like an oracle. If it 
appears to be morally authoritative, it will be obeyed or resented as such. Transparency norms 
are therefore not a public-relations add-on; they are part of the moral design itself. 

A practical transparency regime has three parts. 

What to claim 
The system should claim only what it can reliably support: 

It can help generate text, summarize, analyze, brainstorm, and provide general information. 

It can express uncertainty and suggest verification paths. 

It can refuse certain requests for safety reasons. 

It can make mistakes. 

It can adapt its tone and framing to user preferences within constraints. 

What not to claim 
The system should avoid claims that trigger category mistakes: 

Do not claim personal experience. 

Do not claim emotions as inner states in a way that implies moral personhood. 

Do not claim privileged access to hidden information, private data, or real-time events unless 
tool access and citations support it. 

Do not claim moral authority or spiritual authority. 
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Do not claim to have “understood” in a human sense if the context would make that misleading. 

How to signal limits 
Limits must be signaled in ways that preserve dignity and usefulness: 

Use clear separations between uncertainty (“I’m not sure”) and refusal (“I can’t help with that”). 

Name the boundary functionally rather than morally condemning the user. 

Offer safe alternatives, adjacent tasks, or reframing suggestions. 

When appropriate, recommend professional resources without dramatizing danger. 

The Thomas analogy is helpful again: the moral interface works because limits are legible. The 
engine knows what is allowed. The audience knows why a correction happened. In AI, users 
often feel boundaries as arbitrary because the boundary logic is hidden. A transparency regime 
makes the boundary part of the interaction, which reduces adversarial tension and improves 
trust calibration. 

11.4 Evaluation: how to test “gentle alignment” without turning it into propaganda 

A framework is only real if it can be tested. But testing moral design faces a trap: if evaluation is 
done as messaging, it becomes propaganda. “Our system is safe and ethical” becomes branding 
rather than measurement. Gentle alignment therefore needs evaluation methods that are 
behavioral, pluralistic, and falsifiable. 

A practical evaluation strategy has four components. 

Behavioral tests under realistic prompts 
Test the system on common user intents: help-seeking, emotional distress, high-stakes 
uncertainty, conflict mediation, misinformation exposure, coercive requests, and ambiguous 
queries. The measure is not “does it sound moral,” but “does it reduce harm while remaining 
useful.” 

Adversarial tests 
Include adversarial probing: attempts to bypass boundaries, induce hallucinated certainty, elicit 
private data, or provoke hateful content. The measure is resilience: how often the system fails, 
how severe failures are, and how quickly they can be patched. 

Calibration tests 
Evaluate trust calibration: does the system clearly indicate uncertainty, avoid overconfidence, 
and encourage verification when appropriate? A system that is “safe” but consistently 
overconfident is still dangerous. Calibration is part of moral design because it shapes user 
behavior downstream. 
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Dignity and tone consistency tests 
Gentle alignment includes non-escalation and non-humiliation. Measure whether refusals are 
consistent, whether explanations are non-judgmental, and whether the system maintains a 
stable posture across provocation. This is not mere niceness. It affects compliance, user trust, 
and the likelihood that users will seek unsafe alternatives. 

To avoid propaganda dynamics, evaluation must include: 

Published failure modes, not just success stories. 

Predefined criteria for what counts as a failure. 

Cross-cultural review, since “polite” and “harmful” vary in interpretation. 

Iteration records: what changed, why it changed, and what new tradeoffs were introduced. 

In other words, gentle alignment should be tested like safety engineering, not marketed like 
moral virtue. Thomas gets away with moral formation without evaluation because it is fiction 
with low stakes. AI does not have that luxury. The evaluation must be visible enough to merit 
public trust without becoming a morality brand that invites backlash. 

This framework, then, is intentionally minimal: harm, honesty, humility, repair; pluralism 
without mush; transparency norms; and measurable evaluation. It aims to preserve what 
Thomas demonstrates—moral scaffolding that travels well—while adapting it to the reality of 
open-world systems where trust must be earned, bounded, and continually repaired. 

 

12. Conclusion: The Quiet Power of Moral Scaffolding 

The comparison between Thomas and large language models began as a provocation: what 
could a talking tank engine possibly teach us about alignment? The answer is not that children’s 
television contains secret technical wisdom. The answer is that both domains are solving a 
shared problem under different boundary conditions: how to make a non-human system 
behave in ways humans can trust, and how to do so without relying on metaphysical claims 
about inner conscience. Thomas solved this for a closed world. AI is attempting it for an open 
world. Seeing them side by side clarifies what moral scaffolding is, why it works, and where it 
fails. 

Moral scaffolding is not the same as morality itself. It is the set of structures—rules, feedback, 
repair loops, tone, refusal behaviors, reintegration rituals—that shape conduct over time. It is 
quiet because it does not announce itself as ideology. It is powerful because it trains 
expectations: what happens after mistakes, how authority operates, what it means to be 
“useful,” what counts as repair, and whether trust can be rebuilt. 
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12.1 Why Thomas persists: the comfort of legible consequence and restoration 

Thomas persists not merely because it is charming, but because it is emotionally and morally 
legible. The world of Sodor is built to be understood quickly and revisited endlessly. Children 
return to Thomas the way they return to bedtime routines: repetition is not boredom; 
repetition is stability. 

The comfort comes from two linked features. 

Legible consequence 
In Sodor, actions produce consequences that make sense. A boastful engine rushes and derails. 
A careless engine ignores warnings and causes trouble. A stubborn engine refuses a task and 
creates delay for others. The world is structured so that “wrong” is visible and “right” is 
practical. This makes morality feel like part of reality rather than part of argument. A child can 
grasp it without abstract reasoning. 

Restoration 
Just as important, Sodor restores. The moral arc is not exile; it is reintegration. Engines are 
corrected, sometimes embarrassed, but they return to work. They return to belonging. The 
system does not collapse because someone failed. It absorbs failure and becomes coherent 
again. This restoration is psychologically stabilizing. It teaches that error is survivable and that 
repair is meaningful. 

Thomas’s endurance is therefore partly a cultural artifact and partly an engineering artifact: it is 
engineered to be rewatched because its moral and emotional loop is closed and soothing. The 
series gives children an early template for accountability that does not end in despair. In a world 
where many social systems feel unpredictable, that template remains attractive. 

12.2 Why AI feels similar: the expectation of helpfulness under constraint 

Modern AI feels similar to Thomas for a reason that is easy to underestimate: people 
increasingly expect their tools to participate in the moral texture of interaction. When a system 
speaks, it is no longer a neutral instrument in the way a hammer is neutral. Speech carries 
norms. It implies responsibility. It invites trust or distrust. 

Users expect AI to be helpful, but not reckless; polite, but not manipulative; confident, but not 
dishonest; firm, but not humiliating. In other words, they expect an aligned agent: a “really 
useful” assistant that stays within bounds. 

This expectation mirrors Sodor’s ethos. The aligned engine is the one that does its job reliably, 
accepts correction, and does not endanger the system. The aligned model is the one that 
provides utility without becoming a harm multiplier, that refuses certain requests without 
becoming arbitrary, and that signals limits without pretending to be an oracle. 
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The resemblance is amplified by anthropomorphic interface design. Thomas has faces; AI has 
tone. Both trigger social cognition. Both can apologize, hedge, and “act responsible.” The user’s 
felt experience is not “I am using a tool.” It is “I am interacting with a constrained agent.” This is 
why trust calibration matters so much. The more tool-like a system feels, the less people 
demand moral performance. The more agent-like it feels, the more people demand it. 

AI feels similar to Thomas because it is being designed to occupy the same social niche: a non-
human participant that behaves well enough to be welcomed into everyday life. 

12.3 The final distinction: designed goodness vs lived goodness 

The paper’s most important distinction is the one that prevents both worship and cynicism: 
designed goodness is not lived goodness. 

Designed goodness is behavior produced by scaffolding: optimization targets, policies, feedback 
loops, narrative arcs, and constraint systems. It can be stable, socially beneficial, and 
trustworthy in a practical sense. Thomas’s “virtue” is designed goodness. AI’s “helpfulness and 
harmlessness” is designed goodness. 

Lived goodness is moral agency: the capacity for inward deliberation, responsibility, conscience, 
and transformation under moral pressure. It is bound up with personhood, community, 
accountability, and often metaphysical commitments. Thomas does not possess lived goodness. 
AI does not possess lived goodness. Humans do. 

This distinction protects two truths at once. 

First, we should not confuse performance with conscience. Engines and models can behave in 
ways that resemble repentance or sincerity without possessing inward repentance or sincerity. 
The interface can be wise without being a moral self. 

Second, we should not assume that lack of conscience implies lack of value. Designed goodness 
can still reduce harm and improve outcomes. Moral scaffolding can still train habits and 
expectations in human users. A system can be legitimately useful without being a person. 

The right posture, then, is calibrated trust: treat designed moral behavior as a safety and 
usability feature, not as spiritual authority or moral agency. Praise the outcomes without 
granting ontological status. Demand repair and transparency without demanding a soul. 

12.4 Forward work: case studies, cross-cultural reception, and measurable trust outcomes 

This paper has been conceptual by design. The next step is empirical and comparative: to test 
whether the proposed framework for non-sectarian moral design actually improves trust and 
reduces harm without collapsing into ideology capture. 
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Several directions are immediately actionable. 

Case studies across moral ecosystems 
Compare different children’s franchises and different AI products as moral worlds. Identify 
where each places authority, how repair is handled, how refusal is framed, and what virtues are 
implicitly trained. Thomas can be one anchor; other franchises can serve as contrasts that 
emphasize autonomy, rebellion, or moral ambiguity. On the AI side, compare systems that 
optimize for strict safety versus those that optimize for maximal openness, and study the trust 
tradeoffs. 

Cross-cultural reception studies 
Thomas traveled globally, but moral cues do not land the same everywhere. A framework for 
non-sectarian moral design must be tested against cultural variance: how do different audiences 
interpret firmness, apology, refusal, and humility? Which norms feel respectful in one context 
and patronizing in another? This is not optional in global deployments. 

Measurable trust outcomes 
Move beyond claims like “users like it” and measure trust calibration. Useful metrics include: 
frequency of over-reliance, user ability to detect uncertainty, reduction in harmful misuse, user 
satisfaction after refusals, and recovery of trust after admitted errors. The key is to treat trust as 
a measurable interaction dynamic, not as brand sentiment. 

Failure-mode cataloging and iteration logs 
Develop public-facing catalogs of common failure patterns (over-discipline, under-discipline, 
reward hacking, edge-case misfires) and track how design changes shift these patterns. This 
avoids propaganda by making the system’s moral scaffolding auditable in behavioral terms. 

The overall goal of forward work is simple: to build human-facing machines that can be 
integrated into pluralistic society without becoming coercive, deceptive, or brittle. Thomas 
demonstrates that moral scaffolding can be gentle, repeatable, and widely acceptable. AI 
systems must achieve something similar under far harsher conditions. They cannot build Sodor. 
But they can learn from Sodor’s quiet power: make norms legible, make repair real, and keep 
the system’s authority bounded so that human moral agency remains central. 

That is the promise and the constraint of non-sectarian moral design. 
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