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1. The Cosmic Pairing Paradox
1.1 The Question of Two Randomly Selected Protons

Consider a deceptively simple question: what is the average distance between two randomly
selected protons in the observable Universe? At first glance, the answer appears as though it
should be microscopic. Protons are fundamental constituents of ordinary matter. They occur in
atoms, molecules, planets, stars, gas clouds, galaxies, and intergalactic plasma. The estimated
number of baryons in the observable Universe is enormous, commonly expressed as being on
the order of 108°. One might therefore expect two randomly selected protons to be separated
by a short distance, perhaps comparable to the spacing between atoms, particles in a plasma,
or neighboring particles under the mean cosmic baryon density.

That intuition is incorrect because it silently substitutes one sampling question for another. The
distance from a proton to its nearest proton is not the same quantity as the distance between
two protons selected independently from the complete proton population. A nearest-neighbor
guestion is conditioned on locality. After the first proton is selected, the second is chosen
according to a rule that deliberately searches the surrounding region. A random-pair question
imposes no such condition. The second proton may be located in the same nucleus, the same
star, another galaxy, or on the opposite side of the observable domain.

If protons are sampled independently from a population distributed throughout a sufficiently
large spherical region, the typical pair does not reflect atomic spacing, stellar density, or even
galactic spacing. It reflects the diameter and geometry of the sampling region. For a sphere of
radius R, the mean distance between two uniformly selected points is

E[Dpair] = 36R/35.

The mean pair distance is therefore slightly larger than the radius of the sphere. In a
cosmological application, the mean separation between two independently selected protons
becomes tens of billions of light-years, even though each selected proton almost certainly
belongs to some local material structure containing many nearby particles.

The initial puzzle can therefore be stated as follows:

Nearly every proton has nearby proton neighbors, yet nearly every possible proton pair is
separated by an immense distance.

The tension between these statements is the starting point of the Cosmic Pairing Paradox.
1.2 Local Crowding and Global Separation

Local experience strongly biases human intuition. Matter encountered in laboratories,
organisms, buildings, oceans, atmospheres, and planets is highly concentrated compared with



the cosmic mean. A proton in ordinary matter belongs to an atomic nucleus and may be
separated from another proton by approximately nuclear dimensions. Even in diffuse
astrophysical plasmas, nearby particles can be separated by distances that are negligible when
compared with galactic or cosmological scales.

From the perspective of an individual proton, the Universe may therefore appear locally
crowded. The proton has neighbors, participates in electromagnetic and nuclear structures, and
may be gravitationally bound within a planet, star, galaxy, or cluster. Its physically relevant
environment is determined by a relatively small neighborhood.

The set of all proton pairs presents a radically different picture. If the Universe contains N
protons, the total number of unordered pairs is

P(N) = N(N - 1)/2.

This quantity grows approximately as N%2. By contrast, if each proton has k physically close or
dynamically relevant partners, the number of local relations grows approximately as

L(N) = Nk/2.

When k remains finite or grows much more slowly than N, the fraction of possible pairs that are
local is

L(N)/P(N) = k/N.
As N becomes enormous, this fraction approaches zero.

The consequence is not that local relations disappear. Every proton may remain embedded in a
dense neighborhood. Rather, local relations become negligible when measured against the total
space of mathematically possible pairings. The number of realized local relationships may be
immense in absolute terms while vanishing as a proportion of all potential relations.

The Universe is therefore capable of being simultaneously crowded and empty, depending on
the probability measure used. It is crowded from the viewpoint of a typical object and empty
from the viewpoint of a typical pair.

This distinction can be summarized by the relation
local typicality # pairwise typicality.

The two notions are not approximate descriptions of the same average. They are different
mathematical constructions.



1.3 Why the Result Appears Paradoxical

The result appears paradoxical because ordinary language uses the word “typical” without
specifying what is being sampled. Several different questions can be hidden inside the

statement, “How far apart are protons in the Universe?”

One question asks for characteristic spacing derived from mean proton number density.
Another asks for the nearest-neighbor distance. Another asks for the distance between two
protons in the same physical structure. Another asks for the distance between two
independently selected protons. Each question generates a different answer, potentially
differing by more than twenty-six orders of magnitude.

Human intuition tends to merge these sampling procedures. When told that protons are
abundant, one imagines short distances between protons. This inference is valid for nearest-
neighbor distances but invalid for arbitrary pairs. Abundance guarantees that many objects
occupy local neighborhoods. It does not guarantee that a randomly selected pair belongs to the
same neighborhood.

A finite analogy makes the point clear. Suppose a billion people are arranged in tightly packed
cities distributed across a continent. Every person may stand within meters of many other
people. Nevertheless, two independently selected individuals will usually not be standing next
to one another. They will probably inhabit different buildings, neighborhoods, or cities.
Increasing the population makes nearby neighbors more plentiful, but it also causes the number
of possible pairs to grow quadratically.

The paradox becomes more extreme in cosmology because the number of protons is vast and
the spatial domain is enormous. Objects are concentrated into nested structures, including
nuclei, atoms, molecules, planets, stars, galaxies, clusters, and filaments. A randomly selected
proton is therefore almost certainly located in a material environment. Yet two independently
selected protons are overwhelmingly likely to belong to different structures, often separated on
intergalactic or cosmological scales.

The apparent contradiction arises from shifting between two statements:
A typical proton has close neighbors.
A typical proton pair is widely separated.

Both statements are true because “typical proton” and “typical proton pair” are sampled from
different spaces.



1.4 Central Claims and Scope of the Paper

This paper develops the Cosmic Pairing Paradox as a general mathematical and cosmological
principle rather than as a numerical curiosity. Its central claim is that large object-worlds
naturally exhibit local saturation together with global relational dilution.

The first component is geometric. In a bounded domain, the mean distance between two
independently selected objects scales with the size of the entire domain. For a spherical
domain, random-pair separation remains proportional to R regardless of how many objects
populate the sphere.

The second component is local. Nearest-neighbor distance decreases as object density
increases. In d spatial dimensions, characteristic nearest-neighbor spacing scales approximately
as

Dnear ~ RN7"/¢,

The ratio between random-pair distance and nearest-neighbor distance therefore grows
approximately as

Dpair/Dnear ~ N"¢.

For a three-dimensional population containing roughly 108° objects, the scale separation
becomes enormous.

The third component is combinatorial. Possible binary relations grow as O(N2), whereas
bounded-degree local relations grow as O(N). The fraction of possible relations that become
locally actualized therefore tends toward zero:

actualized local relations / possible relations ~ 1/N.

The fourth component is cosmological. Applying these principles to protons clarifies the
difference between microscopic neighbor distances and cosmological random-pair distances. It
also raises questions concerning Hubble recession, superluminal separation rates, the definition
of distant relative velocity, and the selection of a cosmological time slice.

The fifth component is measure-theoretic. In an infinite homogeneous Universe, uniform
random selection over all space cannot be normalized. The question of two uniformly selected
protons becomes undefined unless a finite window, weighting rule, or limiting procedure is
specified.

The final component is ontological. Physical reality does not actualize all mathematically
possible relations among its objects. It selects a sparse subset through locality, causality,
interaction strength, binding, history, and observational access. The distinction between



possible and actualized relations may therefore be more fundamental than the mere
enumeration of objects.

The Cosmic Pairing Paradox can be stated in its most compact form:
Objects inherit neighborhoods; random pairs inherit the scale of the whole world.

The remainder of this paper develops the mathematics, cosmology, and philosophical
consequences of that principle.

2. Mathematical Foundations of Pair Selection
2.1 Objects, Pairs, Distances, and Sampling Measures

Let Q denote a finite spatial domain containing N distinguishable objects. In the cosmological
application, Q may be taken as a selected spatial region of the Universe and the objects as
protons located within that region at a specified cosmological time. Each object i has a position
Xi € Q.

A distance function assigns a nonnegative separation to every pair of positions:
d(x;, x;) = 0.

For ordinary Euclidean space,

d(xi, X) = [Ixi = x|

In curved spacetime, however, distance is not automatically defined between arbitrary events.
One must first specify a spatial hypersurface, a metric induced upon that hypersurface, and a
rule for identifying the two proton positions as simultaneous. The cosmological pair problem
therefore begins not merely with particles, but with a choice of geometry and temporal slicing.

Once a spatial domain and distance function have been fixed, several random variables may be
constructed. The random-pair distance is

Dpair =d(X, Y),
where X and Y are independently sampled object positions. The nearest-neighbor distance is
Dnear = min;# d(X;, X;),

where the first object is selected and the second is determined by a minimization rule. An
interaction-weighted distance may instead sample pairs according to a weighting function w;;
that reflects collision probability, force strength, shared structure, causal exchange, or some
other physical criterion.



These random variables are not interchangeable. They operate on different sample spaces and
use different probability measures. Random-pair distance samples the full relation space.
Nearest-neighbor distance samples one extremal relation attached to each object. Interaction-
weighted distance samples relations in proportion to their physical significance.

A statement about the “average distance between objects” is therefore incomplete until the
sampling measure has been specified. Formally, an expectation is always taken with respect to
some probability measure

Eu[D] =J D du.

Changing W can alter the result by many orders of magnitude even when the underlying object
configuration remains fixed.

The Cosmic Pairing Paradox is therefore not caused by ambiguity in arithmetic. It is caused by
ambiguity in the measure over relations.

2.2 Ordered and Unordered Pair Spaces
For N distinct objects, the ordered pair space is
Qord={(i,j):i,j€{1, ..., N}, i=j}

Its cardinality is

|Qord| = N(N - 1).

The unordered pair space is

Qunord ={{i,j}: 1<i<j<N},

with cardinality

|Qunord| = N(N - 1)/2.

When the distance function is symmetric,
d(xi, x;) = d(x;, xi),

the distinction between ordered and unordered pairs does not change the distance distribution,
provided the sampling is uniform. It does, however, matter when direction, signaling, influence,
observation, or asymmetric interaction is considered.

For example, the ordered relation “proton i sends a signal to proton j” is distinct from “proton j
sends a signal to proton i.” Likewise, causal accessibility, redshift observation, and retarded
interaction may depend on direction and temporal ordering. In such contexts, ordered relation
space is physically meaningful.
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The complete unordered pair space may be represented as the edge set of the complete graph
Kn. Every proton is a vertex, and every mathematically possible pair is an edge. This graph
contains

N(N - 1)/2
possible edges.

Physical reality, however, does not generally realize every edge as an effective relation. A proton
interacts strongly with only a small subset of all other protons. The physically relevant relation
graph is therefore a sparse subgraph G c K.

This graph-theoretic formulation separates two quantities that are often conflated:
the number of objects,
and the number of possible relations among objects.

Object number grows as N. Pair number grows as N2. The relational possibility space therefore
expands much faster than the object population itself.

This quadratic growth is the combinatorial source of relational dilution.

2.3 Object-Weighted and Pair-Weighted Probability

An object-weighted probability measure begins by selecting one object uniformly:
P(i) = 1/N.

A property attached directly to individual objects may then be averaged as
Eobject[f] = (1/N) Z; f(i).

Examples include local density, nearest-neighbor distance, number of bound partners, local
temperature, or the mass density surrounding a selected proton.

A pair-weighted probability measure selects an unordered pair uniformly from all possible pairs:
P({i, j}) = 2/IN(N - 1)].

The corresponding average of a pair property g(i, j) is

Epair[g] = [2/N(N - 1)] Zi<; g(i, j).

The two measures answer fundamentally different questions.

11



Suppose every object belongs to a cluster of size m, and all objects inside the same cluster are
considered nearby. Under object-weighted sampling, a selected object has approximately m - 1
nearby partners. Its local world is crowded.

Under pair-weighted sampling, the probability that the second object lies in the same cluster is
approximately

P(same cluster) = (m - 1)/(N - 1).
For m << N,
P(same cluster) = m/N.

Thus the same configuration appears locally dense under object-weighted sampling and globally
sparse under pair-weighted sampling.

This is not a contradiction between observations. It is a change in denominator.
Object-weighted sampling normalizes by N.
Pair-weighted sampling normalizes by N(N - 1)/2.

A relation common to every object may nevertheless be rare among all possible pairs. For
example, every proton may have at least one close neighbor, but the set of close pairs may still
constitute a vanishing fraction of pair space.

This distinction resembles other selection effects in probability. A randomly selected family is
not equivalent to a randomly selected child. A randomly selected road is not equivalent to a
randomly selected journey. A randomly selected node is not equivalent to a randomly selected
edge. Each weighting scheme magnifies different structural features.

The Cosmic Pairing Paradox is therefore one member of a broad class of measure-dependent
typicality effects. Its cosmological scale makes the discrepancy unusually large.

2.4 Finite Domains, Boundary Conditions, and Homogeneity

The random-pair problem is most easily defined in a finite domain. Let Q have finite volume V. If
objects are distributed uniformly and independently, the probability density for a single position

is
p(x) =1/V
for x € Q.

The joint density for two independently selected positions is
p(x, y) = 1/V2.

12



The expected pair distance is then
E[Dpair] = (1/V?) [Q [Q d(x, y) dx dy.

This expression shows that mean pair distance is a property not only of density, but of the
shape and scale of Q. A sphere, cube, torus, shell, filament, or fractal domain generally
produces a different distance distribution.

Boundary conditions also matter. A finite Euclidean box has edges and corners. Objects near the
boundary have asymmetric neighborhoods. A periodic box identifies opposite faces and
removes conventional edges, producing a flat torus. Cosmological simulations frequently use
periodic boundaries because they approximate statistical homogeneity and reduce finite-
volume artifacts.

A spherical domain is natural when discussing an observer-centered observable Universe, but it
introduces a preferred center: the observer. The observable region is not a material container
with a physical wall. It is a causally and temporally defined region associated with an
observational worldline.

This distinction becomes important when assigning proton positions. The protons observed
near the apparent boundary are seen at much earlier cosmic times than nearby protons. A
catalogue constructed from the past light cone does not place all observed protons on a
common time slice. A true spatial distance calculation requires a reconstructed cosmological
hypersurface rather than a simple collection of presently received observations.

Homogeneity does not eliminate these choices. Statistical homogeneity means that sufficiently
large regions have similar statistical properties. It does not supply a unique global probability
measure over an infinite domain, nor does it select a unique foliation of spacetime.

In a finite homogeneous model, uniform pair sampling is well defined. In an infinite
homogeneous model, no normalized uniform measure over all positions exists. One must
introduce a finite window QR, compute within that window, and then study the behavior as R
increases.

If
E[Dpair(R)] <R,

then the mean distance diverges as R = . The limiting Universe remains locally homogeneous,
but the global pair average does not converge to a finite number.

Thus the mathematical formulation requires four explicit choices:

the object population,

13



the relation space,
the sampling measure,
and the geometric domain.

Without these choices, the phrase “two random objects in the Universe” has no unique
mathematical meaning.

The foundational lesson is therefore:

A typical relation cannot be defined from a collection of objects alone. It requires a measure
over the space of possible relations.

3. Random-Pair Distance in Finite Geometric Domains
3.1 Distance Distributions for Random Points

The distance between two randomly selected objects is determined by the geometry of the
entire sampling domain. Let Q be a bounded region of volume V, and let X and Y be
independent random points drawn uniformly from Q. The random-pair distance is

D=|X-Y].

Its probability distribution is not generally uniform. Short separations require the two points to
occupy nearby subregions, whereas intermediate and large separations can be realized by many
more configurations. The shape of the domain therefore determines how much pair-space
corresponds to each possible distance.

A useful representation begins with the displacement vector
Z=X-Y.

The density of Z is proportional to the overlap volume between Q and a copy of Q translated by
Z:

pZ(z) =Vol[Q n (Q +2z)] / V2

This identity connects random-pair geometry to self-overlap. Small translations leave most of
the domain overlapping with itself, while large translations reduce the overlap. The scalar
distance distribution is obtained by integrating over all displacement vectors of equal
magnitude.

For a rotationally symmetric three-dimensional domain,

14



pD(d) = 4nd? pZ(d),

where pZ(d) denotes the displacement density at radial magnitude d. The factor d? reflects the
growing area of spherical shells in displacement space. Near d = 0, overlap is large, but the
number of displacement directions occupying a shell of radius d is small. At larger d, the shell
area grows while the overlap volume decreases. Their competition produces a distance
distribution that typically rises from zero, reaches a maximum at an intermediate scale, and
then falls to zero at the largest possible separation.

This explains why random pairs are not dominated by nearest neighbors. The region of pair-
space corresponding to extremely short separations occupies only a small fraction of Q x Q.
Even when local density is high, the overwhelming majority of independently chosen pairs
sample different parts of the domain.

The expected distance is

E[D] = [ d pD(d) dd,

with limits determined by the domain diameter. More generally, the moments
E[Dq] = [ dq pD(d) dd

describe the scale and spread of the pair distribution. The first moment gives mean separation,
the second supports variance calculations, and higher moments increasingly emphasize long-
distance pairs.

Random-pair distance is therefore a global geometric statistic. It measures the structure of the
product space Q x Q rather than the local environment of a single point.

3.2 Mean Separation Inside a Sphere

Consider a solid sphere of radius R in three-dimensional Euclidean space. Two points are chosen
independently and uniformly from its volume. Their separation D ranges from 0O to 2R.

The probability density of D is

pD(d) = 3d¥R® - 9d3¥/(4R*) + 3d%/(16R"),

for0<d<2R.

Equivalently, in terms of the dimensionless variable x = d/R,
pX(x) = 3x*> - 9x%/4 + 3x%/16,

forO<x<2.

The corresponding cumulative distribution is

15



P(D < xR) = x3 - 9x¥16 + x532.

The mean distance follows from direct integration:
E[D] = [o*® d pD(d) dd.

Evaluating the integral gives

E[D] = 36R/35.

Thus,

E[D] = 1.02857R.

The average distance between two random points is slightly greater than the radius of the
sphere. This result can initially seem counterintuitive because the distance from the center to
any point is at most R. Yet neither point is fixed at the center. Both are usually located far from
the center and frequently lie in substantially different directions.

The mean squared distance has an especially simple form. Since X and Y are independent and
isotropically distributed,

E[IIX - YII%] = EQIXIPT + EQIYII"] - 2E[X - Y].

Symmetry gives E[X - Y] = 0, while a uniform point in a solid sphere satisfies
ELlIXII?] = 3RYS5.

Therefore,

E[D?] = 6RY5.

The root-mean-square separation is

Drms = V(6/5)R = 1.095R.

Both the mean and root-mean-square distances are of order R. Neither decreases when more
objects are added to the sphere, provided the objects continue to sample the same spatial
distribution.

The spherical result is central to the proton problem. If two protons are selected independently
from a population whose large-scale distribution approximates the volume measure of a
spherical cosmological domain, their expected separation is controlled by R, not by the proton
density.

16



3.3 Concentration of Volume Near the Boundary

The geometry of high-volume outer regions explains why random pair distances are large. For a
sphere of radius R, the fraction of volume lying within radius aR is

F(a) = a3,

forO<ac<1.

The fraction lying outside aR is therefore
1-a3.

For example, the outer half of the radius, between R/2 and R, contains
1-(1/2)3=7/8

of the total volume. Thus 87.5 percent of the sphere lies in the outer radial half.
Likewise, the outer tenth of the radius contains

1-(0.9)®=0.271,

or approximately 27.1 percent of the total volume. A relatively thin shell can therefore contain a
substantial fraction of all uniformly sampled points.

This concentration is not caused by an increased physical density near the boundary. It follows
from the radial volume element

dV = 4nr? dr.

As rincreases, a shell of fixed thickness contains more volume. A uniformly selected point is
therefore more likely to lie at large radius than near the center.

The mean radial position is
E[r] = 3R/4.

Two independent points consequently tend to lie at substantial radii. Their angular separation is
also typically large enough that their mutual distance is comparable to R.

If B is the angle between their position vectors, then
D?=r + 2 - 2rra cos 6.

For isotropically selected directions, cos 8 is uniformly distributed over [-1, 1]. The mean value
of cos 8 is zero. Random directions are therefore not preferentially aligned. Two points at large

17



radii commonly occupy widely separated directions, generating a chord whose length is of the
same order as the sphere’s radius.

The outer-volume effect strengthens in higher dimensions. In a d-dimensional ball,
F(a) = ad.

As d increases, an increasingly large fraction of the volume concentrates near the boundary.
Random-pair distances then become still more strongly associated with the global diameter
rather than local spacing.

The significance for cosmology is conceptual. A finite observable domain contains enormously
many protons, but uniform pair selection weights the volume represented by possible proton
positions. Large-scale separations dominate because there are vastly more cross-domain
pairings than local ones.

3.4 Why Random Pairs Inherit the Scale of the Domain

Suppose a bounded domain Q is enlarged by a scale factor A. Every coordinate transforms as
X > AX.

Every distance transforms accordingly:

d ~ Ad.

If the shape and normalized spatial distribution remain unchanged, then the full distance
distribution obeys

DA = AD.
Therefore,
E[DA] = AE[D].

The expected random-pair distance must scale linearly with the domain size. Object number
does not enter this scaling law directly.

Let a fixed domain contain N objects sampled from a common continuous density. As N
increases, the empirical pair-distance distribution approaches the distance distribution
generated by the underlying density. The number of sampled pairs grows rapidly, but the
characteristic random-pair distance converges to a constant fraction of the domain scale.

Thus, for a domain of characteristic radius R,

Dpair ~ R.

18



By contrast, nearest-neighbor distance responds strongly to N because the nearest-neighbor
rule deliberately selects an extreme local relation. In three dimensions,

Dnear ~ RN7'/3
under homogeneous conditions.

The two statistics therefore encode different forms of geometry. Random-pair distance reflects
macroscopic domain geometry. Nearest-neighbor distance reflects microscopic density.

This distinction can be expressed through the product space Q x Q. The diagonal set
A={(x, x):x € Q}

represents zero-distance pairs. Nearby pairs occupy a thin neighborhood around A. But Q x Q
has twice the dimension of Q. In a three-dimensional domain, pair-space is six-dimensional,
while the diagonal is only three-dimensional.

A small neighborhood of the diagonal therefore occupies a vanishingly small fraction of the full
pair-space as its thickness decreases. Local pairs are geometrically special. Most of Q x Q lies far
from the diagonal and represents objects separated by macroscopic distances.

If € is small compared with R, the probability that two independent points lie within distance €
scales approximately as

P(D <€) ~ (g/R)%.

In three dimensions,

P(D <€) ~ (¢/R)3.

When € is microscopic and R is cosmological, this probability is extraordinarily small.
The central geometric principle is therefore

random pairs inherit the scale of the domain,

whereas

nearest neighbors inherit the scale of the density.

This principle does not depend specifically on protons or cosmology. It applies to stars in
galaxies, organisms in ecosystems, people in cities, nodes in spatial networks, molecules in
containers, and abstract objects embedded in metric spaces.

19



The Cosmic Pairing Paradox begins when a local scale is used to answer a global pair question.
Once the sampling space is made explicit, the paradox becomes a theorem about the geometry
of relations.

4. Nearest-Neighbor Geometry and Local Typicality
4.1 Spatial Density and Characteristic Spacing

Nearest-neighbor distance begins with density rather than domain size. Let N objects occupy a
region of volume V. Their mean number density is

n=N/V.

A characteristic spacing can be obtained by assigning each object an average volume of order
1/n. In three dimensions, the corresponding linear scale is

fchar =n73,

This quantity is not automatically the mean nearest-neighbor distance. It is the side length of a
cube whose volume equals the mean volume per object. It nevertheless provides the correct
dimensional scale for local separation in a homogeneous population.

If the density increases by a factor of eight, the characteristic spacing decreases by a factor of
two. More generally, in d dimensions,

gchar =n7"4,

This scaling follows from geometry alone. Number density has units of inverse d-dimensional
volume, so its inverse dth root has units of length.

The characteristic-spacing estimate can be misleading when matter is strongly clustered. A
cosmic mean proton density distributes all protons conceptually across the total volume,
including enormous voids. Actual protons are concentrated into nuclei, atoms, stars, gas clouds,
galaxies, and filaments. The distance from a proton to its nearest proton is therefore controlled
by the conditional density around locations already known to contain protons, not merely by
the volume-averaged density of the Universe.

This distinction separates volume-weighted density from object-conditioned density. A random
spatial location may lie in an extremely underdense region. A randomly selected proton cannot.
Its selection guarantees that the sampled environment contains matter.

Let nlocal(x) denote the local number density around position x. A proton-weighted average
preferentially samples regions where nlocal is high. Formally, if the spatial proton density is n(x),
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then uniform volume sampling weights a region by dV, whereas proton sampling weights it
approximately by n(x)dV. Dense regions therefore contribute disproportionately to the
experience of a typical proton.

The local environment of an object is consequently not represented by the cosmic mean in a
highly inhomogeneous Universe. The mean-density spacing is best interpreted as the spacing
that would arise if the same proton population were homogenized throughout the sampling

volume.

Even so, the density scale remains conceptually important. It shows why nearest-neighbor
distance responds to abundance. Holding volume fixed while increasing N increases n and
decreases £char. Holding density fixed while enlarging both N and V leaves £char approximately
unchanged.

This contrasts sharply with random-pair distance. At fixed density, enlarging the domain
increases the number of objects but leaves nearest-neighbor spacing nearly constant, while
random-pair separation grows with the domain radius.

Thus,

Dnear ~ n7"¢,

whereas

Dpair ~ R.

The two quantities depend on different macroscopic parameters.
4.2 Poisson Point Processes and Nearest-Neighbor Distance

The homogeneous Poisson point process provides the simplest exact model of nearest-neighbor
geometry. Objects are distributed independently in space with constant number density n.
Counts in disjoint regions are independent, and the expected number of objects in a region of
volume V is nV.

Choose one object and place it at the origin. Let Dnear denote the distance from that object to
its nearest distinct neighbor. The event Dnear > r means that the ball of radius r centered on the
selected object contains no other objects.

In d dimensions, the volume of a radius-r ball is
vd(r) = vd r¢,
where

vd =t (1 +d/2)
21



is the volume of the unit d-ball.

For a Poisson process, the probability that this ball contains zero additional objects is
P(Dnear >r) = exp(-nvd r).

Therefore, the cumulative distribution is
P(Dnear <r) =1 - exp(-nvd r9).
Differentiation gives the probability density
fnear(r) = d n vd r¢" exp(-nvd r9).

The expected nearest-neighbor distance is
E[Dnear] = (1 + 1/d)(nvd)~"¢.

In three dimensions, vs = 411/3, so

E[Dnear] =(4/3)(3/4nn)"3.

Numerically,

E[Dnear] = 0.554n7"3,

The mean nearest-neighbor distance is therefore somewhat smaller than the characteristic

spacing n~/3, This is expected because nearest-neighbor selection chooses the smallest among
many candidate distances.

The Poisson model also gives the median nearest-neighbor distance. Setting
P(Dnear < rmed) =1/2

gives

rmed = [In 2/(nvd)]".

In three dimensions,

rmed = [3 In 2/(4ntn)]"/3.

The full distribution matters because nearest-neighbor distances fluctuate. Even in a
homogeneous random population, some objects have unusually close neighbors while others lie
inside comparatively empty local regions.

The Poisson process provides a baseline rather than a complete description of matter. Real
physical systems exhibit repulsion, attraction, exclusion, binding, hierarchy, and conservation
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laws. These effects can produce nearest-neighbor distributions substantially different from the
Poisson prediction.

Nevertheless, the Poisson result establishes the essential scaling:
E[Dnear] o< n/¢,

Nearest-neighbor distance is therefore a density statistic.

4.3 Scaling with Object Number and Spatial Dimension

Let N objects occupy a d-dimensional region of characteristic radius R and volume proportional
to RY. If the population is approximately homogeneous, then

n ~ N/RC.

Substituting this relation into the nearest-neighbor scaling law gives
Dnear ~ n~"¢

and therefore

Dnear ~ RN7"/¢,

This equation captures the central dependence on object number.
At fixed R,

N > oo

implies

Dnear - 0.

Increasing the number of objects fills local gaps and brings the nearest neighbor progressively
closer.

At fixed density, however, N and R grow together according to
N ~ Rd,

Then

RN-"¢

remains of constant order. An increasingly large Universe at fixed density contains more objects
but does not force the typical nearest-neighbor spacing to shrink.
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Spatial dimension controls the rate at which nearest-neighbor distance changes with N. In one
dimension,

Dnear ~ RN,

In two dimensions,
Dnear ~ RN72,

In three dimensions,
Dnear ~ RN7V3,

In d dimensions,
Dnear ~ RN7"¢,

As dimension increases, the exponent 1/d decreases. Adding objects becomes less effective at
reducing nearest-neighbor distance because additional spatial directions provide more volume
in which those objects can be distributed.

The ratio between global pair distance and local nearest-neighbor distance is then
Dpair/Dnear ~ N"¢.
This ratio grows without bound as N increases for every finite dimension d.

The divergence is especially dramatic for cosmological populations. With N on the order of 108°
in three dimensions,

N1/3

is on the order of 10%° to 10%. A system may therefore contain local and global relational scales
separated by more than twenty-six orders of magnitude.

This divergence is not caused by exotic physics. It follows from the combination of two
elementary facts:

global pair distance scales with the domain,
and local spacing scales with density.

The effect becomes stronger as the population grows because pair selection does not privilege
locality, while nearest-neighbor selection is defined entirely by locality.

Dimension also affects the probability of finding another object within a small fraction € of the
domain radius. For homogeneous sampling,
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P(Dpair < €R) ~ £¢.

Small local regions occupy a rapidly diminishing fraction of pair-space as d increases. Thus
higher-dimensional spaces intensify the distinction between local and random relations.

The scale-separation phenomenon is therefore both population-dependent and dimension-
dependent. Its general form is not peculiar to three-dimensional cosmology.

4.4 Clustering, Inhomogeneity, and Physical Matter Distributions

The homogeneous Poisson model assumes independent object placement. Physical matter
violates this assumption at nearly every scale.

At nuclear scales, protons are constrained by quantum states, nuclear forces, charge repulsion,
and finite nuclear structure. At atomic scales, most nuclei contain one or more protons but are
separated by electron clouds and molecular organization. In condensed matter, nuclei occupy
structured arrangements determined by bonding, pressure, temperature, and phase. In
plasmas, charged-particle correlations modify local distributions. At stellar and galactic scales,
gravity produces enormous density contrasts. At cosmological scales, matter forms halos,
galaxies, filaments, sheets, clusters, and voids.

The proton population is therefore not one homogeneous point process. It is a nested hierarchy
of highly nonuniform processes.

A useful measure of clustering is the two-point correlation function &(r). For a statistically
homogeneous population, the probability of finding an object in each of two small volume
elements separated by distance r can be written schematically as

dP = nz[l + E(r)]dV1dV2

When §(r) > 0, pairs at separation r occur more frequently than in a Poisson process. When §(r) <
0, they occur less frequently.

Strong positive correlation at short distances increases the abundance of nearby pairs. Exclusion
or repulsion can suppress extremely short separations. Hierarchical structure may produce
several characteristic scales rather than one smooth nearest-neighbor distribution.

For a clustered population, the probability that a selected object has no neighbor within radius r
is no longer given simply by the Poisson exponential. Higher-order correlation functions may
become relevant because the presence of one object changes the probability of others being
nearby.
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Clustering can drastically reduce the nearest-neighbor distance experienced by a typical proton.
A proton selected from ordinary matter may have neighboring protons at nuclear or molecular
scales, despite the far larger spacing inferred from homogeneous cosmic density.

Yet clustering does not necessarily reduce random-pair distance by a comparable factor. If
matter is distributed among many compact structures scattered throughout a vast domain, an
independently chosen pair will usually select protons from different structures. The internal
compactness of each structure has little influence on the separation between their widely
separated centers.

This can be expressed by decomposing position into a cluster-center coordinate and an internal
coordinate:

X=C+U.

For two independently chosen protons,

X1=X2=(C - C) + (Uy = Uy).

When the protons belong to different distant structures,
IC: = Coll >> Ui = Ug.

The pair distance is then dominated by the separation of the host structures rather than by the
internal proton arrangement.

Clustering therefore intensifies the paradox. It makes local neighborhoods denser while leaving
most random pairs associated with widely separated clusters.

The limiting case is a Universe in which all protons are grouped into extremely dense compact
objects. Every proton could then have extraordinarily close neighbors. Yet if those compact
objects were distributed across a cosmological volume, almost every random proton pair could
still span a vast distance.

A typical proton and a typical proton pair would describe almost opposite Universes.
The first would reveal concentrated matter, binding, and close interaction.
The second would reveal separation, weak coupling, and relational absence.

Nearest-neighbor geometry therefore demonstrates that local density cannot be inferred from
random-pair distance, and random-pair distance cannot be inferred from local density. The two
statistics remain distinct even after realistic matter clustering is introduced.

The most important consequence is that physical concentration does not defeat relational
dilution. It may strengthen it by placing many local relations inside compact islands while
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leaving the overwhelming majority of possible cross-island relations remote and weakly
actualized.

5. The Scale-Separation Theorem
5.1 Formal Statement of the Theorem

Let OR be a bounded d-dimensional domain of characteristic radius R and volume proportional
to RY. Let N objects be sampled from a statistically homogeneous distribution within QR. Define
two random distances:

Dpair = distance between two independently selected objects,
Dnear = distance from a randomly selected object to its nearest distinct neighbor.

Assume that the normalized shape of QR remains fixed as R changes and that the object
distribution has finite nonzero density on the scale of the domain. Then the two distances obey
different asymptotic laws:

E[Dpair] = cdR,
and
E[Dnear] = adRN™"¢,

where cd and ad are dimensionless constants determined by the domain geometry and the
local point process.

Consequently,

E[Dpair]/E[Dnear] = (cd/ad)N"¢.
Therefore,

N> oo

implies

E[Dpair]/E[Dnear] > oo.

This is the Scale-Separation Theorem.

Its meaning is direct. The distance between two arbitrary objects remains comparable to the
size of the whole domain, while the distance to the nearest object shrinks according to local
population density. Increasing the number of objects does not make a random pair local. It
merely makes local neighbors closer.
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For a three-dimensional sphere containing a homogeneous Poisson population,
E[Dpair] = 36R/35,

and

E[Dnear] = I(4/3)(3/4n)"/3 RN"/3,

up to finite-domain corrections.

The numerical coefficient in the nearest-neighbor expression is approximately 0.554 when
density is expressed directly. For a sphere containing N objects, the coefficient relative to R
depends on the relation between sphere volume and number density, but the exponent

remains N71/3.

The theorem does not require exact Poisson placement. The constants may change under
clustering, exclusion, lattice order, or other correlations. The central conclusion survives
whenever local neighbor distance decreases with increasing density while random-pair distance
continues to sample the macroscopic domain.

The theorem can therefore be stated qualitatively as follows:

In a growing object population, local distance and relational distance separate.
The distinction becomes arbitrarily large in sufficiently extensive object-worlds.
5.2 Random-Pair Scaling as O(R)

The random-pair law follows from geometric similarity. Suppose Q1 is a reference domain and
QR is obtained by scaling all coordinates by R. If X and Y are sampled from Q1, then the
corresponding points in QR are RX and RY.

Their distance is

IRX = RY[| = RIIX = Y]|.

Taking expectations gives

E[Dpair(R)] = RE[Dpair(1)].

Thus,

E[Dpair(R)] = cdR,

where cd is the mean distance in the unit domain.

The result is exact for geometrically similar domains and identically scaled probability densities.
No reference to N is needed. The number of objects determines how accurately an empirical

28



sample approximates the underlying continuous distribution, but not the limiting mean pair
distance.

For a sphere,
cd =36/35.

For other domains, cd differs. A cube, shell, filament, torus, or thin disk has its own constant. Yet
all bounded geometrically similar domains preserve the linear scaling with R.

The notation
Dpair = O(R)

means that pair distance grows in proportion to the macroscopic domain scale. More precisely,
if the normalized geometry remains fixed, then Dpair/R has a distribution independent of R.

This scale invariance explains why adding more protons to a fixed Universe does not significantly
change the mean distance between two independently selected protons. The proton count
changes the density and the number of possible pairs, but uniform pair selection continues to
sample the same large-scale spatial distribution.

An intuitive error occurs when abundance is treated as though it forces arbitrary objects to
become adjacent. Abundance does increase the number of short-distance pairs. However, it
increases the total number of pairs even faster. If the spatial distribution is unchanged, the
proportion of all pairs occupying a given macroscopic separation range converges to the
geometric probability associated with that range.

Random-pair distance is therefore robust against population growth. It is a statistic of the
world’s extent.

5.3 Nearest-Neighbor Scaling as O(RN~"/9)

Nearest-neighbor distance depends on the local amount of space available per object. In a d-
dimensional region of volume

V = kdRY,

the mean density is

n=N/V = N/(kdR9),

where kd is a shape-dependent constant.
For a homogeneous point process,
E[Dnear] o< n/¢,
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Substituting the density gives
E[Dnear] o (kdR¢/N)"9,

and therefore

E[Dnear] = adRN~"¢,

The constant ad incorporates the unit-domain volume and the local statistics of the point
process.

The notation
Dnear = O(RN™"79)

captures the local scaling law. At fixed R, increasing N reduces nearest-neighbor distance. At
fixed N, enlarging the domain increases it. At fixed density, N and R scale together so that Dnear
remains approximately constant.

The exponent 1/d has a simple interpretation. Increasing the number of objects by a factor of q
divides the mean available volume per object by g. The corresponding linear scale decreases by

1/7d
q .

In three dimensions, multiplying N by eight reduces the characteristic nearest-neighbor distance
by approximately two.

In two dimensions, multiplying N by four produces the same factor-of-two decrease.
In one dimension, doubling N approximately halves the spacing.

The local distance law is therefore sensitive to spatial dimension in a way that the global O(R)
pair law is not.

Nearest-neighbor scaling can be modified by correlations. Strong clustering may reduce local
distances below the homogeneous expectation. Repulsion or exclusion may increase them. A
crystal lattice produces a sharply defined neighbor scale. A hierarchical medium may produce
several characteristic scales. Yet whenever the effective local degree remains limited and the
local density increases, nearest-neighbor distance remains parametrically smaller than random-
pair distance.

The theorem therefore survives broad deviations from ideal randomness.
5.4 Divergence of Pair and Neighbor Scales

Combining the two asymptotic laws gives
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E[Dpair]/E[Dnear] = (cd/ad)N"¢.
The ratio depends primarily on object number and dimension. Domain size cancels.

This cancellation is significant. The contrast between local and global distance is not merely
caused by a large Universe. It is caused by a large population embedded in a domain that
supports both microscopic neighborhoods and macroscopic pairings.

In three dimensions,
E[Dpair]/E[Dnear] o< N'/3,
For N = 10%°,

N'/3 = 10%-7,

The ratio is therefore of order 10%® to 10% before corrections for clustering and for the precise
definition of proton population.

This means that a change in sampling rule can alter the answer to the distance question by
roughly twenty-seven orders of magnitude.

The nearest-neighbor question asks:

Which proton is closest to this proton?

The random-pair question asks:

Where does an independently selected proton lie within the complete population?

The first selects an extremum from local distances. The second samples the complete pair space
without preference. Their ratio diverges because the selection rules become increasingly
different as the population grows.

The same divergence can be understood combinatorially. Each proton contributes only one
nearest-neighbor relation, or a finite number of local-neighbor relations. Thus nearest-neighbor
edges number O(N). The complete pair space contains O(N?) edges. Local sampling concentrates
on a set whose density inside pair space approaches zero.

The geometric and combinatorial views are therefore equivalent aspects of the same principle.
Geometrically, local neighborhoods occupy a vanishing portion of Q x Q.

Combinatorially, local edges occupy a vanishing portion of K.

The Scale-Separation Theorem links these descriptions.

A useful corollary follows:
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Even perfect knowledge of the nearest-neighbor distribution does not determine the random-
pair distribution.

A system may contain identical local neighborhoods while differing radically in global
arrangement. Dense clusters can be placed near one another, scattered across a large region,
arranged on a lattice, or distributed among disconnected domains. Local geometry may remain
nearly unchanged while global pair distance changes by many orders of magnitude.

Conversely, two populations can share a similar random-pair distance distribution while having
very different nearest-neighbor structures. One may be homogeneous, another clustered, and
another composed of compact groups separated by voids.

Local and global relation statistics therefore contain distinct information.
5.5 Generalization to d-Dimensional Object-Worlds
The theorem extends naturally to arbitrary finite dimension.

Let N objects occupy a d-dimensional domain of characteristic scale R. Under homogeneous
sampling,

Dpair ~ R,

and

Dnear ~ RN7"¢,

Hence,

Dpair/Dnear ~ N"¢,

This formula reveals how relational scale separation depends on dimension.

In low dimensions, nearest-neighbor distance decreases rapidly with N. In high dimensions, it
decreases more slowly. Yet for every fixed finite d, the ratio diverges as N becomes large.

There is also a concentration-of-measure effect in high dimensions. In many high-dimensional
domains, pair distances become tightly concentrated around a characteristic macroscopic value.
Random pairs not only remain far apart; they become increasingly similar in their degree of
separation.

For example, in a high-dimensional ball or cube, most volume lies near the boundary, and most
randomly selected pairs have distances near a narrow fraction of the domain diameter. The
concept of a “typical random-pair distance” becomes increasingly sharp.
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At the same time, local neighborhoods occupy an increasingly small fraction of total pair-space.
If € is a small dimensionless distance threshold, then the probability that two independent
points lie within €R generally scales as

P(Dpair < €R) ~ &4
for sufficiently small € away from boundary complications.

As d increases, €9 decreases rapidly. Local pairings become extremely rare under global pair
sampling.

The theorem also applies to effective dimensions that are not ordinary integers. Objects may lie
on surfaces, filaments, porous media, fractals, networks, or manifolds with scale-dependent
dimension. If the number of objects within radius r grows approximately as rf, where df is an
effective or fractal dimension, then nearest-neighbor scaling may take the form

Dnear ~ RNV,

Cosmic matter itself exhibits different effective dimensional behavior across scales. Matter may
appear concentrated in nearly pointlike compact objects, one-dimensional filaments, two-
dimensional sheets, and three-dimensional homogeneous distributions depending on the
observational scale.

The Scale-Separation Theorem should therefore be understood as a family of laws indexed by
geometry and dimension.

Its most general content is not a particular numerical coefficient. It is the asymptotic contrast:
global relations scale with world size,

local relations scale with density,

and the ratio between them grows with population.

The theorem gives the Cosmic Pairing Paradox its mathematical core. It shows that the paradox
is not an accidental feature of proton estimates. It is a structural property of large finite object-
worlds.

The larger the population, the less representative a local relation becomes of an arbitrary
relation.

The more densely each object is surrounded, the more sharply local experience can diverge
from pairwise reality.

The resulting principle is concise:
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Local abundance does not imply global relational proximity.

6. Relational Dilution in Large Populations
6.1 Quadratic Growth of Possible Pairs

Let an object-world contain N distinct objects. The number of possible unordered binary
relations is

P(N) = N(N - 1)/2.
For large N,
P(N) ~ N%2.

This quadratic growth means that relation space expands much faster than object space. Adding
one new object does not merely enlarge the population by one. It creates N new possible
pairings with the existing objects.

The incremental growth is
P(N+1)-P(N)=N.

Thus, as the population grows, each newly added object opens an increasingly large set of
possible relations.

For small systems, this distinction may appear modest. Ten objects generate forty-five possible
pairs. One hundred objects generate 4,950. One million objects generate nearly five hundred
billion. A population on the order of 108° generates a possible pair space on the order of 10'°,

The complete pair space can be represented by the complete graph K,. Every object is a vertex,
and every possible pair is an edge. This complete graph is a mathematical possibility structure. It
states which relations could be named, compared, measured, or considered. It does not state
which relations are physically strong, causally active, dynamically relevant, or observationally
accessible.

This distinction becomes essential in large systems. The complete graph rapidly becomes
overwhelmingly larger than any physically realized interaction network.

Suppose a proton participates directly in local relations with neighboring protons in a nucleus,
plasma, material body, star, or nearby environment. These relations occupy only a tiny subgraph
of K,. The proton is mathematically pairable with every other proton in the Universe, but it is
not dynamically equivalent to every other proton pair.
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The quadratic law therefore describes possibility rather than actuality:

possible relations ~ O(N?).

The central question is how many of those possible relations become physically effective.
6.2 Linear Growth of Bounded-Degree Local Relations

Let k; denote the number of physically relevant local partners of object i. The total number of
undirected realized relations is

If the mean degree is

k= (1/N) Zi ki,
then
A(N) = Nk/2.

If k remains bounded as N increases, then
A(N) = O(N).

This is the characteristic scaling of a sparse relation network. Each object may possess several,
many, or even an enormous number of local relations, but if that number does not grow in
direct proportion to the total population, the complete relation space expands faster than the
actualized network.

The bounded-degree condition should not be interpreted too narrowly. The mean degree need
not be small. A proton in a dense body may be surrounded by a vast number of particles within
various interaction ranges. The relevant condition is only

k/N - 0.

Thus the actualized network remains asymptotically sparse even when k grows with N, provided
it grows sublinearly.

More generally, suppose

k ~ NP

for some exponent 0 < B < 1.
Then

A(N) ~ N™B,
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whereas

P(N) ~ N2.

The realized fraction becomes
A(N)/P(N) ~ NB-",
Since-1<0,

A(N)/P(N) = 0.

Linear growth is therefore the clearest case, but relational dilution persists under any
subquadratic actualization law.

Physical locality naturally produces bounded or slowly growing degree. Short-range forces, finite
signal speed, screening, finite interaction time, spatial separation, and limited causal history all
restrict the number of partners with which an object can maintain a strong effective relation.

Long-range forces do not automatically destroy this sparsity. Gravitational and electromagnetic
influences may formally extend over large distances, but practical relevance often declines with
distance, cancellation, screening, decoherence, environmental complexity, or finite
observational precision. Effective relation networks remain far sparser than the complete graph.

The physical world is therefore not merely a collection of objects. It is a selection rule that
admits some edges and suppresses others.

6.3 The Vanishing Fraction of Nearby Pairs

Let two objects be called nearby when their separation is less than a threshold €. Let Ee denote
the number of such pairs. The fraction of nearby pairs is

pe = Eg/P(N).

If each object has on average ke neighbors within g, then
Ee = Nke/2.

Therefore,

pe = ke/(N - 1).

For large N,

pe = ke/N.

If ke remains bounded or grows sublinearly,
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pe - 0.
This is the relational-dilution law.

The number of nearby pairs may grow without limit while their fraction among all possible pairs
tends to zero. Absolute abundance and relative rarity coexist.

This is one of the main sources of intuitive error. An observer may see countless local relations
and infer that local relations dominate the system. Yet dominance depends on the denominator.
Local relations may dominate the experience of each object while remaining negligible in the
complete pair space.

The same result can be obtained geometrically. Suppose N objects occupy a domain of volume
V and are distributed approximately uniformly. For a small distance threshold €, the expected
number of neighbors around one object is approximately

ke = nvded,

where n = N/V and vde® is the volume of a d-dimensional ball of radius ¢.
Substitution gives

pe = vded/V.

The object number cancels. For a fixed physical threshold € and a growing domain, the nearby-
pair fraction is determined by the ratio between a local neighborhood volume and the volume
of the whole world.

If V.~ RY then
pe ~ (g/R)4.

Thus local pairs become rare either because N becomes large while local degree remains limited
or because the domain becomes large relative to the locality scale. The combinatorial and
geometric derivations agree.

Relational dilution is therefore not an artifact of one model. It is the common outcome of large
pair spaces and finite locality.

6.4 Local Saturation with Global Relational Sparsity

A system is locally saturated when each object possesses enough nearby relations to support
stable structure, interaction, and organization. A crystal, organism, star, galaxy, or social network
may be richly connected at the local level.
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A system is globally relation-sparse when the number of actualized relations is small relative to
all possible relations.

These conditions can coexist:

k> 1,

while

k/N <« 1.

The first inequality describes local abundance. The second describes global sparsity.

For example, suppose every object has one million effective neighbors. In a population of 108°
objects,

k/N ~ 10774,

A million local relations per object may constitute extraordinary local richness, yet the
actualized fraction of pair space remains effectively zero.

This yields a precise form of the Cosmic Pairing Paradox:
local relational abundance does not imply global relational density.
The same principle applies to spatial, causal, informational, and functional relations.

A proton may be spatially close to many particles but causally disconnected from nearly all
protons in the Universe.

A neuron may connect to thousands of other neurons but not to every neuron in the brain.

A person may participate in many social relationships while remaining unrelated to almost every
possible person-pair.

A molecule may undergo many collisions while never interacting directly with nearly all other
molecules in a large system.

A computer node may exchange messages with numerous peers while the full possible
communication graph remains almost entirely unrealized.

Large systems therefore produce a characteristic asymmetry. Rich structure is built from locally
dense neighborhoods embedded inside globally sparse relation spaces.

This architecture is not a defect. It may be necessary for stable organization. A fully connected
physical network would require every object to maintain direct effective relations with every
other object. The informational, energetic, and dynamical burden would grow quadratically.
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Locality restrains this growth. It permits the number of effective relations to remain manageable
while supporting complex global organization through chains, hierarchies, modules, and
emergent collective behavior.

Relational dilution may therefore be a precondition for complexity rather than merely a
consequence of scale.

6.5 Dense Neighborhoods Inside Sparse Relation Spaces

The complete graph K, contains every possible pair. A physical system instead resembles a graph
composed of dense local subgraphs connected by a much sparser global structure.

Let the population be partitioned into clusters of typical size m. Within each cluster, relations
may be dense. If every pair inside a cluster is actualized, each cluster contributes approximately

m(m -1)/2

edges.

With N/m clusters, the total number of internal edges is approximately
Ainternal = (N/m)[m(m - 1)/2].

For large m,

Ainternal = Nm/2.

If mis fixed or sublinear in N, then

Ainternal = o(N?).

Even complete connectivity within every local cluster does not produce global relational density.
The fraction of internal cluster pairs among all possible pairs is approximately
Ainternal/P(N) = m/N.

Thus every cluster may be internally complete while almost every global pair connects objects in
different clusters.

This structure resembles matter in the Universe. Protons may participate in dense nuclear,
atomic, molecular, planetary, stellar, or galactic environments. Yet most possible proton pairs
cross the boundaries between these structures.

The same logic extends to nested hierarchies. Objects may form dense modules, modules may
form looser assemblies, assemblies may form larger networks, and so on. At each level, local
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relations may be abundant relative to the objects inside that level. Yet the total relation density
can continue to fall as the encompassing system grows.

A hierarchical object-world therefore exhibits multiple layers of relational dilution.

Within a nucleus, proton relations may be strong and immediate.

Between nuclei in a molecule, relations are weaker and mediated.

Between molecules in a body, relations are more indirect.

Between bodies in a planetary system, relations are sparser.

Between stars, galaxies, and clusters, direct effective relations become progressively rarer.

The complete proton pair space ignores these levels. It treats every pair as mathematically
available. Physical reality does not. It assigns radically different strengths, timescales, causal
histories, and admissibility conditions to different edges.

This suggests that a physically meaningful relation space should not be represented merely by a
binary distinction between edge and non-edge. A weighted graph is more appropriate:

G = (VI EI W)I

where wj; measures the effective strength, relevance, or degree of actualization of the relation
between objects i and j.

For most pairs,

Wi = 0.

For a small subset,
Wij

is significant.

The matrix of possible relations is therefore nearly empty in effective terms even when it is
formally complete.

The deepest form of relational dilution is not simply that few edges exist. It is that the total
physical weight is concentrated into a vanishingly small region of relation space.

The Universe may contain approximately 10'° mathematically possible proton pairs, but its
structure, dynamics, and history depend on a highly selected subset of them.

This gives the general law:
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As object number increases, relation possibility expands quadratically, while physical
actualization remains sparse, local, weighted, and selective.

The resulting object-world is locally rich, globally dilute, and structurally dependent on which
relations are admitted into reality.

7. Cosmological Application to the Proton Population
7.1 The Observable Universe as a Sampling Domain

To apply the Cosmic Pairing Paradox to protons, a finite cosmological sampling domain must
first be defined. The natural choice is the present observable Universe represented on a
specified cosmological time slice. This domain is commonly approximated as a sphere centered
on the observer with a present comoving radius of roughly 46 billion light-years.

This sphere is not a material container and does not mark the boundary of the entire Universe.
It represents the region from which signals could, in principle, have reached the observer since
the early Universe, after accounting for cosmic expansion. The complete Universe may extend
far beyond this region and may be spatially infinite. The observable sphere is adopted because it
provides a finite domain in which pair sampling can be normalized.

The distinction between the observable Universe and the directly observed past light cone is
essential. When distant galaxies are observed, they are seen at earlier cosmic times. Their
received light does not provide a simultaneous snapshot of the Universe. A calculation of spatial
separation between two protons requires both positions to be assigned to a common spacelike
hypersurface.

The simplest treatment uses a homogeneous and isotropic cosmological model with a present
cosmic-time slice. Proton positions are then represented by comoving coordinates, while
present proper distances are obtained by multiplying comoving coordinate separations by the
current scale factor.

Within this idealization, the observable Universe is treated as a three-dimensional spherical
domain QR of radius R. Two protons are selected independently from the proton population
associated with this domain. Their separation is then evaluated on the chosen present-time
hypersurface.

Several qualifications remain.
The proton distribution is not uniform on small or intermediate scales.

The observable boundary is observer-dependent.
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The total proton population depends on the adopted baryon density and chemical composition.
Some baryons are neutrons rather than free or nuclear protons.
The present spatial separation of sufficiently remote objects is model-dependent.

These complications influence numerical precision but do not remove the central scaling result.
If proton-weighted sampling approximately traces a statistically homogeneous matter
distribution on sufficiently large scales, the distance between two independently selected
protons remains comparable to the radius of the observable domain.

Thus the observable Universe supplies a finite regularization of the random-proton problem. It
converts an otherwise undefined global sampling question into a well-posed approximation.

7.2 Cosmic Baryon Density and Proton Number

The proton population is inferred from the mean cosmic baryon density. Let pb denote the
average baryonic mass density on large scales. Dividing by a characteristic baryon mass mb gives
the mean baryon number density:

nb = pb/mb.

Because most baryonic mass occurs in hydrogen and helium, not every baryon corresponds to a
proton counted as an independent hydrogen nucleus. Helium nuclei contain two protons and
two neutrons, while heavier nuclei contribute smaller corrections. Nevertheless, the total
proton number remains of the same order as the total baryon number.

A representative cosmic mean is substantially less than one baryon per cubic meter. This low
number reflects the enormous volume of cosmic voids rather than the density encountered in
stars, planets, gas clouds, or laboratory matter.

Let Vobs be the present comoving volume of the observable Universe:
Vobs = 4rtR¥/3.

The approximate total baryon number is then

Nb = nbVobs.

Using a radius on the order of 10%®¢ meters and a baryon density on the order of 107" particles
per cubic meter gives

Nb ~ 108%°,
The total proton count Np is therefore also of order
Np ~ 108%°,
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This estimate is sufficient for the asymptotic arguments developed here. The important feature
is not whether the coefficient is two, five, or ten times 107°. It is that the population is
enormous while the domain remains finite.

The number of possible unordered proton pairs is
Pp =Np(Np - 1)/2.

For Np ~ 108,

Pp ~ 10%°,

This number is so large that even an immense set of locally interacting proton pairs constitutes
a negligible fraction of pair space.

Suppose each proton had 10%° physically significant proton partners, an extraordinarily
generous local degree. The number of such relations would scale as approximately

10%° x 10292 ~ 10'°°,
Yet the fraction of actualized relations among all possible pairs would be only
10100/10160 = 10—60'

Thus relational dilution remains overwhelming even under assumptions of extreme local
connectivity.

The cosmic proton count therefore does two different things simultaneously. It creates very
dense possibilities for local organization, and it creates an incomparably larger space of
unrealized pairings.

7.3 Mean Nearest-Proton Separation

If all cosmic protons were distributed independently and uniformly, their characteristic spacing
would be set by the mean proton number density np:

Lp=npV3.

For a density somewhat below one proton per cubic meter, this produces a characteristic scale
on the order of meters. The Poisson mean nearest-neighbor distance would be a fixed
numerical fraction of this scale.

This result is initially surprising. It suggests that homogenizing all protons throughout the
observable Universe would produce an average spacing comparable to the dimensions of a
person rather than an atomic or astronomical distance.
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The estimate must not be confused with the actual nearest-neighbor distance of a randomly
selected proton. Real matter is extraordinarily inhomogeneous. A proton selected uniformly
from the proton population is not likely to occupy an average cubic meter of cosmic volume. It is
more likely to be contained in a dense baryonic structure.

For a proton inside a nucleus, the nearest proton may lie at a scale of femtometers.

For a proton in a hydrogen atom, the nearest proton may belong to a neighboring atom or
molecule.

For a proton in a plasma, the nearest-neighbor distance depends on temperature, ionization,
charge correlations, and local density.

For a proton in intergalactic gas, separations may be much larger.

The proton-weighted nearest-neighbor distribution is therefore multimodal and spans many
orders of magnitude.

A realistic cosmic nearest-neighbor statistic would require integrating over the baryonic phase
distribution of the Universe. One would need to account for protons in stars, stellar remnants,
planets, cold gas, hot plasma, circumgalactic media, intracluster gas, intergalactic filaments, and
diffuse void material.

The mean cosmic density nevertheless provides a useful counterfactual baseline. It answers the
question:

How far apart would protons be if the same population were uniformly spread through the
observable volume?

The answer is approximately meter-scale.

The actual proton-weighted nearest-neighbor distance is likely far smaller because selecting a
proton preferentially selects dense matter. This is an example of object-weighted bias:

P(sample region | selected proton) o« local proton density.

Dense regions contribute many more candidate protons than voids. The environment of a
randomly selected proton therefore differs radically from the environment of a randomly
selected point in space.

This strengthens the Cosmic Pairing Paradox. Local proton separations may be microscopic,
while random-pair separations remain cosmological.
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7.4 Mean Separation of Two Randomly Selected Protons

Consider two protons selected independently and uniformly from the complete proton
population within the observable domain. If the large-scale proton distribution traces a
statistically homogeneous cosmic density, the pair-distance distribution approaches that of two
random points in the domain, modified by clustering on smaller scales.

For a spherical domain of radius R,
E[Dpair] = 36R/35.

With R approximately 46 billion light-years,
E[Dpair]

is approximately 48 billion light-years.

This result is not reduced substantially by the enormous proton count. The population
determines how densely relation space is sampled, but the domain geometry determines the
mean random-pair distance.

Clustering adds an excess of short-distance pairs. Two protons selected from the same nucleus,
star, galaxy, or cluster contribute to the lower-distance tail of the distribution. Yet the number of
cross-structure combinations is overwhelmingly larger.

Suppose the proton population is divided among M large structures, each containing
approximately m protons, so that

N=Mm.

The number of pairs within the same structure is approximately
M m(m -1)/2 = Mm?%2.

The total number of pairs is approximately

M2m?%2.

The fraction of same-structure pairs is therefore approximately
1/M.

As the number of structures grows, this fraction becomes small even when each structure
contains an enormous number of protons.

The argument can be repeated hierarchically.

The probability that two random protons occupy the same nucleus is exceedingly small.
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The probability that they occupy the same atom is similarly negligible.
The probability that they occupy the same planet or star is larger but still tiny.

The probability that they occupy the same galaxy remains small when averaged over the
complete cosmic population.

Most pairings therefore connect protons in distinct large-scale structures.

This means that a random proton pair is not a representative physical interaction pair. It is a
representative element of the mathematical pair space.

The distinction is fundamental:
A typical proton is located in matter.
A typical proton pair spans the cosmic distribution of matter.

The first statement is conditioned on object existence. The second is conditioned only on
independent selection.

7.5 Matter Clustering Across Atomic, Stellar, Galactic, and Cosmic Scales

Baryonic matter is organized through a nested hierarchy. Each level produces its own
characteristic relation scale and its own notion of local typicality.

At the nuclear level, protons are confined within nuclei by the strong interaction. Distances are
on the order of femtometers, and proton relations are governed by quantum many-body
structure, nuclear binding, and electrostatic repulsion.

At the atomic and molecular levels, nuclei are separated by angstrom-to-nanometer scales.
Proton positions are embedded in chemical structures, condensed phases, biological systems,
planetary materials, and diffuse gases.

At planetary and stellar levels, enormous numbers of protons occupy gravitationally bound
bodies. Internal separations remain microscopic or mesoscopic, but the bodies themselves are
separated by astronomical distances.

At the galactic level, stars, gas, dust, compact remnants, and plasma occupy structures tens or
hundreds of thousands of light-years across. Protons within one galaxy may be widely separated
by local standards while still belonging to the same gravitationally organized system.

At the cluster and filament levels, galaxies are linked into the cosmic web. Matter becomes
increasingly sparse, and voids occupy much of the volume.
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At the largest scales, the distribution approaches statistical homogeneity. This does not erase
local structure. It means that sufficiently large regions have comparable average densities and
clustering statistics.

The proton pair distribution is therefore a mixture of contributions from every hierarchical level.
Schematically,

p(D) = Za wa pa(D),

where a labels structural categories such as same nucleus, same atom, same body, same star,
same galaxy, same cluster, or different cosmic regions.

The weights wa are determined not merely by the prevalence of structures but by the number
of proton pairs they contain. A structure containing m protons contributes approximately m%2
internal pairs. Pair weighting therefore strongly favors massive structures relative to object
counting.

Even so, cross-structure pairs grow faster. If many large structures exist, the number of pairs
joining different structures scales quadratically with their total proton populations.

The hierarchy creates a pair-distance distribution with an immense dynamic range. It extends
from nuclear dimensions to distances comparable with the observable cosmic diameter.

No single mean adequately describes this distribution. The arithmetic mean is dominated by
large-scale geometry. The median may also lie on cosmological scales. The mode may reflect
some more common structural separation, depending on the weighting and resolution. The
nearest-neighbor mean lies at the opposite end of the hierarchy.

This suggests that proton distance is not one physical quantity but a family of statistics indexed
by relation type:

Dnearest,
Dsame nucleus,
Dsame atom,
Dsame body,
Dsame galaxy,
Drandom pair.

Each answers a different question.
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The Cosmic Pairing Paradox arises when these levels are compressed into the phrase “the
distance between protons.” The Universe contains all of them simultaneously.

Its local material structure is defined by the short-distance portion of the distribution.
Its total relation space is dominated by the long-distance portion.
Thus the cosmological proton population embodies the general law:

Matter is concentrated into local structures, but possible proton relations are distributed across
the scale of the Universe.

8. Hubble Recession and the Superluminal-Pair Result
8.1 Proper Distance in an Expanding Universe

Distance in cosmology is not a single invariant quantity. For nearby objects in approximately flat
spacetime, ordinary spatial separation is usually sufficient. For objects separated by billions of
light-years in an expanding Universe, distance depends on the chosen cosmological model, time
coordinate, and spatial hypersurface.

In a homogeneous and isotropic cosmology, the large-scale geometry is commonly represented
by a time-dependent scale factor a(t). Comoving coordinates remain fixed for idealized objects
participating fully in the cosmic expansion, while proper distances change with time.

For two comoving objects separated by comoving coordinate distance ¥, their proper distance at
cosmictimetis

D(t) = a(t)x.

Differentiating with respect to cosmic time gives

dD/dt = a(t)y.

Since

H(t) = a(t)/a(t),

the separation rate becomes

dD/dt = H(t)D(t).

This is the Hubble relation in its idealized cosmological form.

The equation describes the rate of change of proper distance between comoving worldlines on
a selected cosmic-time foliation. It does not describe one distant particle passing through the
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local inertial frame of another. The distinction becomes essential when D is sufficiently large
that H(t)D exceeds the speed of light.

For two randomly selected protons, an additional complication arises because most protons are
not freely comoving test particles. They are contained in gravitationally, electromagnetically,
chemically, or nuclear-bound structures. A proton inside a planet does not participate in cosmic
expansion relative to neighboring particles in the planet. A proton inside a galaxy does not
recede from every other proton in that galaxy according to the Hubble law.

The Hubble relation applies most directly to the large-scale separation of the proton pair’s host
regions after local binding motions have been separated from the background cosmic
expansion. If two selected protons reside in distant galaxies, their microscopic positions inside
those galaxies contribute negligibly to the total separation. The cosmological distance is
dominated by the distance between the large-scale comoving environments containing them.

Thus the relevant decomposition is
Dtotal = Dcosmic + &Dlocal,

where Dcosmic represents the separation between the host structures and dDlocal represents
internal displacements. For a random proton pair separated by tens of billions of light-years,

| 6Dlocal| << Dcosmic.

The large-scale separation rate is therefore governed primarily by cosmological expansion, while
the local motions of the individual protons supply comparatively small corrections.

8.2 The Hubble Relation and Its Domain of Interpretation
At moderate cosmological distances, the expression
vH = HoD

is often called the recession velocity. Here Hg is the present Hubble parameter and D is a
present proper distance defined on the selected cosmological hypersurface.

The terminology “velocity” can be misleading. In special relativity, relative velocity is defined
operationally within a local inertial framework or by a specified comparison of frames. In curved
spacetime, vectors located at different events cannot be compared uniquely without a transport
rule. Parallel transport along different paths may produce different results.

The expression HoD is therefore best understood as a separation rate associated with the
cosmological coordinate construction. It is not automatically identical to a local radar velocity,
spectroscopic velocity, kinematic velocity, or velocity obtained by transporting one object’s four-
velocity to the location of the other.
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Several distinct cosmological velocity concepts can be defined:

the derivative of proper distance on a constant-time slice,

the velocity inferred from redshift using a special-relativistic Doppler formula,
the velocity obtained through parallel transport,

the rate inferred from radar ranging,

and the local peculiar velocity relative to the Hubble flow.

These definitions agree approximately at short distances and low redshifts. They need not agree
at cosmological scales.

The Cosmic Pairing Paradox concerns the first definition. Once a present spatial slice and
proper-distance function are selected, two random proton host regions have a mean separation
of order the radius of the observable domain. Multiplying that distance by Ho produces a mean
cosmological separation rate greater than c.

This result should not be interpreted as assigning each distant proton a conventional special-
relativistic speed through space. It states that the proper distance between widely separated
comoving worldlines can increase by more than one light-year per year under the chosen
foliation.

The domain of interpretation must therefore be kept explicit:
vH = HoD is a global cosmological separation rate, not a local inertial velocity.

This distinction resolves the apparent conflict with relativity while preserving the mathematical
content of the result.

8.3 The Fraction of Random Pairs with Recession Rates Above c

The superluminal-pair result is stronger than the claim that the mean recession rate exceeds c.
For a sufficiently large spherical sampling domain, most randomly selected pairs can have
Hubble separation rates above c.

Define the Hubble radius

RH = ¢/Ho.

Pairs with present proper separation
D>RH

satisfy
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HoD > C.
Let the observable domain be approximated as a sphere of radius R, and define
xH = RH/R.

For two uniformly selected points in a three-dimensional sphere, the cumulative distance
distribution is

P(D < xR) =x® - 9x¥16 + x532,

forO<x<2.

The fraction of pairs with subluminal Hubble separation rates is therefore
P(VH < ¢) = P(D < RH)

= xH3 - 9xH¥16 + xH%/32.

The superluminal fraction is

P(vH > c) = 1 - xH® + 9xH¥16 - xH¥32.

For a present observable radius several times larger than the Hubble radius, xH is substantially
less than one. The subluminal region then occupies only a small neighborhood around the
diagonal of pair-space.

Using representative present cosmological values gives a superluminal fraction of roughly 97
percent for the idealized uniform-sphere model. The exact value depends on the adopted
cosmological parameters, sampling domain, matter weighting, and definition of present
distance. The qualitative result is robust:

most globally random pairs lie beyond the Hubble radius.

This is a consequence of geometry. The sphere of radius RH around one proton occupies only a
small fraction of the complete observable volume. When the second proton is chosen
independently, it is usually selected outside that sphere.

The same conclusion can be written locally. For a fixed first proton away from boundary
complications, the fraction of the domain lying within subluminal Hubble distance is
approximately

(RH/R)3.

When RH/R is small, the probability of selecting the second proton from that local region is
correspondingly small.

51



The superluminal-pair result is therefore another form of relational dilution. Subluminal Hubble
relations occupy a restricted local region, while the complete pair space is dominated by larger
separations.

8.4 Local Relativistic Velocity Versus Cosmological Separation Rate

Special relativity prohibits a material particle from moving through a local inertial frame at a
speed equal to or greater than c. This local prohibition remains intact in cosmology.

Consider two neighboring observers who pass one another at a single spacetime event. Each
can measure the other’s velocity directly. The result must be less than ¢ for massive particles.

Now consider two protons separated by billions of light-years. They do not occupy the same
local inertial frame. There is no unique instantaneous operation that compares their four-
velocities without additional geometric conventions.

The cosmological separation rate HoD is obtained by summing the infinitesimal expansion
between neighboring comoving observers across the intervening space. Each adjacent pair can
have a small subluminal relative recession. The accumulated rate across a sufficiently long chain
can exceed c.

Suppose a path between the distant regions is divided into many small segments of proper
length &D. Each neighboring segment separates at approximately

6v = HobD.

For sufficiently small 8D,

ovKc.

Summing these local separation increments along the full path gives

26v = HoD.

The sum may exceed c even though no individual local comparison violates relativity.

This accumulation should not be interpreted as ordinary Galilean addition of local velocities. It
reflects the derivative of an extended proper-distance construction. Nevertheless, it provides an
intuitive explanation of why global separation rates and local speed limits answer different
questions.

A similar distinction occurs on an expanding elastic surface. Two distant marks may separate at
a rate greater than the maximum local stretching rate multiplied by a local length because the
total change accumulates across many intervening segments. The analogy is incomplete
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because spacetime is not a material sheet, but it illustrates how an extended distance can
change rapidly without any local object crossing its immediate surroundings superluminally.

The proton pair result can therefore be stated without contradiction:

Every proton follows a timelike worldline and is locally measured below c.

The proper distance between two distant proton worldlines may increase faster than c.
The first statement concerns local causality.

The second concerns global geometry.

8.5 Why Superluminal Recession Does Not Violate Relativity

Relativity constrains the local propagation of matter, energy, and information. It does not
impose a universal upper bound of c on every possible derivative of a globally defined distance.

A distant galaxy may have a recession rate greater than ¢ without sending information locally
through spacetime faster than light. A photon emitted by that galaxy still travels along a null
worldline. Whether the photon eventually reaches an observer depends on the evolving cosmic
expansion, the behavior of the Hubble radius, and the existence of an event horizon.

The fact that two proton host regions separate superluminally does not imply that either proton
can transmit a signal instantaneously to the other. Their causal relationship is determined by
light cones, not by the numerical value of HoD alone.

This distinction also prevents a common error. One might reason that if most random proton
pairs have separation rates above c, then most of the Universe violates relativity. The conclusion
reverses the proper interpretation. The prevalence of superluminal separation demonstrates
that Hubble recession is not the same quantity as local motion through an inertial frame.

The result is nevertheless physically meaningful. It indicates that most random pairs belong to a
regime in which ordinary terrestrial intuitions about relative speed fail. Their relationship is
controlled by global spacetime structure rather than by a single shared frame.

The Cosmic Pairing Paradox therefore acquires a relativistic form:

No proton locally exceeds the speed of light, yet most randomly selected proton pairs may have
cosmological separation rates greater than the speed of light.

The paradox dissolves when locality is specified, but it leaves behind an important lesson. The
word “relative” is insufficient unless the method of comparison is given.

At microscopic scales, relative speed is operationally local.
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At cosmological scales, relative separation is geometrically constructed.

The same pair of objects can therefore support several inequivalent velocity assignments, each
valid within its own definition.

This reinforces the central argument of the paper. Typicality is measure-dependent, and relation
is construction-dependent. Objects alone do not determine their average distance, average
velocity, or degree of physical connection. Those quantities emerge only after the relation
space, geometry, temporal slicing, and comparison rule have been chosen.

For random proton pairs, the large-scale conclusion is striking:

Most possible pairs are not merely distant. Under the present cosmological expansion law, most
occupy a regime in which their proper separation changes superluminally.

The Universe remains locally relativistic while becoming globally dominated by superluminal
pair separation.

This is not a failure of relativity. It is a consequence of applying relativity to an expanding world
whose relation space is

9. The Infinite-Universe Measure Problem
9.1 The Failure of Uniform Sampling Over Infinite Space

The finite observable Universe permits a normalized probability experiment. One may define a
spherical domain QR, count or model the protons within it, select two independently, and
calculate their separation. The same procedure cannot be transferred directly to an infinite
homogeneous Universe.

The phrase “choose one point uniformly from all of infinite space” does not define a probability
distribution. A uniform probability density would have to assign equal probability per unit
volume everywhere. Let that constant density be c. Normalization would require

JRYcdV=1.

If c >0, the integral diverges. If c = 0, the integral equals zero rather than one. No constant
nonnegative density over infinite Euclidean space can therefore be normalized as a probability
measure.

The same difficulty applies to an infinite statistically homogeneous proton population. Even if
the mean proton number density is finite and constant, the total proton number is infinite.
Assigning equal positive probability to every proton produces an infinite total probability.
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Assigning zero probability to every proton does not by itself define a normalized uniform
selection over a countably or continuously infinite population.

This is not merely a practical obstacle caused by too many objects. It is a structural impossibility.
Translation invariance and finite normalization cannot both be maintained over unbounded
space.

The failure may be expressed through finite partitions. Divide infinite space into congruent cells
of equal finite volume. Translation invariance requires every cell to receive the same probability
p. If p > 0, the sum over infinitely many cells diverges. If p = 0, the total probability is zero. A
normalized uniform probability measure cannot result.

One may still define many nonuniform probability distributions over infinite space. A Gaussian
distribution, for example, assigns greater weight near a chosen origin and decreasing weight at
large radius. Such distributions are normalized, but they introduce a preferred location and
characteristic scale. They no longer represent uniform sampling from an infinite homogeneous
Universe.

Thus an infinite cosmos may possess a uniform physical density without supporting a uniform
probability distribution for the location of a randomly selected point. Physical density and
sampling probability are different mathematical objects.

The first describes the amount of matter per unit volume.
The second must assign total probability one across the domain.

Confusing these roles creates the false impression that a constant cosmic density automatically
defines a uniformly random proton over the entire Universe.

It does not.
9.2 Translation Invariance and Non-Normalizable Measures

Infinite Euclidean space does possess a natural translation-invariant measure: ordinary volume.
If A is a measurable region and a is any displacement vector, then

Vol(A + a) = Vol(A).

This measure respects spatial homogeneity. It is therefore suitable for defining densities,
comparing finite regions, and expressing expected counts per unit volume.

However, total Euclidean volume is infinite:
Vol(RY) = oo,
A probability measure must instead satisfy
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P(RY) = 1.

The natural translation-invariant measure is consequently not a probability measure on the
whole space.

One might attempt to normalize it formally:
P(A) = Vol(A)/Vol(RH).

But this produces an undefined ratio involving an infinite denominator. Every bounded region
appears to receive probability zero, yet the union of all bounded regions must recover the full
space. Countable additivity does not permit a normalized probability measure to be constructed
by simply dividing infinity by infinity.

The same issue appears for proton counting measure. In an infinite homogeneous population,
let N(A) be the number of protons in a finite region A. Statistical homogeneity may imply

E[N(A)] = n Vol(A),

where n is the mean proton density.

Yet the total expected proton count is infinite:

E[N(RY)] = oo,

The ratio

N(A)/N(R?)

does not define a probability without specifying a limiting process.

Translation invariance is therefore available at the level of o-finite measures but not as a
normalized global probability. A o-finite measure assigns finite measure to each member of a
countable covering of the space, even though the total measure is infinite. This is sufficient for
much of analysis and statistical mechanics, but it does not permit the direct statement, “select a
uniformly random proton from the entire infinite Universe.”

Conditional and local questions remain well defined. One may choose a proton from a specified
finite region. One may select the proton nearest a chosen origin. One may study the local
environment of a Palm-distributed point in a stationary point process. One may ask for
densities, correlation functions, or expected counts within bounded windows.

What fails is the unconditioned global sample.
This creates a revealing tension:
Homogeneity removes a preferred center.
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Probability normalization requires some effective restriction or weighting.

The more perfectly the sampling rule preserves infinite translational symmetry, the less capable
it becomes of selecting one object with total probability one.

The cosmological principle can therefore define local statistical sameness without defining a
globally typical location.

9.3 Finite-Window Regularization

The standard response is to introduce a finite sampling window. Let QR be a sphere of radius R
centered at an arbitrarily chosen origin. Select two protons uniformly from those lying within
QR, calculate the desired statistic, and then investigate the limit as R approaches infinity.

This procedure is called finite-window regularization. It replaces an undefined infinite sampling
problem with a family of well-defined finite problems.

For each R, define

Dpair(R) = distance between two independently selected protons in QR.

Under homogeneous conditions,

E[Dpair(R)] = cdR,

where cd is a geometry-dependent constant. For a three-dimensional sphere,

cd =36/35.

The finite-window result is therefore

E[Dpair(R)] = 36R/35.

As R increases, the mean pair distance grows linearly. It does not approach a finite global value.

Finite-window regularization can also be applied to other observables. For example, one may
define the fraction of pairs closer than a fixed distance €:

pg(R) = P[Dpair(R) < €].

For a large homogeneous domain,
pe(R) ~ (/R)°.

Thus,

limR—>< pg(R) = 0.
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In an infinite homogeneous Universe regularized by expanding windows, the probability that
two globally sampled objects remain within any fixed finite distance tends to zero.

This result is stronger than saying that the mean distance diverges. It says that pair probability
escapes to ever larger scales. For every fixed L,

limR—>oo P[Dpair(R) < L] =0.

The distance distribution does not converge to an ordinary probability distribution on finite
nonnegative distances. Its mass moves outward without bound.

In probabilistic language, the family of distributions is not tight. No finite interval captures a
fixed large fraction of the probability as the window grows.

The regularization therefore yields a coherent asymptotic statement:

Two independently sampled objects from increasingly large homogeneous regions become
arbitrarily far apart in probability.

This does not mean that local neighbors disappear. The nearest-neighbor distribution can
remain finite and stationary because local density remains fixed. The random-pair distribution
diverges because the second object is sampled from an ever-expanding domain.

Consequently, the infinite-volume limit intensifies the scale separation:
Dnear remains of order n~"/¢,

while

Dpair diverges with R.

The ratio between them becomes unbounded even when density and local structure remain
unchanged.

9.4 Divergence of Mean Pair Distance

For a spherical window in three dimensions,
E[Dpair(R)] = 36R/35.

Taking the infinite-volume limit gives
limR—>oo E[Dpair(R)] = oo.

The mean distance between two globally uniform random protons therefore does not exist as a
finite quantity in an infinite homogeneous Universe.
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The divergence is not peculiar to spheres. Any expanding family of geometrically similar
bounded domains produces

E[Dpair(R)] o< R.

Cubes, balls, and many other regular windows therefore lead to the same qualitative
conclusion.

The precise coefficient may depend on window shape, but the divergence does not.

This distinction between coefficient and asymptotic behavior is important. If the mean grows as
cR, then different window families may vyield different values of c. A sphere and cube need not
agree. Yet both demonstrate that no finite translation-invariant global mean separation
emerges.

One might attempt to avoid divergence by rescaling distance:
X_R = Dpair(R)/R.

The dimensionless variable X_R may converge to a stable distribution determined by window
geometry. For a spherical window, it has the previously derived density on the interval [0, 2].

This normalized limit is mathematically meaningful, but it answers a different question. It
describes distance as a fraction of the sampling-window size. It does not produce a finite
physical distance between two globally random objects.

Thus the only stable random-pair scale in an expanding homogeneous domain is the scale of the
domain itself.

The mean may also fail in more complicated ways. If matter density varies with radius, if the
geometry is anisotropic, or if the sampling weights favor rare structures, different limiting
procedures can produce different asymptotic behavior. Some may diverge linearly, others more
slowly or rapidly, and some may fail to converge altogether.

The infinite-Universe question is therefore not answered by a single number. It requires
specification of the regularization and analysis of its limit.

The mathematically correct conclusion is not that the average pair distance is “infinity” as
though infinity were an ordinary measured separation. Rather:

No finite normalized global pair-distance expectation exists under uniform sampling over infinite
homogeneous space.

Finite-window expectations grow without bound.
That statement preserves the distinction between divergence and numerical value.
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9.5 Dependence on Cutoffs, Foliations, and Cosmological Measures

In cosmology, finite-window regularization is not merely a technical convenience. The choice of
cutoff may encode physical assumptions.

A spatial cutoff may be defined by comoving radius, proper radius, particle horizon, event
horizon, causal diamond, observable redshift, or finite cosmic time. These domains are not
equivalent.

A comoving sphere follows the large-scale expansion and contains a fixed set of ideal comoving
worldlines.

A proper-distance sphere is defined at one selected cosmic time.

A particle-horizon region includes events capable of influencing an observer since the beginning
of cosmic history.

An event-horizon region concerns events that can ever influence the observer in the future.

A past-light-cone catalogue consists of events observed at different cosmic times rather than
simultaneous objects on one spatial slice.

Each construction defines a different pair population and potentially a different distance
statistic.

Foliation also matters. General relativity does not provide a unique universal simultaneity
relation for arbitrary spacetimes. In highly symmetric cosmological models, cosmic time
supplies a natural foliation associated with the homogeneous matter flow. Outside that
idealization, different spacelike hypersurfaces may assign different simultaneous positions and
proper separations to distant objects.

Thus the random-pair problem depends on both a spatial measure and a temporal policy.

Let 2t denote a chosen spacelike hypersurface at time t. A pair statistic takes the schematic form
Ew,3t[D].

The subscript emphasizes that the result depends on the measure p and the slice t.

Changing either can change the answer.

The measure problem becomes especially severe in theories that contain infinitely many
regions, eternal inflation, repeated cosmological domains, or unbounded production of
observers and events. Relative frequencies can depend on how the infinite set is regulated.
Different cutoffs can assign different probabilities to the same class of events.
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This broader cosmological measure problem shares the structure encountered in the proton-
pair question. One begins with an infinite or unbounded ensemble, attempts to define
typicality, and discovers that relative frequencies depend on the limiting procedure.

The proton problem is therefore a simple model of a more general cosmological difficulty:
Infinite abundance does not automatically define probability.

A population may be statistically homogeneous and physically well described locally while
lacking a unique global notion of random selection.

The relevant choices include:

which region is counted,

which time slice is used,

which objects are weighted,

which limiting sequence is adopted,

and which relations are treated as equivalent.

These are not secondary bookkeeping decisions. They constitute the definition of the
probability experiment.

The Cosmic Pairing Paradox therefore reaches a sharper form in an infinite Universe:

Every proton may have a finite local neighborhood distribution, while the distance to a
uniformly selected second proton is globally undefined.

Local typicality survives the infinite-volume limit because it is conditioned on a selected object

and finite surroundings.

Global pair typicality fails because no normalized uniform measure exists over the complete
infinite population.

The resulting principle is concise:

An infinite homogeneous Universe can possess local statistics without possessing a globally
uniform random object.

This conclusion limits the meaning of phrases such as “the average distance between two
objects in the Universe.” In a finite observable domain, the phrase can be made precise after
specifying the sampling rule. In an infinite Universe, it has no unique global interpretation.

The paradox is therefore not that the answer is unexpectedly large.

61



The deeper paradox is that, under the most symmetric infinite formulation, there is no answer
to average at all.

10. Multiple and Incompatible Forms of Typicality
10.1 Object-Weighted Typicality

Object-weighted typicality begins by selecting one object uniformly from the population. If the
object-world contains N protons, each proton receives probability

P(i) = 1/N.

Any property attached to an individual proton can then be averaged over the proton population.
Examples include local density, nearest-neighbor distance, temperature, chemical state, host
structure, gravitational potential, or number of nearby interacting partners.

This measure conditions the sample on the existence of an object. A randomly selected proton
must be located where protons exist. It cannot lie in a completely empty region. Consequently,
object-weighted sampling disproportionately represents dense environments when compared
with uniform sampling of spatial volume.

Suppose space is divided into regions indexed by a. Let Va be the volume of region a and Na
the number of protons it contains. Under volume-weighted sampling, the probability of
selecting region a is

Pvolume(a) = Va/ZBVB.
Under proton-weighted sampling,
Pproton(a) = Na/ZBNPB.

If two regions have equal volume but one contains a thousand times more protons, the denser
region is a thousand times more likely to contain a randomly selected proton.

This produces a strong selection effect in a clustered Universe. Most cosmic volume may be
occupied by low-density intergalactic regions, while most protons may reside in galaxies, gas
halos, stars, planets, or other concentrated structures. A typical point in space and a typical
proton therefore inhabit very different environments.

Object-weighted typicality answers questions such as:
What does the Universe look like from the location of a typical proton?

How many close proton neighbors does a typical proton have?
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What fraction of protons reside in stars, gas, planets, or diffuse plasma?
What physical conditions are experienced by a proton selected from the population?

These are meaningful questions, but they do not determine the distance between two
independently selected protons. The first sample is object-centered. The second moves into pair
space.

Object-weighted typicality privileges local existence. It describes the world from within matter.
10.2 Pair-Weighted Typicality

Pair-weighted typicality begins by selecting a pair uniformly from the complete set of possible
pairs. For unordered proton pairs,

P({i, j}) = 2/IN(N - 1)].

Each possible pairing receives equal weight regardless of distance, interaction strength, shared
structure, or causal history.

This measure transforms the sample space from N objects to approximately N¥2 relations. The
denominator grows quadratically. Relations that are common from the perspective of each
individual object can become rare in pair space.

Suppose each proton has k close neighbors. Under object-weighted sampling, the typical proton
has k nearby partners. Under pair-weighted sampling, the probability that a selected pair is one
of those close relations is approximately

Pclose = k/N.
For k << N, the probability is negligible.

Pair weighting also changes the importance of structures. A physical structure containing m
protons contributes

m(m -1)/2

internal proton pairs. Pair counts therefore grow quadratically with structure size. A structure
containing ten times as many protons contributes approximately one hundred times as many
internal pairs.

This means that pair-weighted statistics may be dominated by the most massive baryonic
structures rather than by the most numerous structures. A small number of proton-rich stars,
galaxies, or gas reservoirs can contribute disproportionately to internal-pair counts.
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Yet the number of pairs between structures can be even larger. If structures A and B contain NA

and NB protons, the number of cross-pairs between them is

NANB.

With many large structures, cross-structure pairings dominate the total.
Pair-weighted typicality answers questions such as:

What is the distance of a uniformly selected possible proton pair?

What fraction of all proton pairs occupy the same galaxy?

What fraction are within a specified interaction distance?

What is the distribution of pairwise separation over the entire population?

These questions concern the geometry of relation space rather than the environment of a
typical object.

Pair-weighted typicality describes the Universe not from within a neighborhood, but from
within the complete combinatorial field of possible relations.

10.3 Volume-Weighted Typicality

Volume-weighted typicality selects a spatial location uniformly from a finite domain. If Q has
total volume V, then a region A € Q is selected with probability

P(A) = Vol(A)/V.

This measure treats each equal volume element identically regardless of how much matter it
contains.

Volume weighting is natural when asking:

What is the density at a typical location?

How far is a random spatial point from the nearest proton?

What fraction of space lies inside galaxies, stars, planets, filaments, or voids?
What environment occupies most of the cosmic volume?

These questions produce a Universe dominated by emptiness. Stars and planets contain
immense numbers of protons but occupy an extremely small fraction of cosmic volume.
Galaxies contain most visible matter while leaving much of their geometrical volume nearly
empty. Cosmic voids occupy large portions of the Universe while containing relatively little
matter.
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Thus a typical volume element is not a typical proton environment.

Let n(x) denote proton density. The average density under volume weighting is

Evolume[n] = (1/V)[Q n(x)dV.

Under proton weighting, the average local density around a selected proton is schematically
Eproton[n] = [JQ n(x)2dV]/[[Q n(x)dV].

The second expression contains n? and therefore amplifies dense regions. Whenever density
fluctuates,

Eproton[n] = Evolume[n]
under broad conditions.

This is a spatial form of size-biased sampling. Dense regions contain more protons and are
therefore sampled more often when a proton rather than a location is selected.

Volume-weighted typicality may suggest that the Universe is nearly empty.
Object-weighted typicality may suggest that the Universe is densely material.

Both descriptions can be correct because they normalize over different sample spaces.
The contrast may be stated sharply:

Most of the Universe’s volume contains little matter.

Most of the Universe’s protons are located where matter is concentrated.

The typical place and the typical particle are not co-located concepts.

10.4 Interaction-Weighted Typicality

Interaction-weighted typicality selects pairs according to physical activity rather than
mathematical possibility. Let wij 2 0 represent the weight of the relation between objects i and
j- The probability of selecting a pair becomes

Pinteraction(i, j) = wij/2a<b wab.

The weight may represent collision frequency, force magnitude, energy transfer, communication
rate, shared binding, transition probability, mutual information, or another measure of physical
significance.

Under interaction weighting, close pairs usually receive far greater probability than distant pairs.
For short-range interactions, most remote pairs have effectively zero weight.
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Suppose the interaction strength decreases with distance as
w(r) &« r™®

or

w(r) o< exp(-r/A).

Then local relations dominate the weighted sample even though they form a tiny fraction of all
possible pairs.

This reverses the result of uniform pair sampling.

Uniform pair weighting says that most proton pairs are cosmologically distant.

Interaction weighting says that most physically consequential proton-pair events are local.
The two statements are compatible because the pair probability measures differ:

Mpair # pinteraction.

The distinction is crucial in physics. Physical theory rarely treats every possible pair as equally
important. Forces, causal contact, wavefunction overlap, collision cross sections, binding
energies, and environmental coupling impose highly selective weights.

A proton inside a nucleus may interact strongly with nearby nucleons. It is mathematically
paired with every proton in the observable Universe, but nearly all those distant pairings
contribute negligibly to its immediate dynamics.

Interaction-weighted typicality therefore describes the active relation network rather than the
complete relation graph.

The complete graph K, contains all possible pairings.

The interaction graph contains weighted edges concentrated in local or historically coupled
regions.

A random edge of K, is usually remote.

A random unit of interaction is usually local.

This provides another form of the paradox:

Most possible relations are distant, but most effective relations are near.

The Universe is pairwise remote yet dynamically local.
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10.5 Observer-Weighted and Event-Weighted Typicality

Observer-weighted typicality conditions the sample on the presence of observers or observing
systems. This introduces a far stronger selection effect than ordinary object weighting.

An observer cannot be located at an arbitrary cosmic point. The observer requires a suitable
history, structure, energy flow, stability regime, and information-processing substrate. Observer
locations are therefore highly atypical under volume weighting.

If observers occur only in rare environments, then statements about the Universe from the
standpoint of a typical observer may differ radically from statements about a typical point,
proton, galaxy, or pair.

Observer weighting raises questions such as:

What conditions are experienced by a typical observer?

What cosmic epoch is most likely to contain observers?

Which structures contribute most to the observer population?
How should different observers or observer-moments be counted?

These questions are difficult because the weighting unit is not obvious. One may weight by
biological organisms, conscious moments, civilizations, computational processes, observations,
or observer-years. Different choices produce different typicalities.

Event-weighted typicality selects physical events rather than objects or observers. Let events
include collisions, emissions, absorptions, decays, measurements, or causal interactions. A
region generating many events receives greater weight than a quiet region of equal volume or
equal object count.

An event-weighted average may be written schematically as
Eevent[f] = [J f(x,t)A(x,t)dVdt]/[J A(x,t)dVdt],
where A(x,t) is the local event rate.

Dense, hot, reactive, or rapidly evolving regions may dominate event-weighted statistics. A small
stellar core can produce far more interactions per unit time than an enormous volume of cold
intergalactic space.

Thus the typical event, typical object, typical pair, typical location, and typical observer can all
inhabit different effective Universes.

67



These distinctions become especially important when reasoning from observation. Human
observations are not volume-weighted samples of reality. They are produced from a highly
conditioned terrestrial location by instruments and minds that themselves arose through
exceptional physical histories.

Observation therefore introduces a measure before any cosmological inference is made.

The observed Universe is not merely a set of external facts. It is a relation between a structured
observer and an accessible causal domain.

10.6 Why There Is No Measure-Independent Typical Universe

A probability statement requires a sample space and a measure. Without them, the term

III

“typical” has no unique mathematical meaning.

Let Q represent the same physical Universe. One may define several measures over it:
uV for spatial volume,

uO for objects,

uP for pairs,

ul for interactions,

UE for events,

UA for observers.

For a property f, each measure defines its own expectation:
EV[f] =] fduV,

EO[f] = [ f duO,

EP[f] = [ f dpP,

EI[f] = [ fdul,

EE[f] = [ f duE,

EA[f] = [ f dpA.

There is no general reason for these quantities to agree.

Indeed, large differences should be expected because the measures deliberately emphasize
different structures. Volume weighting emphasizes regions occupying space. Object weighting
emphasizes regions containing objects. Pair weighting emphasizes combinatorial relations.
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Interaction weighting emphasizes physical coupling. Event weighting emphasizes activity.
Observer weighting emphasizes conditions compatible with observation.

The phrase “the average Universe” therefore conceals a family of inequivalent averages.
A typical location may be in a void.

A typical proton may be inside concentrated matter.

A typical proton pair may span cosmological distance.

A typical proton interaction may occur locally.

A typical energetic event may occur in a star or extreme astrophysical environment.

A typical observer may occupy a rare structured habitat.

These are not competing answers to one well-defined question. They are answers to different
questions.

A genuine contradiction would require two incompatible claims derived under the same
definitions and measure. The Cosmic Pairing Paradox does not create such a contradiction. It

|II

reveals that ordinary intuition silently changes measures while preserving the word “typica
The deeper lesson is methodological:

Typicality is not an intrinsic property of a Universe.

Typicality is a property of a Universe together with a sampling policy.

This principle can be expressed as

Typicality = physical state + measure + conditioning rule.

Remove the measure, and the average becomes undefined.

Change the measure, and the typical world may change qualitatively.

The implication extends beyond cosmology. Whenever a system contains many objects and
many possible relations, one must ask whether sampling is performed over objects, pairs,
neighborhoods, events, paths, interactions, or observers.

The denominator is part of the theory.
This suggests a general rule for relational science:

No claim about a typical relation is meaningful until the relation measure has been specified.
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The Cosmic Pairing Paradox is therefore not merely about proton distances. It is a
demonstration that reality admits multiple statistically valid but mutually incompatible views.

The Universe is locally dense under one measure, globally sparse under another, nearly empty
under a third, and intensely active under a fourth.

There is no measure-free perspective from which one of these descriptions can be declared
uniquely typical.

11. Possible Relations and Physically Actualized Relations
11.1 The Complete Graph of Mathematical Possibility

A population of N objects determines a complete graph K, containing every possible unordered
pair. This graph is not a model of physical interaction. It is the combinatorial space of relations
that could, in principle, be named, compared, measured, or assigned a property.

The edge set of K, has cardinality
|E(Kn)| = N(N - 1)/2.

For a proton population of order 108°, the complete graph contains approximately 10'6°
possible edges. This number represents all proton pairings without regard to whether the
paired protons have interacted, can exchange signals, occupy the same causal region, or
influence one another detectably.

The complete graph is therefore a possibility space rather than an actuality space.

Mathematical possibility is inexpensive. Once two objects are identified, their pair can be
formed formally. One may calculate a distance, define a correlation, assign a hypothetical
coupling, or place the pair inside a relation table. Physical actualization is more restrictive. A
relation must acquire dynamical, causal, informational, structural, or observational significance.

This difference is easy to overlook because mathematics permits every pair to be considered
equally. The notation {i, j} places a nearby nuclear pair and a pair separated by billions of light-
years on the same formal level. Physics does not.

The complete graph erases scale, history, mediation, and admissibility. It records only that two
objects exist and can be paired conceptually.

Physical reality restores distinctions by assigning different statuses to different edges.

Some edges correspond to strong binding.
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Some correspond to weak but measurable influence.

Some correspond to past causal contact.

Some correspond to possible future signaling.

Some represent only a formal comparison imposed by an observer.
Most have negligible physical weight.

The complete graph is therefore the maximal relation ontology generated by object identity
alone. The physical world is a constrained substructure selected from it.

11.2 The Sparse Graph of Physical Interaction

Let Gphys be the graph of physically effective proton relations. Its vertices are protons, while an
edge is admitted only when a chosen physical criterion is satisfied.

The criterion may be spatial proximity, interaction above a threshold, shared binding, causal
contact, non-negligible force, common membership in a structure, measurable correlation, or
information exchange.

Unlike K, Gphys is generally sparse.

If each proton has an average effective degree k, then
|E(Gphys)| = Nk/2.

When k grows sublinearly with N,

|E(Gphys)| / |E(Kn)| = 0.

The physical graph can contain an enormous number of edges while remaining vanishingly
sparse relative to mathematical possibility.

A binary graph remains an approximation because physical relations rarely divide cleanly into
“present” and “absent.” A weighted graph is more realistic. Let wij denote the effective weight
of the relation between protons i and j. Then the complete weighted relation matrix W may
satisfy

wij 20,
with most entries extremely close to zero and a small subset carrying substantial weight.

The physically meaningful quantity is then not merely edge count but the distribution of relation
weight.

One may define the total effective relation weight as
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Wtot = Zi<j wij.

If significant weights are concentrated among local or historically connected pairs, then most of
Wtot may reside in a tiny subset of the 10'®° formally available pairings.

This produces a stronger form of relational dilution:

Not only are most possible relations unactualized; most physical influence is concentrated into a
vanishingly small portion of relation space.

The Universe may therefore be formally complete as a space of possible comparisons while
dynamically sparse as a structure of effective relations.

11.3 Causal, Dynamical, and Informational Actualization
Physical actualization is not one relation type. It consists of several partially overlapping forms.

A causal relation exists when one event can influence another through an admissible causal
path. For distant protons, causal connectivity depends on spacetime geometry, light cones,
horizons, and cosmic history. Two protons may exist on the same spatial slice yet be unable ever
to exchange signals.

A dynamical relation exists when the state or evolution of one object contributes significantly to
the evolution of another. Dynamical relevance depends on coupling strength, separation,
mediation, timescale, and competing influences.

An informational relation exists when knowledge of one object reduces uncertainty about
another. This may arise from shared origin, entanglement, common environmental history,
structural membership, conservation laws, or direct interaction.

A structural relation exists when two objects participate in the same organized whole. Two
protons in one nucleus have a structural relation stronger than two protons randomly chosen
from different galaxies, even though both pairs exist mathematically.

An observational relation exists when a measurement procedure places two objects within the
same comparison framework. This relation may be actualized by the observer rather than by
direct interaction between the objects themselves.

These forms should not be collapsed into one undifferentiated edge. A pair may be causally
connected but dynamically negligible. It may be informationally correlated without current
interaction. It may be mathematically comparable without causal contact. It may share a
structural classification without sharing a physical history.

Actualization is therefore policy-dependent.
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Given a criterion i, define an actualization function
An(i, j) € [0, 1].

A value near one indicates a strongly actualized relation under policy . A value near zero
indicates negligible actualization.

Different policies generate different relation graphs:
Gcausal,

Gdynamic,

Ginformational,

Gstructural,

Gobservational.

No single graph exhausts physical relation.

The important general result is that each admissible graph is far sparser than the complete
graph of all possible proton pairs.

11.4 Relation Rank and the Selection of Effective Structure

The full pair matrix of N objects contains O(N?) entries, but a physical system may be
describable by far fewer independent relational degrees of freedom.

Many pair relations are redundant, mediated, constrained, or derivable from a smaller
structure. For example, the distances among all points in a low-dimensional geometry are not
independent. Conservation laws, symmetries, field equations, and shared coordinates reduce
the number of free relational parameters.

This motivates the concept of relation rank.

Relation rank is the effective number of independent relational components required to
reconstruct or predict the significant structure of an object-world under a chosen policy.

A low-rank relation system may contain an enormous number of formal pair values while being
generated from a compact set of latent variables. Positions in three-dimensional space, for
example, can generate O(N2) pairwise distances from only O(N) coordinate data.

Likewise, a field configuration may mediate interactions among many objects without requiring
a separate independent dynamical law for every pair. The apparent quadratic relation space is
compressed by geometry, symmetry, locality, and common causes.

73



Let W be a weighted relation matrix. If W can be approximated by a rank-r factorization,

W = UV,

with r < N, then its effective relational complexity is far smaller than its number of entries.
Physical law may be understood partly as the discovery of such compression.

Instead of specifying every actualized relation separately, a theory identifies generators,
symmetries, fields, conservation principles, and local update rules from which many relations
follow.

The distinction between pair count and relation rank is therefore crucial.
Pair count measures combinatorial possibility.
Relation rank measures independent structured content.

A Universe may contain 10'®° possible proton pairs while requiring vastly fewer principles to
determine which relations matter.

The ontological burden lies not in listing every possible edge but in explaining the selection and
compression of effective edges.

11.5 Possibility Growing Quadratically and Actualization Growing Linearly
The central scaling contrast can now be stated formally.

Let P(N) denote the number of possible binary relations:

P(N) = N(N - 1)/2 = O(N?).

Let A(N) denote the number of physically significant relations under a fixed locality or bounded-
degree policy. Then

A(N) = O(N).

The actualized fraction is
&(N) = A(N)/P(N).
Therefore,

&(N) = O(1/N),

and

limN->eo $(N) = 0.

74



This is the Vanishing Actualization Law.

The law can be generalized. If the mean effective degree scales as NP with B < 1, then
A(N) = O(N™?),

and

d(N) = O(NF-") > 0.

Only when effective degree grows proportionally with the entire population does the actualized
fraction remain finite. Such a system would approach global all-to-all coupling.

Most physical systems do not exhibit unrestricted all-to-all effective interaction. Locality, finite
propagation speed, attenuation, screening, decoherence, limited energy, and finite observation
time prevent it.

The quadratic-to-linear contrast therefore expresses a basic economy of physical organization.
Possible relation space grows explosively.
Actualized relation structure grows selectively.

This difference becomes more pronounced as the object-world enlarges. In small systems, a
substantial fraction of all possible pairs may interact. In large systems, even immense local
connectivity becomes negligible relative to the complete graph.

The Universe therefore does not merely contain objects. It continually suppresses almost all
possible pairings from immediate physical relevance.

This suppression is not equivalent to nonexistence. Remote pairs may still possess a definable
distance, share a global field, or belong to one cosmological model. Their relation is formally
available but weakly actualized.

Actualization is consequently graded rather than absolute.
11.6 The Ontological Priority of Relation Selection

Traditional object-centered ontology begins by asking what entities exist. The Cosmic Pairing
Paradox suggests that this question is incomplete. Once N objects exist, O(N?) possible relations
arise automatically. The decisive problem becomes:

Which relations are admitted into effective reality?

Objects alone radically underdetermine structure. The same collection of objects can support
many different graphs, geometries, causal orders, interaction networks, and organizational
forms.

75



A set of protons might form plasma, gas, crystal, organism, planet, star, or diffuse intergalactic
matter. The object inventory may be similar while the relation structure differs fundamentally.

Structure therefore resides not merely in what exists but in how possibility is selectively
actualized.

The physical world imposes several filters:

locality limits direct interaction,

causality limits influence,

energy limits transformation,

symmetry identifies equivalent relations,

dynamics stabilizes some configurations and destroys others,

history creates correlations and shared structures,

observation selects which relations become epistemically accessible.

These filters convert the complete graph of possibility into the sparse, weighted, hierarchical
graph of actuality.

The emergence of an object-world may therefore be expressed schematically as
objects - possible relations = admissibility constraints = actualized structure.

The third step is essential. Without constraint, the complete relation graph contains too much
possibility and too little organization. Every pair is formally present, but no hierarchy of
significance has been established.

Physical law acts as a relation-selection principle.

It determines which edges carry force, information, causal influence, stability, and identity. It
also determines which large structures can persist as objects at higher levels.

This creates a recursive process. Actualized relations among lower-level objects generate higher-
level objects. Those higher-level objects then produce a new space of possible relations, from
which another sparse subset is actualized.

Protons form nuclei.
Nuclei and electrons form atoms.

Atoms form molecules and materials.
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Materials form organisms, planets, and instruments.

Stars form galaxies.

Galaxies form clusters and the cosmic web.

At each level, object formation depends on selective relation formation.

The ontological priority may therefore lie neither in isolated objects nor in unrestricted
relations. It lies in admissible actualization:

the rule by which some possible relations become constitutive of reality while most remain
merely formal.

The Cosmic Pairing Paradox reveals this principle through scale. Nearly every proton has
effective local relations, but nearly every possible proton pair remains physically remote. Reality
is constructed from the exceptional edges, not from the typical edge of the complete graph.

The deepest conclusion is therefore:

The structure of the Universe is determined by a vanishingly small subset of its possible
relations.

Existence supplies the vertices.
Mathematics supplies the possible edges.

Physical law selects the edges that become real enough to build a world.

12. General Consequences and Conclusion
12.1 The Universe as Locally Saturated and Globally Relation-Dilute

The Cosmic Pairing Paradox reveals a general architecture of large physical systems. Objects may
inhabit richly connected local environments while the complete space of possible relations
remains almost entirely unactualized. The Universe can therefore be described simultaneously
as locally saturated and globally relation-dilute.

Local saturation means that an object possesses enough nearby, strong, or persistent relations
to participate in organized structure. A proton may belong to a nucleus, atom, molecule,
material, organism, planet, star, or plasma. Its immediate environment can contain many
dynamically important partners. Local physical reality is therefore not empty. It is dense with
interaction, constraint, and history.
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Global relational dilution means that these effective relations constitute only a negligible
fraction of all mathematically possible proton pairs. For N protons, possible pairs grow as N?,
while relations constrained by finite locality, bounded degree, or finite causal history grow more
slowly. Under a bounded-degree model, the actualized fraction scales as

®(N) ~ 1/N.
As N becomes cosmologically large,
¢(N) - 0.

This limiting result does not imply that the actualized network becomes physically insignificant.
The opposite is true. The sparse network contains nearly all of the structure that matters. The
overwhelming complement of unrealized or negligible pairings contributes little to local
organization.

The complete graph of possible relations is therefore combinatorially dominant but physically
thin. The sparse graph of actualized relations is combinatorially negligible but physically
constitutive.

This inversion is central:
The largest set of relations is not the set that builds the world.

The physical Universe is organized by exceptional pairings selected from an overwhelmingly
larger field of possibility.

The same inversion appears in distance statistics. The typical proton has close neighbors, but
the typical possible proton pair is remote. Local material reality is generated by a class of
relations that is atypical under uniform pair weighting.

From the standpoint of pair space, almost every structurally important relation is exceptional.

This suggests that physical importance and combinatorial prevalence are frequently opposed.
The relations that determine nuclei, chemistry, life, stars, and galaxies are not typical elements
of the full pair space. They occupy a highly selected region near the diagonal of geometry, inside
causal neighborhoods, or within shared dynamical structures.

The Universe is therefore not globally connected in the sense of equal effective coupling among
all objects. It is connected through sparse pathways, nested structures, fields, causal chains, and
mediated interactions.

Global order arises without global saturation.
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Local relations propagate consequences beyond their immediate neighborhoods through
networks of intermediate relations. A proton need not interact strongly with every other proton
for large-scale coherent structures to emerge. Local laws applied repeatedly can generate
extended organization.

The apparent poverty of global relation density is therefore compatible with extraordinary
structural richness.

Indeed, it may enable that richness.
12.2 Implications for Statistical Physics and Complex Networks

Statistical physics often derives macroscopic behavior from large populations of locally
interacting components. The Cosmic Pairing Paradox clarifies why local interaction statistics and
uniform pair statistics must be distinguished.

In a gas, most mathematically possible molecule pairs do not collide during a given interval.
Nevertheless, the accumulated effect of local collisions determines pressure, temperature,
viscosity, diffusion, and equilibration. Macroscopic thermodynamic behavior is generated by a
sparse sequence of actual interactions rather than by simultaneous realization of all possible
pairings.

In condensed matter, each atom may interact most strongly with nearby atoms. Crystalline
order, elasticity, conductivity, magnetism, and phase transitions arise from local coupling rules
propagated through an extended network. The complete atom-pair graph is unnecessary as a
direct interaction structure.

In plasma physics, long-range electromagnetic effects complicate strict locality, but collective
fields compress the influence of many particles into lower-dimensional descriptions. Rather
than tracking every possible pair independently, effective field variables summarize structured
relational content.

In gravitational systems, all masses may contribute formally to the total field, yet hierarchical
clustering and effective descriptions permit dynamics to be organized by halos, centers of mass,
multipole expansions, and coarse-grained potentials. The complete pair interaction list is
compressed by symmetry and scale separation.

Complex-network theory provides a parallel language. Many real networks are sparse even
when the number of possible edges is enormous. A network of N vertices can support
connectivity, information flow, modularity, robustness, and collective behavior with only O(N) or
O(N log N) edges.

Global connectedness does not require complete connectivity.
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A sparse graph may contain paths joining nearly all vertices while realizing a vanishing fraction
of possible direct edges. The distinction between direct relation and mediated accessibility is
therefore crucial.

Let G be a sparse connected graph. Two vertices may lack a direct edge but remain related
through a path

i9V19V29"'9j.

Physical systems frequently operate through such mediated relations. Signals, forces,
correlations, and structural constraints propagate through local chains.

The graph distance between objects and their physical spatial distance need not coincide. Two
spatially distant objects may be connected through a short informational network, while two
spatially close objects may be dynamically isolated by barriers or incompatible interaction
channels.

The Cosmic Pairing Paradox therefore generalizes beyond metric distance. It applies whenever
direct relations are sparse but mediated relations support large-scale coherence.

The theory also warns against averages taken over all possible pairs. Such averages may be poor
predictors of system behavior because most possible pairs are dynamically irrelevant. An
interaction-weighted, path-weighted, or neighborhood-conditioned statistic may be more
physically informative.

For example, the mean distance over all molecule pairs in a large container may scale with the
container size, while transport coefficients depend on local mean free paths. The first is a global
pair statistic. The second is a dynamical local statistic.

Similarly, the average distance between all neurons in a brain does not determine functional
connectivity. The relevant measure weights synapses, pathways, timing, and information
exchange.

The methodological implication is clear:
The correct relation measure should be selected according to the process being explained.

Uniform pair weighting is appropriate for questions about combinatorial possibility and global
geometry. It is usually inappropriate for predicting local dynamics.

The Cosmic Pairing Paradox therefore provides a general caution for large-data and network
analysis. A numerical average over all possible pairs may be mathematically correct while
physically unrepresentative.
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12.3 Implications for Cosmology and the Meaning of Typicality

Cosmology frequently uses terms such as typical galaxy, typical observer, typical region, typical
particle, and typical pair. The present analysis shows that each expression is incomplete until its
measure is specified.

A typical volume element may lie in a cosmic void.

A typical baryon may lie in a dense astrophysical structure.

A typical galaxy may occupy a filament or group.

A typical proton pair may span a substantial fraction of the observable Universe.

A typical interaction may occur at microscopic distance.

A typical observation may be conditioned on an exceptionally structured environment.
These statements can all be simultaneously valid.

The cosmological principle supplies statistical homogeneity and isotropy on sufficiently large
scales, but it does not define one universal notion of typicality. Homogeneity describes how
statistical properties transform under changes of position. It does not dictate whether
probability should be assigned by volume, matter content, pair count, interaction frequency,
event rate, or observer occurrence.

The measure is an additional theoretical choice.

This issue becomes especially important in an infinite Universe. A globally uniform random
proton cannot be selected through a normalized translation-invariant probability measure. Local
density remains meaningful, but global object sampling does not.

The observable Universe provides one finite regularization, but it is observer-centered and
horizon-defined. Another observer has a different observable domain. A later observer samples
a different cosmic epoch. A different foliation produces a different concept of simultaneous
spatial separation.

Thus even the finite proton-pair calculation is not an absolute view from outside spacetime. It is
a well-defined statistic relative to a cosmological model, observer domain, spatial slice, and
measure.

The need for such choices does not make cosmology arbitrary. Some choices are natural
because they align with symmetries, observations, or physical questions. The point is that these
choices must be stated rather than hidden.
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The proton example also clarifies the meaning of superluminal recession. Most random pairs in
a sufficiently large present cosmological domain can have proper-distance separation rates
greater than c. This result does not indicate widespread local violation of relativity. It indicates
that global pair relations inhabit a geometric regime unlike ordinary local velocity comparison.

The typical random proton pair is therefore not merely distant. It is likely to cross horizons,
cosmic epochs, and relational regimes in which simple local intuition fails.

A local observer experiences matter through immediate interactions and bounded causal
processes. Uniform pair sampling instead presents the Universe as an enormous field of
mutually remote possibilities.

Neither view alone is complete.

Cosmological understanding requires movement between local, global, object-weighted, pair-
weighted, and observer-conditioned descriptions without treating them as interchangeable.

12.4 Implications for Object Formation and Relational Ontology

Objects are often treated as primary and relations as secondary properties added after the
objects have been identified. The analysis developed here supports a more reciprocal view.

A proton can be treated as an object because it possesses a stable physical identity under
specified observations and transformations. Yet the higher-level objects containing protons exist
only through actualized relations.

A nucleus is not merely a list of nucleons. It is a bound relational organization.
A molecule is not merely a set of atoms. It is a stable pattern of chemical relations.

A crystal is not merely a collection of particles. It is an extended order defined by positional and
dynamical constraints.

An organism is not merely a quantity of matter. It is a maintained network of causal, metabolic,
informational, and structural relations.

A galaxy is not merely a census of stars. It is a gravitationally organized system with a shared
history and large-scale dynamics.

At every level, object formation selects a small subset of possible lower-level relations and
stabilizes them into a higher-level unity.

The Vanishing Actualization Law therefore has an ontogenetic interpretation. As the number of
lower-level objects grows, the space of possible relations becomes too large for unrestricted
realization. Higher-level objects emerge through severe relation selection.
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Objecthood is produced by exclusion as much as inclusion.

A nucleus exists because certain nucleon relations are stabilized while countless alternative
arrangements are not.

A molecule exists because some bonding configurations are actualized and others are
forbidden, unstable, or inaccessible.

A living system exists because a restricted network of reactions and information flows is
maintained against an enormous background of possible but destructive interactions.

An object is therefore not the actualization of every possible relation among its parts. It is the
preservation of a coherent sparse relation pattern.

This suggests a general relation-selection principle:

A stable object forms when a constrained subset of relations becomes mutually reinforcing,
dynamically persistent, and distinguishable from the unrealized alternatives.

The Cosmic Pairing Paradox provides the global complement to this local principle. The
complete Universe contains vastly more possible cross-object relations than any structure can
actualize. Reality must therefore be selective at every scale.

Relational ontology should not identify reality with the complete graph of mathematical
pairability. That graph is too indiscriminate. A physically adequate ontology requires graded
actualization, admissibility, causal structure, and effective weight.

The ontological sequence is therefore not simply
objects - relations.
A more complete sequence is

possible distinctions - candidate objects - possible relations = admissible actualizations -
stable higher objects.

The process then repeats recursively.

This formulation places relation selection near the center of physical ontology. The world is not
generated merely by multiplying entities. It is generated by restricting how entities can become
connected.

The increase of possibility must be accompanied by a stronger principle of selection.
Without such selection, quadratic relation growth produces combinatorial excess rather than

organized reality.
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12.5 The Cosmic Pairing Principle
The results of the paper may be summarized as the Cosmic Pairing Principle:

In a sufficiently large finite object-world with bounded or sublinear effective degree, each object
may possess a rich local neighborhood while almost every possible pair remains remote or
weakly actualized.

The principle has geometric, probabilistic, combinatorial, physical, and ontological forms.
Its geometric form is

Dpair ~ R,

while

Dnear ~ RN7"¢,

Its scale-separation form is

Dpair/Dnear ~ N"¢.

Its combinatorial form is

P(N) ~ N%2,

while

A(N) ~ Nk/2.

Its dilution form is

A(N)/P(N) ~ k/N.

Its limiting form is

k/N->0

whenever effective degree grows sublinearly with population.
Its measure-theoretic form is

local typicality # pairwise typicality.

Its cosmological form is

a typical proton may have microscopic neighbors, while a typical proton pair has cosmological
separation.

Its relativistic form is
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no proton locally exceeds ¢, while most random proton pairs may possess superluminal
cosmological separation rates.

Its infinite-volume form is

local neighbor statistics may remain finite, while globally uniform random-pair distance
becomes undefined and finite-window means diverge.

Its ontological form is
possible relations proliferate faster than physically actualized relations.

These are not separate curiosities. They are expressions of one underlying asymmetry between
objects and pair spaces.

An object samples one location and its conditioned environment.

A pair samples two locations and therefore inherits the geometry of the whole domain.
A local interaction selects a narrow region of relation space.

A uniform pair selects from the complete combinatorial possibility field.

The Cosmic Pairing Principle may be expressed in its most concise verbal form:
Objects inherit neighborhoods; random pairs inherit worlds.

A second formulation emphasizes physical actualization:

Reality is locally relation-rich and globally relation-dilute.

A third emphasizes the combinatorial law:

Possibility grows quadratically; bounded actualization grows linearly.
Together, these statements define the conceptual core of the paper.

12.6 Final Synthesis

The original question asked for the average distance and relative speed between two randomly
selected objects in the Universe. When the objects were specified as protons, the question
exposed a profound discrepancy between intuitive and mathematical typicality.

Protons are abundant. A randomly selected proton belongs to matter and usually possesses
close neighbors. Yet an independently selected second proton is not drawn from that
neighborhood. It is drawn from the entire proton population. The mean pair separation
therefore reflects the scale of the cosmological domain rather than the scale of local matter.
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This produces the first paradoxical statement:
Nearly every proton has a close neighbor, while nearly every proton pair is remote.

The geometry of bounded domains explains the result. Two independent points in a sphere
have mean separation proportional to its radius. Nearest-neighbor distance instead scales with

density. Their ratio grows as N'/¢,

The combinatorics deepen the result. N objects produce O(N?) possible pairs, but a bounded-
degree physical network contains only O(N) effective relations. The fraction of actualized
relations therefore approaches zero.

This produces the second statement:

A universe can be saturated with local relations while actualizing almost none of its possible
relations.

Cosmological expansion adds a third layer. Most randomly selected proton pairs in a present
observable-domain model can have Hubble separation rates exceeding c, although every proton
remains locally subluminal.

The result is not a contradiction. It distinguishes local inertial velocity from the evolution of
global proper distance.

An infinite Universe adds a fourth layer. Uniform global proton sampling cannot be normalized.
Finite-window pair distances grow with the cutoff and diverge in the infinite-volume limit.

Thus the phrase “two random protons in the Universe” loses a unique meaning unless its
domain and measure are specified.

The apparent paradox therefore resolves into a general doctrine of measure-dependent
relational typicality.

What is typical for an object is not typical for a pair.
What is typical for a pair is not typical for an interaction.
What is typical by volume is not typical by matter.

What is typical locally may be vanishingly rare globally.

The resolution does not make the phenomenon trivial. It reveals a structural property of large
object-worlds. The Universe builds everything recognizable from relations that are statistically
exceptional within the full field of possible pairings.

Nuclei, atoms, organisms, planets, stars, and galaxies depend on the selected edges.
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The complete graph supplies possibility.
Locality, causality, dynamics, and history supply actualization.

The final conclusion is therefore not that the Universe is empty or crowded. It is both, under
different measures.

It is crowded where objects live.

It is empty across most possible pairs.

It is locally causal.

It is globally expansive.

It is combinatorially saturated with possibility.
It is physically sparse in actualization.

The Cosmic Pairing Paradox is the coexistence of these truths. Its resolution yields a broader

principle:

The intelligible structure of reality is produced not by the abundance of objects alone, but by
the vanishingly selective actualization of relations among them.
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Postscript: Black Holes, Proton Identity, and Relational Compression

The preceding analysis treated protons as identifiable particles distributed through ordinary
baryonic matter on a common cosmological hypersurface. Black holes introduce an important
qualification. They do not invalidate the Cosmic Pairing Paradox, but they complicate the
definition of the population from which two random protons are selected.

Before a proton crosses an event horizon, it can be represented as a localized particle within an
exterior spacetime description. After horizon crossing, an infalling observer may continue to
describe the proton locally for some interval, but an exterior observer can no longer assign it an
operationally accessible position inside the black hole. In the classical stationary description, the
exterior black hole is characterized by a small set of aggregate parameters such as mass, angular
momentum, and electric charge. The identities and detailed relational histories of the particles
from which it formed are no longer represented individually in the exterior state.

The phrase “all protons presently in the Universe” is therefore not fully precise. At least three
different populations could be intended:

Pext = identifiable protons outside event horizons,

Pslice = proton states represented on a chosen spacelike hypersurface that extends through
black-hole interiors,

Phistory = protons or baryons that historically contributed to presently existing matter and black
holes.

These populations are not equivalent.

The exterior population is operationally the cleanest. It contains protons that remain
identifiable within the observable exterior description. The hypersurface population depends on
the chosen spacetime foliation and may encounter regions in which the classical particle
description becomes inadequate. The historical population is not a present spatial distribution
at all. It is an accounting of material ancestry.

For the main proton-pair calculation, the most defensible formulation is therefore:

The sampled population consists of presently identifiable baryonic protons outside event
horizons on a specified cosmological hypersurface.

Under this definition, black-hole sequestration probably changes the estimated mean random-
pair distance only slightly. The random-pair mean is controlled primarily by the spatial extent
and large-scale distribution of the sampled population:

E[Dpair] ~ R.
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It depends only weakly on the total proton number N. Removing some fraction of baryonic
matter from the operationally identifiable proton population changes N and the detailed
weighting of matter-rich regions, but it does not greatly alter the scale of the observable
domain. Unless black-hole sequestration is strongly concentrated in a way that radically changes
the large-scale baryonic distribution, the mean separation of two randomly selected exterior
protons remains of cosmological order.

The nearest-neighbor and short-distance portions of the distribution are more sensitive. Black
holes remove baryonic matter from the exterior particle census and concentrate mass into
extremely compact regions. They alter the local environments of galactic centers, compact
binaries, stellar remnants, and accretion systems. They can therefore modify object-weighted
and interaction-weighted statistics more strongly than the global pair-weighted mean.

The deeper significance of black holes is not numerical but ontological. A collapsing star begins
with an immense number of distinguishable particles and an even larger number of possible
microscopic relations. After collapse, the exterior description replaces this microscopic
multiplicity with a small collection of macroscopic quantities:

microscopic particle identities and relations - (M, J, Q).

This transition is an extreme form of relational compression. An enormous internal object-world
becomes represented externally through a low-dimensional state.

The number of constituent particles may be vast, but the externally accessible relation rank
becomes small. The black hole continues to contribute mass, gravitational influence, angular
momentum, and perhaps charge to the surrounding Universe, while the individual proton
identities cease to function as independently accessible exterior objects.

This creates a black-hole extension of the Cosmic Pairing Paradox:

An object may remain present in the Universe’s mass accounting while disappearing from its
operational object accounting.

The distinction separates material ancestry from presently countable objecthood. The baryonic
constituents of a collapsed star contribute to the formation and mass of the black hole, but it
may no longer be meaningful for an external observer to select one of those historical protons
as a present localized member of the cosmic proton population.

Black holes therefore reveal that object number is not always a simple observer-independent
inventory. The identity of an object depends on the descriptive policy under which it is counted.
A proton may be an identifiable object under a local particle description, a contribution to
stress-energy under a gravitational description, a historical constituent under a formation
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narrative, or an inaccessible internal degree of freedom under an exterior black-hole
description.

The sampling measure must consequently specify more than spatial probability. It must also
specify an objecthood criterion.

Let it denote a policy that determines which entities count as identifiable objects. The proton
population then becomes

Prt = {entities classified as protons under policy m}.
The random-pair expectation is more precisely written as
Eu,2,m[D],

where p is the sampling measure, 2 is the spacelike hypersurface, and 1 is the object-
identification policy.

This extension strengthens the general thesis of the paper. A typical relation cannot be defined
from objects alone because the object population itself may depend on the observer, foliation,
operational access, and descriptive level. The selection of objects precedes the selection of
pairs.

Black holes therefore introduce a hierarchy of decisions:

which spacetime region is included,

which hypersurface defines simultaneity,

which degrees of freedom count as protons,

which inaccessible interior states remain part of the population,

and which measure selects pairs from that population.

The original conclusion remains valid under the exterior-proton convention:

For two independently selected, presently identifiable protons outside event horizons, mean
separation is controlled by the cosmological sampling domain rather than by local proton
density.

Black holes nevertheless sharpen the ontological conclusion. Physical reality does not merely
actualize a vanishing subset of possible relations. It can also compress, conceal, or dissolve the
operational identities of the objects that once supported those relations.

The complete progression may therefore be written as
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microscopic objects = possible relations - actualized structure - gravitational collapse - low-
rank exterior identity.

Black holes occupy the limiting case in which relational abundance is transformed into extreme
observational compression.

They do not defeat the Cosmic Pairing Principle. They extend it:

Objects inherit neighborhoods, random pairs inherit worlds, and horizons determine which
objects remain available to be paired.
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