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1. Introduction: The Little Operator That Won’t Die 

 

 

Figure 1. The homunculus control-room trope. An illustrative image of a small “inner operator” seated 
inside a mechanical head, pulling levers and manipulating dials as if the body were a machine requiring a 
pilot. The scene compresses complex mental functions—attention, choice, emotion, and action—into a 
single cockpit metaphor that feels intuitively obvious. In the paper, this figure anchors the central 
critique: the trope offers a vivid picture of coordination while disguising the real explanatory task of 
replacing a miniature mind with mechanisms, layers, and distributed control. 
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The image is instantly legible: inside the head sits a miniature operator, hunched at a console, 
watching the screens of perception and tugging the levers of action. It is a cartoon, and yet it 
feels like an honest confession of how experience presents itself. When you decide to raise your 
hand, something seems to “issue the command.” When you focus on a face in a crowd, 
something seems to “select” what matters. When you remember a name, something seems to 
“search” and “retrieve.” The homunculus picture takes these ordinary introspective impressions 
and renders them as a tiny manager in a control room. That is why the metaphor persists. It 
does not merely entertain. It matches the way agency feels from the inside: unified, directed, 
and owned. 

Yet the very obviousness of the picture is what makes it intellectually dangerous. The 
homunculus is an explanation that works by borrowing the thing it claims to explain. If the mind 
is mysterious, we cannot dissolve that mystery by placing a smaller mind inside the mind. Doing 
so replaces one puzzle with a nested copy of the same puzzle. The “little operator” is a disguise 
for ignorance: an intuitive placeholder that hides missing mechanism behind a familiar figure—
someone who sees, chooses, understands, and acts. The history of mind science can be read as 
a long effort to keep the useful parts of the picture—coordination, selection, control, 
integration—while refusing the illicit part: the secret person inside. 

This paper begins from a simple thesis: the homunculus is not just a mistake, but a diagnostic. It 
appears whenever a theory reaches the edge of its mechanistic detail and begins to hand-wave. 
The homunculus is the sign that we are using words like “interprets,” “decides,” “knows,” or 
“recognizes” without specifying what physical or computational structure performs those 
functions and how it does so. In that sense, the homunculus is a mirror held up to our 
explanations. It exposes where we are still telling stories rather than giving accounts. 

1.1 The image and why it feels obvious 

The homunculus feels obvious because human experience arrives already packaged as a single 
viewpoint. There is one visual field, one auditory world, one stream of thoughts, one sense of 
“me” who owns the moment. That unity is psychologically persuasive. It encourages a natural 
inference: if experience is unified, then there must be a unifier; if attention is selective, there 
must be a selector; if action is purposive, there must be a purpose-maker. The inner operator is 
a person-shaped solution to a coordination problem. 

The metaphor also fits the way modern life teaches us to think. We live surrounded by 
dashboards: cars, aircraft cockpits, computer desktops, smartphone screens, and control panels. 
When we see complex behavior, we instinctively imagine a controller reading inputs and issuing 
outputs. The brain becomes an internal machine room, and consciousness becomes the staff. In 
other words, the homunculus is not only an introspective temptation, but a cultural one. We 
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have learned to picture systems in terms of centralized control because we build so many 
systems that way. 

There is also a deeper cognitive habit at work: we are expert at attributing agency. Our social 
intelligence is tuned to detect intentions, plans, and hidden causes in other people. That same 
machinery can be misapplied inwardly. The mind uses its own social model of persons to model 
itself. The “I” becomes something like a person living inside the skull—because the brain’s best 
available template for explaining complex, goal-directed behavior is the template of a goal-
directed agent. 

Finally, the homunculus feels obvious because language pressures it into existence. Ordinary 
speech is saturated with agent-like verbs: we “notice,” “consider,” “choose,” “decide,” “try,” 
“interpret,” “ignore,” “focus.” These verbs are not wrong. They are practical. But they make 
agency sound like a single internal actor. Without care, a scientific theory can slide from useful 
shorthand to literal machinery: it begins to treat the verbs as describing a hidden entity rather 
than a distributed process. 

1.2 The central problem: explanation versus disguise 

A theory explains when it decomposes: when it breaks a capacity into parts whose operations 
are simpler than the capacity itself, and when those parts can be described in terms that do not 
secretly assume the original capacity. A theory disguises when it redescribes: when it replaces 
the question with a synonym or a metaphor and then treats the metaphor as a mechanism. 

The homunculus is the clearest example of disguise-by-redescription. To say “the brain 
recognizes faces because a system inside recognizes faces” is not explanatory. It is a re-labeled 
mystery. Even when the inner agent is renamed—executive, interpreter, decider, central 
controller—the same problem can remain. If the “executive” is granted the very intelligence we 
are trying to account for, the theory has smuggled in what it needs. 

This is why philosophers call the homunculus a regress trap. If an inner agent does the 
understanding, then that agent must itself have a mind-like capacity to understand; and if we 
explain that capacity by positing another inner agent, we spiral inward without progress. The 
regress is not merely a clever rhetorical move. It highlights a structural constraint: explanations 
must bottom out in operations that do not themselves require a ghostly operator. 

There is a second, subtler version of the same problem: the black box. Sometimes a model 
avoids the word “homunculus” but still hides it. It introduces a module with a prestigious 
name—“attention,” “integration,” “binding,” “workspace,” “executive control”—and then 
assigns it high-level powers without specifying how those powers emerge from simpler 
interactions. The module becomes a dressed-up homunculus: not a little man with levers, but a 
named place where the real work “somehow happens.” 
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So the central problem of this paper is not whether we can mock the homunculus. We can. The 
deeper problem is how to build explanations that preserve the reality of cognition while 
refusing the easy cheat of an inner person. The question becomes: what does it mean, in 
practice, to replace the inner operator with an actual mechanism? 

1.3 What counts as “removing the homunculus” in a theory of mind 

Removing the homunculus is not the same as denying agency. It is not the claim that humans do 
not choose or intend. It is the claim that agency must be explained in a way that does not 
depend on a hidden miniature agent. In other words, the theory must keep the phenomena 
while changing the causal story. 

A mind theory counts as homunculus-free when it meets a few hard requirements. 

First, it must be decomposable. The theory must show how a capacity—say, recognizing a face, 
choosing an action, maintaining a goal—breaks into sub-capacities that can be implemented 
without presupposing a full-blown recognizer, chooser, or goal-maker at the sub-level. Each step 
downward should be less person-like, more mechanistic. 

Second, it must avoid privileged inner theaters. If a theory says there is a “place” where the 
world becomes conscious, it must specify what occurs there in operational terms: what signals 
are transformed, what is broadcast, what is stabilized, what is amplified, what is suppressed. 
Otherwise the theater becomes the stage for the homunculus even if no actor is named. 

Third, it must handle unity without inventing a unifier. Conscious experience is coherent enough 
that we talk about “the” stream of thought. A homunculus-free theory must explain unity as an 
emergent property of coordination—temporal synchronization, shared constraints, recurrent 
loops, global availability—rather than as the product of a single inner viewer. 

Fourth, it must treat “interpretation” as computation, not as a miracle. If the brain “interprets” 
sensory data, the theory should be able to say what interpretation means in terms of 
transformation, inference, prediction, error correction, and control. Interpretation must become 
a process with measurable intermediate states, not a word that stands for magic. 

Fifth, it must be robust against regress. If a theory introduces a central executive, it must explain 
that executive in terms of competing processes, learned policies, gating mechanisms, or 
dynamical attractors—something that does not itself require another executive to supervise it. 
The point is not to ban central coordination. The point is to make coordination itself a product 
of non-agentic operations. 

Finally, removing the homunculus should improve explanatory power. It should generate 
predictions, clarify failure modes, and align with known constraints: finite resources, limited 
bandwidth, noisy signals, competing goals, and the fact that human cognition often behaves like 
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a patchwork rather than a unified commander. A good theory does not just say “no 
homunculus.” It shows how the brain can look homunculus-like from the inside while being 
homunculus-free in its construction. 

This introduction sets the paper’s guiding tension. The little operator is a metaphor that keeps 
returning because it captures something real about how mind feels: integrated, purposeful, and 
singular. But the intellectual task is to convert that felt picture into an account that does not 
cheat. The chapters that follow track the homunculus through its historical lineages, then return 
to the present to ask what modern theories do differently—and how readers can recognize 
when a “lever-puller” has merely been renamed rather than removed. 

 

2. What the Image Depicts: A Quick Anatomy of the Trope 

Before arguing about whether the “little operator” is true or false, it helps to describe what the 
image actually claims. The trope is not just “a little man inside.” It is a full theory in miniature: 
perception arrives as signals on screens, decisions are issued as commands, and the body is a 
machine obedient to an internal controller. The homunculus is pictured as both witness and 
executive. It watches the world, interprets it, chooses among options, and pulls the levers that 
move the limbs and direct attention. Even when the trope is presented as satire, the diagram it 
implies is serious: input, processing, output, with a personal agent sitting in the processing seat. 

This section dissects the trope into its main components. Doing so is useful because it reveals 
that what people want from the homunculus is not childish fantasy. It is a demand for certain 
functions: unity, agency, control, and meaning. The trope survives because it packages those 
functions into a single, intuitively graspable picture. The trouble is that the picture achieves 
explanatory comfort by sneaking in the very thing that needs explanation. 

2.1 The “pilot” model: an inner self steering a body 

In the pilot model, the human organism is divided into two layers. The outer layer is the body: 
sensors, muscles, reflexes, and the visible person in the world. The inner layer is the “real me,” 
seated somewhere behind the eyes. This inner self is imagined as a stable subject who persists 
across time, owns experiences, and issues commands to the body-as-vehicle. 

The pilot model appears in everyday talk: “I live in my head,” “my body did it before I could stop 
it,” “part of me wanted X but I decided Y,” “my brain made me do it,” “I told myself to calm 
down.” These phrases portray the self as something that can address the body or even address 
the brain as if brain and self were separable parties. The pilot model turns that grammar into a 
literal architecture. 
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What makes the pilot model powerful is that it maps onto the phenomenology of action. When 
you initiate movement, it often feels like a command is issued from a central source. When you 
inhibit an impulse, it feels like “you” overruled “your body.” When you deliberate, it feels like a 
private courtroom in which the self considers reasons and delivers a verdict. The pilot model 
takes that felt structure as ontological structure. 

But even here the trope contains its first hidden claim: the pilot is not just a passenger. It is a 
competent agent that sees the world accurately, understands what it sees, evaluates options, 
forms intentions, and coordinates the body with purpose. That is exactly the kind of intelligence 
any serious mind theory must explain. The pilot model does not explain it; it assumes it. 

2.2 The “control room” model: dials, levers, dashboards, monitors 

The control room model is the pilot model rendered in mechanical detail. It adds 
instrumentation and interfaces. Instead of merely “a self inside,” we get a room with readouts 
for vision and hearing, gauges for emotion and arousal, toggles for attention, and levers that 
trigger speech and movement. The body becomes an engineered system with internal controls. 

This version is especially seductive in a technological culture because it resembles real things we 
understand: cockpits, control panels, command centers, and user interfaces. We know what it 
means to steer by instruments. We know what levers do. We know how systems respond to 
settings. The control room model projects that familiar control logic onto the brain. 

The key elements of the control room trope usually include: 

A sensory display. Perception is treated as a feed delivered to an inner screen, as if the eyes and 
ears are cameras and microphones streaming to the pilot. 

A central console. Decision-making is localized: there is a place where signals converge and are 
turned into commands. 

Discrete controls. Actions are initiated by switching or pulling something, as though choices are 
selections from a menu. 

A stable observer. The same inner witness watches the same inner screens, providing continuity 
of self. 

A boundary between operator and machine. The operator is not the machine. The operator 
uses the machine. 

Even when artists exaggerate for effect, the control-room version matters because it reveals a 
deep assumption: cognition is like a human operating a device. It is a user model of the mind. 
And it implies that intelligence exists at the level of the operator, not at the level of the 
machinery. 
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2.3 Why the trope is psychologically compelling 

The trope is compelling because it matches multiple layers of human intuition at once. 

First, it matches the unity of consciousness. Experience arrives as one field. Even when thoughts 
compete, they compete inside a single arena. The mind longs for a single owner of that arena. A 
little operator provides the owner. 

Second, it matches moral and social accounting. Human life is built around responsibility: who 
intended what, who chose, who acted. A centralized inner agent supports the logic of praise, 
blame, guilt, and resolve. The homunculus makes responsibility feel metaphysically grounded: 
there is someone in there. 

Third, it matches the felt difference between automatic and controlled behavior. Much of what 
we do is habitual and fast; some of what we do is deliberate and effortful. The control-room 
metaphor maps that distinction onto a hierarchy: sometimes the machine runs itself; 
sometimes the operator takes over. The metaphor turns a graded continuum of control into a 
simple story of who is “at the wheel.” 

Fourth, it matches our social cognition. We are tuned to interpret behavior in terms of agents 
with beliefs and desires. That skill is so powerful that we apply it to animals, weather, markets, 
and machines. It is almost unavoidable that we apply it to ourselves. The homunculus is the 
inward projection of our outward person-model. 

Fifth, it matches the way language compresses complexity. “I decided” is a useful summary of 
many interacting processes: evaluation, inhibition, memory retrieval, prediction, and motor 
planning. Everyday speech hides the machinery. The homunculus is what you get if you take the 
summary literally. 

Finally, it offers comfort. A control room implies controllability. If someone is at the controls, 
then the system is, at least in principle, governable. The alternative is unsettling: a mind as a 
swarm of processes, none of which is fully in charge, producing a self as an emergent pattern 
rather than as an internal captain. The homunculus gives us a captain, and captains feel safe. 

2.4 Why the trope becomes scientifically dangerous 

The homunculus becomes dangerous precisely because it feels so explanatory. It can make a 
non-explanation feel like closure. 

The first danger is regress. If an inner agent interprets the sensory feed, then that agent must 
have perception and understanding. But then we must explain how that agent perceives and 
understands. If we answer by positing another inner agent, the explanation recurses forever. 
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The trope fails the basic requirement of mechanistic explanation: the parts must not require a 
version of the whole. 

The second danger is level confusion. The control-room model mixes descriptive levels. It takes 
person-level vocabulary, which is often legitimate at the level of behavior and experience, and 
inserts it into the subpersonal level as causal machinery. “The brain decides” can be a useful 
shorthand; “a decider module decides” becomes suspect if the “decider” is granted the full 
conceptual richness of deciding. The trope encourages us to treat high-level descriptions as if 
they were low-level mechanisms. 

The third danger is the black-box halo effect. If you name a box “executive control” or 
“attention,” you can inadvertently grant it magical properties. The homunculus is not always 
drawn as a little man. Often it is hidden in a prestigious label. The danger is not the cartoon. The 
danger is the unearned authority of a term that sounds mechanistic while remaining vague. 

The fourth danger is false localization. The control room suggests there is a specific place in the 
brain where “the real self” resides and where “the world becomes conscious.” That picture can 
lead to simplistic searches for a single seat of mind. Real nervous systems distribute functions 
across networks, recur through loops, and integrate in time, not at a single inner desk. A 
homunculus-like model can bias research toward hunting for a single control center rather than 
understanding coordination across systems. 

The fifth danger is methodological complacency. Once the homunculus is installed, the hardest 
question is postponed. If a theory says “the interpreter interprets,” it can stop there. But the 
real scientific work is to specify the operations: what representations exist, how they are 
transformed, how uncertainties are handled, what learning rules adjust the system, how 
competing drives are reconciled, how timing and feedback shape output. The homunculus 
offers a stopping point, and science cannot afford that. 

The final danger is that it misleads us about ourselves. The inner operator model can feed the 
illusion that there is a single, fully transparent self in charge. But human cognition is often 
fragmented: we confabulate reasons, misread our own motives, act from habits we don’t 
notice, and change our preferences based on context. A theory that preserves the homunculus 
too strongly can end up protecting an introspective myth rather than explaining the mind as it 
is. 

The homunculus trope, then, is best understood as a bundled demand: “explain unity, control, 
agency, meaning.” The cartoon offers those in one stroke, but it offers them by smuggling in a 
miniature person. The rest of this paper is an attempt to show how the demand can be met 
without the smuggling—how a mind can produce the feeling of a pilot and the appearance of a 
control room through mechanisms that do not contain a pilot at all. 
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3. Early Lineages: Little Beings Inside Big Beings 

Long before anyone imagined neurons, synapses, or information processing, people already 
carried a powerful explanatory template: the world’s mysteries could be solved by placing a 
smaller, more intelligible version of the mystery inside the thing to be explained. When life 
seemed too astonishing, one could imagine a tiny life already there, waiting to unfold. When 
agency seemed too unified, one could imagine a small agent inside the body, steering from 
within. The “inner miniature” is not merely a quirky historical detour. It is one of the most 
durable shapes the human mind uses to make the opaque feel transparent. 

This lineage matters because it shows the homunculus trope is not an invention of modern 
cartoons or pop neuroscience. It is a recurring cognitive strategy. The image changes costumes 
across centuries, but the structure remains the same: take the hard-to-explain whole, shrink it, 
place it inside, and let that inner version do the work. The earliest forms of this strategy appear 
in two neighboring domains: attempts to manufacture life, and attempts to explain 
reproduction and development. 

3.1 Alchemical homunculus and the dream of making life 

The alchemical imagination was not satisfied with describing nature. It wanted to participate in 
nature’s powers. Alchemy promised transformations: base metals into noble metals, illness into 
health, corruption into purity. Within that worldview, the dream of generating life was not 
absurd. It was the boldest extension of a program already committed to the idea that nature’s 
hidden processes could be learned, imitated, and accelerated. 

The homunculus, in its alchemical sense, is a story about control over creation. It proposes that 
if the correct substances, vessels, and procedures are assembled, something like a human could 
be produced in miniature. Whether these proposals were literal instructions, symbolic 
allegories, or rhetorical provocations, they share a deep impulse: life is a process that can be 
engineered. The tiny human is the proof-of-concept. 

What is conceptually important here is the direction of explanation. Life is not accounted for by 
abstract principles; life is accounted for by a life-like thing. The homunculus offers a shortcut 
around the hardest question, which is how lifeless matter becomes organized, self-maintaining, 
and purposive. Instead of explaining the emergence of organization, the story imports 
organization in a compact form. The miniature does not solve the riddle of life; it relocates the 
riddle into a smaller container. 

This is the beginning of a pattern that will repeat in mind metaphors. When we cannot explain 
how a system produces intelligence, we imagine intelligence already there, nested inside the 
system. The alchemical homunculus is an early example of that nesting move. It is the intuition 
that a “maker” can be placed within the made. 
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3.2 Preformationism and the miniature person as biological hypothesis 

As natural philosophy developed into early biology, the question of reproduction and 
development became unavoidable. How does a complex organism arise from something that 
seems simple? Before the modern concept of cells, genetics, and morphogenesis, the unfolding 
of an embryo was an almost supernatural spectacle. The developing organism seemed to 
conjure organized complexity from near-nothing. 

Preformationism was an attempt to preserve intelligibility. It proposed that the organism was 
already formed in miniature and merely expanded during development. In that view, 
development is not the creation of new structure; it is the enlargement of preexisting structure. 
The miniature person is not a poetic flourish. hookup; it was, for a time, a serious way of making 
sense of what looked otherwise like impossible emergence. 

This is the “inner miniature” strategy in its most scientifically ambitious form. It treats growth as 
scaling rather than construction. It treats the embryo as a hidden container of completed order. 
The puzzle of complexity is resolved by assuming complexity is present from the start, just too 
small to see. 

Preformationism also had a strong metaphysical payoff. It fit neatly with intuitions about design 
and continuity. If the organism is already there, then the world is less chaotic: fewer miracles of 
assembly are needed. It also offered a kind of explanatory economy. One did not have to invent 
mechanisms for how tissues differentiate, how organs form, how coordinated growth occurs. 
The miniature already contains all of that, and the rest is inflation. 

The important point for this paper is not whether preformationism was right or wrong, but why 
it was attractive. It was attractive because it allowed an observer to say, “I know what is inside, 
because it is simply the familiar whole, reduced in scale.” This move is exactly what the 
homunculus in the head later accomplishes. It says, “I know what controls the mind, because it 
is simply a familiar agent, reduced in size.” 

3.3 The power of the visual: tiny humans nested inside larger forms 

The “inner miniature” is especially infectious when it is visualized. A drawing of a tiny human 
nested inside something larger does more than illustrate an idea; it stabilizes it. It turns a 
hypothesis into an image that can be remembered, repeated, and emotionally grasped. Once 
the image exists, it becomes a mental object people can carry around, independent of the 
arguments that first produced it. 

Nested images have a special psychological force because they satisfy a craving for 
concreteness. Abstract causal stories are hard to hold in mind. A nested figure is easy: the inner 
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looks like the outer, so the explanation feels immediate. The image also implies completion. If a 
tiny human is inside, the story feels finished. The question seems answered. 

There is also a subtle cognitive pleasure in recursion. Humans are fascinated by dolls within 
dolls, rooms within rooms, mirrors reflecting mirrors, worlds inside worlds. Nested structures 
feel like they reveal a secret architecture. The miniature is a promise: “Here is the hidden truth, 
just smaller.” Once that promise is felt, the image can become more persuasive than any 
evidence. 

This is why later “little man in the head” depictions are so effective. They take an already 
compelling visual grammar, one with centuries of cultural practice, and apply it to cognition. The 
mind is invisible; the nested image makes it visible. The mind is complex; the nested image 
makes it simple by replacing complexity with a familiar figure. 

3.4 How “inner miniature” becomes a template for later mind metaphors 

The transition from “tiny organism inside a seed” to “tiny operator inside the head” is not as 
large as it seems. In both cases, the explanatory move is identical: treat the unknown process as 
if it were produced by a known agent hidden inside. 

When applied to development, the inner miniature says: the organism grows because the 
organism is already present. When applied to mind, it says: the organism thinks because a 
thinker is already present. In both cases, emergence is replaced by containment. Instead of 
building complexity from simpler interactions, the explanation begins with complexity and hides 
it. 

This template also aligns with the way humans experience themselves. We do not experience 
cognition as millions of micro-processes negotiating in parallel. We experience a unified 
viewpoint and a sense of ownership. The “inner miniature” provides a perfect bridge between 
felt unity and causal story. It lets us say: unity exists because there is a unified thing inside. 

The template also survives because it can mutate. The inner miniature does not have to look 
like a tiny human forever. It can become an inner “self,” then an inner “executive,” then an inner 
“interpreter,” then an inner “workspace,” then an inner “controller.” The face changes, but the 
structure of explanation often remains the same: a privileged inner locus where the real work 
happens. Even in sophisticated language, the hidden miniature can persist as a place where 
agency is assumed rather than derived. 

So this early lineage is not merely background color. It is the deep root of why the homunculus 
keeps returning. It is a culturally trained and psychologically rewarding habit of explanation. 
Whenever the mind confronts an emergence problem it cannot yet mechanize, it reaches for 
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the oldest tool in its kit: put a smaller version of the phenomenon inside the phenomenon and 
declare victory. 

The rest of the paper will show how modern philosophy and cognitive science tried to break this 
habit. But this section’s lesson is worth keeping close: the homunculus is not just a childish 
mistake. It is a default mode of human explanation, one that feels obvious precisely when we 
are most ignorant of the actual mechanism. 

 

4. Mechanical Bodies and Central Points: From Pipes and Valves to a “Seat” of Mind 

If the early homunculus lineage begins with the inner miniature, the next major step begins 
with the machine. The scientific revolution did more than replace mystical explanations with 
physical ones. It introduced a new explanatory style: the body could be treated as a system of 
parts whose interactions followed intelligible rules. Organs became mechanisms. Nerves 
became conduits. Motion became hydraulics, pneumatics, and levers. This was a liberation from 
superstition, but it also created a new temptation: once the body is imagined as a machine, it 
becomes natural to ask where the operator is. 

That question is not irrational. Machines often have operators. But living systems are not built 
like tools. They are built like self-maintaining networks. The mechanical-body revolution made it 
easier to describe bodily functions, yet it also made it easier to smuggle in a “seat of mind” as 
the control node. If the body is a device, surely there is a place where it is steered. The modern 
homunculus trope inherits as much from mechanical diagrams as it does from alchemical 
miniatures. 

4.1 The machine-body revolution and the lure of control diagrams 

The machine-body revolution can be summarized as a change in what counted as a satisfying 
explanation. Instead of saying “life does this,” one tried to say “this part pushes that part,” “this 
fluid flows through that channel,” “this valve opens,” “this pressure changes.” The body became 
something that could be drawn. 

Diagrams matter here. A diagram is an act of authority. It says: the organism can be partitioned; 
the parts can be named; causal pathways can be traced. Once you can draw a system, you can 
also imagine controlling it. You can imagine inputs and outputs, feedback and regulation, 
bottlenecks and failure points. The diagram invites an engineering mindset. 

This mindset has enormous value. It helped people understand circulation, respiration, 
digestion, and reflexes. It also did something subtler: it gave the mind a habitual form for 
thinking about complex organization. A body is a network of tubes and forces. Control is a 
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matter of routing. Coordination is a matter of convergence. If signals travel, they travel 
somewhere. And if they travel somewhere, perhaps that “somewhere” is where the person is. 

The lure, then, is not the crude idea that humans are machines. The lure is the idea that a 
system’s intelligence can be located where its lines converge. The more you draw networks, the 
more you look for hubs. The more you think in terms of mechanisms, the more you look for 
control points. That is how a useful diagrammatic instinct can evolve into a metaphysical 
mistake. 

4.2 Descartes, coordination, and the temptation of a central node 

Descartes is a central figure here not because he invented the homunculus, but because he 
made it seem structurally reasonable to locate something like a coordinating “seat” in the brain. 
His physiological picture treated the body as a sophisticated machine animated by “animal 
spirits” moving through nerves, producing motion and perception in something like a hydraulic 
system. Whatever one thinks of the details, the architecture matters: signals flow, motions are 
triggered, coordination must occur. 

Once coordination becomes the target, a central node becomes tempting. A distributed system 
can coordinate, but the simplest picture of coordination is a center that integrates and directs. 
Descartes also maintained a distinction between mind and body, which increases the 
temptation of a bridging locus: a place where the immaterial and the mechanical interface, 
where thought influences motion and sensation influences thought. 

This is not a childish error. It is a hard conceptual problem: how does a unified subjective 
experience relate to a body that can be described in parts? If the body is mechanistic and the 
mind is unified, one naturally looks for a junction: a location in the machinery that can plausibly 
play the role of interface. 

In later centuries, Descartes became a magnet for “pilot” thinking because his framework grants 
the right kind of roles: a machine that needs steering, and a mind that seems to steer. Even if 
modern neuroscience rejects the literal physiology, the underlying temptation remains: the 
more mechanistic the body becomes in our imagination, the more we hunger for a steering 
mechanism. 

4.3 The pineal gland as a historical magnet for “pilot” thinking 

The pineal gland became historically famous not because it is especially large or obviously 
important, but because it appeared to solve a conceptual constraint. Descartes needed a single 
locus of coordination, a place plausibly singular in a brain that otherwise appears bilaterally 
paired. The pineal gland is (roughly) unpaired and centrally located. That anatomical fact was 
enough to make it symbolically attractive. 
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The pineal gland then acquired a kind of metaphysical aura. It was described, discussed, and re-
discussed as a “seat” where different streams of sensory information might be unified, where 
intention might become action, where the self might “reside.” Over time, even those who 
rejected Descartes’ dualism often retained the cultural residue: there must be a place, a center, 
a throne. If not the pineal, then something like it. 

This is how a physical structure becomes a conceptual anchor. Once an anchor exists, it 
stabilizes an entire family of metaphors. The pineal gland did not have to be the true seat of 
mind to play its historical role. It merely had to be plausible enough to host the hope: the hope 
that unity is located, that agency has an address. 

The modern “little operator” trope inherits that hope. It is a narrative in which the self is a 
tenant. The tenant sits in the head, behind the eyes, at a central station. The pineal gland 
episode is one of the earliest prominent cases where anatomy was recruited into that tenancy 
story. 

4.4 The boundary error: central coordination versus inner person 

There is a legitimate scientific question hiding inside the homunculus trope: how does a 
complex system coordinate itself? The nervous system must integrate information across 
sensory modalities, maintain stable goals, resolve competing demands, and control action in 
real time. Coordination is real. Integration is real. There are also real hubs and bottlenecks in 
brain networks. Not everything is perfectly distributed. 

The error is crossing a boundary of description. Central coordination is not the same as an inner 
person. A hub is not a pilot. A convergence point is not a witness. A control loop is not a 
chooser. The brain can have coordinating structures without there being a “someone” in those 
structures. 

This boundary error often happens because the same words are used at different levels. 
Consider the word “decision.” At the level of a person, “decision” means deliberation, reasons, 
commitment, responsibility. At the level of a system, “decision” can mean a threshold crossing: 
a competing set of signals settles into one output. If we use the same word for both, we may 
accidentally import the person-level meaning into the system-level mechanism. The result is a 
disguised homunculus. 

The boundary error is also fueled by introspection. Because we feel like a unified witness, we 
assume there must be a unified witnessing mechanism. But unified experience can arise from 
synchronized, recurrent, and globally available information flows without requiring a privileged 
spectator. The brain can create the appearance of a theater without there being a viewer sitting 
in the seat. The theater can be a property of the dynamics, not a location where a person 
resides. 
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In that sense, the pineal gland story is not merely an old mistake. It is a warning about a 
perennial misstep: mistaking a coordination problem for an occupancy problem. The question is 
not “Where is the self located?” The scientific question is “How does the system produce stable, 
coherent, action-guiding representations and flexible control?” If we answer the first question, 
we tend to draw a homunculus. If we answer the second, we start doing real explanatory work. 

This chapter therefore reframes the “seat of mind” impulse. The impulse emerges naturally 
when bodies are modeled as machines and diagrams encourage us to find central nodes. But to 
move beyond the homunculus, we must keep the mechanistic spirit while rejecting the tenancy 
picture. We must treat the mind not as a pilot living in a place, but as a pattern of coordinated 
operations distributed through a living system that has no need for a miniature occupant. 

 

5. The Regress Problem: Why a Little Man Explains Nothing 

At the moment the homunculus appears, something important has already happened: the 
explainer has felt the need for a “someone” inside the system. That “someone” is asked to do 
the hardest work—understanding, choosing, interpreting, recognizing, meaning-making. The 
trouble is that those are precisely the capacities we were trying to explain in the first place. The 
homunculus therefore functions like a blank check written on the very bank account we are 
trying to open. It is a promissory note for mechanism, paid with mechanism that does not exist. 

The regress problem is the formal way of saying this. It turns a vague dissatisfaction into a hard 
constraint: you do not get to explain mind by placing mind inside mind. You must reduce the 
intelligent-looking behavior to operations that are not themselves intelligent in the same way. 
You must replace the inner person with a process whose parts can be specified without 
smuggling in a smaller version of the whole. 

5.1 The infinite regress in plain language 

Here is the regress in its simplest form. 

You begin with a question: how does a human perceive a face, understand a sentence, choose a 
plan, or decide to act? 

Then you propose an answer: there is an inner agent inside the head that perceives, 
understands, chooses, or decides. 

But that answer simply repeats the original question at a smaller scale. Because now we must 
ask: how does the inner agent perceive? How does it understand? How does it choose? How 
does it decide? 
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If you answer again by positing a yet smaller inner agent inside the first inner agent, you have 
not moved forward. You have just pushed the mystery inward. And you can do that indefinitely: 
a chooser inside the chooser, a thinker inside the thinker, a perceiver inside the perceiver. The 
explanation never arrives. It is a hall of mirrors. 

In everyday terms, the regress says: if your theory’s explanation requires a little person to do 
the thinking, then you have not explained thinking. You have assumed thinking. A “little man” is 
still a man. A smaller mind is still a mind. Scale does not dissolve mystery. 

This is why the homunculus is not merely “wrong,” but empty. It is not like an incorrect 
mechanism that can be fixed by adjusting a parameter. It is a non-mechanism. It does not 
reduce complexity. It preserves complexity intact and relocates it. The regress shows that any 
such relocation is infinite: you can always ask again who is doing the work, and the answer will 
always point to another hidden worker. 

The regress also reveals a deeper rule: a good explanation must bottom out. It must end in 
operations that are defined without invoking the phenomenon being explained. Otherwise it 
never truly explains. It only redescribes. 

5.2 Category mistakes and the confusion of levels 

The regress problem often travels with another kind of philosophical error: the category 
mistake. A category mistake occurs when we apply concepts appropriate to one level of 
description to a different level where they do not properly belong. 

The homunculus does this by taking person-level concepts—belief, intention, understanding, 
decision—and installing them as if they were parts inside a brain. But “belief” and “intention” 
are not little physical objects you can point to in a circuit. They are ways of describing whole-
organism behavior, patterns over time, and social accountability. They are meaningful at the 
level of agents in a world, embedded in language and practice. They are not obviously 
meaningful at the level of neurons firing. 

This does not mean person-level language is invalid. It means it has conditions of use. When you 
say, “She decided to leave,” you are describing an agent in context, with reasons and 
consequences. When you say, “A brain module decided,” you may be making a metaphor. If you 
then treat that metaphor as literal causal machinery, you have committed a category mistake. 
You have confused explanatory levels. 

A related confusion is between describing what a system accomplishes and describing how it 
accomplishes it. “The system recognizes faces” can be a functional description: it tells you what 
the system is good at. But it is not a mechanistic account: it does not tell you what operations 
make recognition happen. The homunculus trope often smuggles the “what” into the “how.” It 
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names the achievement (“interpretation,” “decision”) and then pretends the name is the 
mechanism. 

The homunculus is therefore not only a regress trap; it is a level trap. It invites us to treat the 
“person” as a part of the person. But a person is not a component like a valve or gear. “Person” 
is a whole-system category. It is a role in an environment. To put a person inside the person is 
not simply odd; it is a category confusion. 

5.3 The homunculus as a placeholder for missing mechanism 

It is tempting to treat the homunculus as a silly cartoon that serious thinkers outgrow. In 
practice, it is more subtle. The homunculus often appears at the exact point where a theory 
runs out of mechanistic detail. It is a placeholder—a token that stands in for “something 
complicated happens here.” 

Sometimes that placeholder is explicit. Someone literally says “a little man inside” to indicate 
that they know they are missing the real mechanism. More often, the placeholder is implicit. It 
appears as a confident verb. The theory says a module “interprets,” “selects,” “represents,” 
“decides,” or “integrates,” but never specifies the operations that make these verbs true. 

In neuroscience and psychology, there is a legitimate use for such verbs as provisional language. 
Researchers need labels for functions before the mechanisms are fully known. The danger arises 
when provisional language hardens into an explanation. When the label becomes the cause, the 
placeholder becomes a disguised homunculus. 

This is why the homunculus is best understood as an “explanatory smell.” It is the scent of 
missing decomposition. When you see it, you should not only say, “That’s wrong.” You should 
ask, “What are the unarticulated steps?” “What operations would make this verb real?” “What 
does this function reduce to?” “How would a simpler system implement this?” 

In that way the homunculus is productive. It marks where the work must be done. It points to 
the gap between describing a capacity and engineering that capacity. It is the place in the story 
where mechanism has been replaced by metaphor. 

5.4 How regress arguments became a standard test in philosophy of mind 

The regress critique became a standard test because it is simple, general, and merciless. It 
works against many seductive explanations, not only the literal “little man,” but any hidden 
inner interpreter that is granted too much intelligence. 

Philosophers of mind needed such a test because discussions of mind are especially vulnerable 
to verbal illusion. Mind is intimately familiar yet causally obscure. We have rich vocabulary for 
describing experience, but the vocabulary can trick us into thinking we have explained the 
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causes. Regress arguments serve as a safeguard against that trick. They force a theory to show 
its work. 

Over time, the regress became a kind of intellectual hygiene rule: if your account appeals to an 
inner agent who performs the very mental act under discussion, then the account has not yet 
explained anything. You have relocated the question. You must reduce the agent-like description 
into non-agent-like operations—into processes, transformations, constraints, feedback loops, 
learning rules, and dynamics. 

This test also shaped how philosophers evaluated emerging scientific models. When psychology 
introduced constructs like “central executive,” “inner observer,” or “attention controller,” 
philosophers asked whether these constructs were real mechanisms or dressed-up homunculi. 
When cognitive science proposed architectures with specialized modules, philosophers asked 
whether the modules genuinely decomposed cognition or merely renamed it. 

Importantly, regress arguments do not forbid central coordination, integration, or control. They 
forbid unexplained intelligence. They demand that if you posit an integrator, you must specify 
how integration occurs; if you posit a selector, you must specify selection as a process; if you 
posit a controller, you must specify control in operational terms. The regress is not a veto on 
structure. It is a veto on magic. 

By making that demand explicit, regress arguments became a discipline. They forced theories of 
mind to become more mechanical, more layered, more careful about what is being claimed at 
which level. They also provided a bridge between philosophy and science: philosophy 
contributed the constraint, science attempted to build models that satisfy it. 

The upshot is that the little man explains nothing, but he teaches something. He teaches where 
explanation begins: where the intelligent-looking verbs are decomposed into operations that do 
not themselves contain a hidden thinker. The rest of this paper will follow that lesson into the 
modern era, where the best theories succeed not by denying the unity of experience, but by 
showing how unity can arise from systems that contain no inner operator at all. 

 

6. The Homunculus as Critique: 20th-Century Philosophy and Psychology 

By the twentieth century, the homunculus had largely stopped functioning as an earnest 
proposal and started functioning as a warning label. The intellectual culture shifted from asking 
“Where is the little man?” to asking “How do we keep ourselves from accidentally putting him 
back?” This shift was driven by two forces moving in parallel. Philosophy of mind became 
increasingly strict about what counts as an explanation. Psychology, trying to become a mature 
science, became increasingly wary of introspective stories that sounded plausible but could not 
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be operationalized. Between them, the homunculus became a shared enemy—not because it 
was ridiculous, but because it was too easy. 

What makes this period especially instructive is that the homunculus critique was not merely 
negative. It did not just say “don’t do that.” It pressured both philosophers and psychologists to 
replace person-like talk with mechanistic decomposition. It helped establish a methodological 
ideal: you must show how cognition can be built from components that are simpler than 
cognition. You must not “solve” intelligence by hiding an intelligent agent inside the system, 
even if you rename it in respectable terms. 

6.1 From folk psychology to disciplined explanation 

Folk psychology is the way ordinary humans make sense of minds: beliefs, desires, intentions, 
plans, feelings, choices. This vocabulary is extraordinarily successful for everyday life. It allows 
prediction, persuasion, moral judgment, cooperation, conflict resolution, education, and self-
control. Its power is practical, not mechanical. It tells us how to deal with persons, not how 
persons are constructed. 

The twentieth century inherited a tension that still shapes the field: folk psychology feels like an 
explanation because it is so effective at summarizing behavior. But scientific explanation has 
different standards. The question in psychology and philosophy became: can we translate the 
useful summaries into a causal account of how minds work, or do we merely restate the 
phenomenon in familiar terms? 

This is where the homunculus critique gained traction. It offered a crisp way to distinguish 
summary from mechanism. Saying “he acted because he wanted to” may be a good social 
explanation, but it does not tell you what internal processes generated the action. Saying “he 
decided” compresses a complicated internal story into one word. Science, however, must 
unpack the compression. 

As psychology pursued behaviorism, then cognitive models, it repeatedly confronted a choice: 
either remain at the level of observable behavior and avoid unobservable inner states, or risk 
theorizing about internal processes and be haunted by the homunculus. The rise of cognitive 
psychology was in part a decision to take that risk, but with a new demand: internal states must 
be specified in a way that does not simply reintroduce a little person who “knows” and 
“chooses.” 

Philosophy of mind, especially in the analytic tradition, sharpened the critique. It became 
increasingly sensitive to explanations that merely moved the problem around. If the mind is 
explained by an inner observer, then the observer’s mind needs explanation. If intentional 
behavior is explained by an inner reasoner, then the reasoner’s reasoning needs explanation. 
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The homunculus became a tool for disciplining theory: a way of catching when a story has 
borrowed intelligence rather than produced it. 

6.2 “Central executive” language and how it risks reintroducing the trope 

As psychology began to model cognition in terms of information processing, it naturally reached 
for organizational metaphors. One of the most influential was the idea of a “central executive,” 
especially in theories of working memory and attention. The term sounds practical and 
mechanistic: an executive allocates resources, switches tasks, inhibits distractions, and 
coordinates subsystems. But the very usefulness of the phrase is also its danger. 

Why? Because “central executive” can become a homunculus wearing a lab coat. 

If the executive is described as the thing that “decides what to attend to,” “chooses the 
strategy,” “evaluates options,” and “controls behavior,” then we are right back to the original 
problem. We have installed a little manager inside the mind and handed it the keys. The only 
difference is that we call it “executive function” instead of “little man pulling levers.” 

There is nothing wrong with the hypothesis that control processes exist. The danger is granting 
those processes unexplained competence. If the “executive” is treated as a unitary entity that 
does whatever the theory needs at the moment, it becomes a black box with agency. It 
becomes a story-character rather than a mechanism. 

The problem becomes acute in hierarchical models. Once you posit a controller, you must ask 
who controls the controller. If the executive is truly executive, it seems to require its own meta-
executive to choose goals, resolve conflicts, or decide when to engage control. This is the 
homunculus regress reappearing under managerial vocabulary. 

The way out is not to ban executive language but to discipline it. “Central executive” must be 
unpacked into specific operations: gating, inhibition, maintenance, updating, conflict 
monitoring, value weighting, policy selection, and so on. Ideally those operations are 
implemented by multiple interacting systems rather than a single overseer. When that 
unpacking is done, the executive stops being a person-like agent and becomes a distributed 
control architecture. When it is not done, the executive is the homunculus in a suit. 

6.3 When the metaphor helps: sharpening what a real mechanism must do 

Despite its hazards, the homunculus metaphor can serve a legitimate purpose. Used carefully, it 
is a clarity tool. It makes demands visible. 

When someone draws the little operator at the console, they are often pointing to something 
real: the system must integrate information; it must select among competing inputs; it must 
stabilize a coherent course of action; it must coordinate outputs across muscles and time. The 
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metaphor bundles those requirements into an intuitive image. That bundling can be helpful as a 
checklist. 

In this disciplined sense, the homunculus functions like a “specification,” not a mechanism. It 
says: any adequate theory must account for attention, control, planning, inhibition, and the 
sense of unity. The cartoon reminds us that these functions exist and that they feel central to 
being human. If we remove the homunculus too aggressively, we risk creating theories that 
explain low-level processing while ignoring the high-level coherence of experience. 

The metaphor also helps reveal where theories are incomplete. If a model can recognize 
patterns but cannot explain how attention is allocated, the homunculus reminds us what is 
missing. If a model can store information but cannot explain how goals guide retrieval, the 
homunculus returns as the imagined librarian. The metaphor pinpoints gaps. 

Furthermore, the metaphor can help communicate technical ideas to non-specialists. People 
understand control rooms. They understand dashboards. A careful writer can use the trope as a 
pedagogical scaffold and then deliberately dismantle it, replacing each “lever” with an actual 
process. In that approach, the homunculus becomes a temporary ladder that is kicked away 
once the reader has climbed. 

So the metaphor is not purely poison. It becomes poison when it is mistaken for explanation 
rather than used as a map of explanatory obligations. 

6.4 When the metaphor harms: smuggling agency into a black box 

The harm begins when metaphors stop being scaffolding and start being furniture. In the worst 
case, the metaphor becomes a license to avoid mechanistic detail. A theory can look scientific 
because it uses computational language—“select,” “integrate,” “interpret,” “decide”—but those 
verbs may still hide a homunculus. The theory then functions like a well-illustrated fairy tale: 
plausible, coherent, and non-explanatory. 

There are several common routes by which agency is smuggled into black boxes. 

One route is the reification of labels. Researchers coin a term for a function—“attention,” 
“executive control,” “binding,” “salience,” “conscious access”—and then begin to speak as if the 
term names a thing that performs the function. But the term may only name the phenomenon. 
Saying “attention selects” is not yet explaining selection; it is naming the observed effect. 

Another route is the use of intentional vocabulary at the wrong level. If a sub-system is 
described as “wanting,” “believing,” “knowing,” or “deciding,” the vocabulary can inflate the 
subsystem into an agent. Even if the writer knows it is shorthand, readers can be misled into 
thinking an inner person has been discovered. The theory becomes an animated narrative 
rather than an account of operations. 
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A third route is the single-point-of-control fantasy. The metaphor encourages the belief that 
there must be a unitary control center that is always in charge. But the empirical reality is often 
messier: multiple systems compete; control is partial; different contexts recruit different 
mechanisms; some actions are initiated without conscious intention; reasons are sometimes 
confabulated after the fact. If a theory implicitly assumes a single executive who always knows 
what is happening and why, it is not merely incomplete; it may be systematically biased by the 
metaphor of centralized agency. 

A fourth route is the moralization of mechanism. People want a place where responsibility lives. 
That desire can influence theory formation: we want the self to be a controller because we want 
the self to be accountable. The homunculus then becomes not just an explanatory device but a 
moral anchor. When that happens, the metaphor becomes resistant to correction, because it is 
doing double duty: explaining and justifying. 

The overall effect is that the homunculus becomes a conceptual parasite. It attaches to any 
theory that uses high-level verbs without specifying processes. It thrives on vagueness. It is fed 
by our craving for a single inner author of action. And it can quietly convert an empirical 
program into a narrative program. 

The twentieth-century critique therefore left a lasting legacy: treat the homunculus as a test. 
Every time a theory says something “interprets” or “decides,” we should ask: what operations 
implement that, and do those operations themselves require an inner interpreter or decider? If 
the answer is unclear, the homunculus has not been removed. He has merely been renamed. 

This chapter sets up the next move of the paper. Once the critique is understood, the question 
becomes constructive: what does a homunculus-free account look like? How do modern models 
achieve coordination, selection, and unity without granting those powers to a hidden inner 
agent? The next sections turn to that constructive replacement—distributed processing, 
predictive inference, workspace broadcasting, control theory, and embodied loops—as the 
contemporary attempts to meet the homunculus challenge without pretending it never existed. 

 

7. Pop Culture and the Return of the Control Room 

If philosophy and psychology spent the twentieth century trying to eliminate the homunculus, 
popular culture spent the same century giving him a job, a uniform, and a shift schedule. The 
“control room in the head” returned not as a serious scientific proposal but as a visual 
shorthand for mental life. Cartoons, comics, films, and memes discovered that a tiny crew inside 
the skull is one of the fastest ways to make invisible cognition visible. One shot of levers and 
gauges communicates a whole story: perception comes in as signals, emotions flare as alarms, 
decisions are made at a panel, and action follows as the machine-body executes the order. 
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This is not a minor detour from the intellectual history; it is part of the history. Pop culture does 
cultural bookkeeping. It preserves metaphors that science abandons because those metaphors 
still serve human communication. And the homunculus metaphor serves communication 
exceptionally well. It turns the most intimate and most confusing aspect of our lives—our own 
minds—into something we can laugh at together, recognize instantly, and share in seconds. 

But the same efficiency that makes the trope useful also makes it misleading. The control room 
in the head is a perfect tool for storytelling, and a terrible tool for explanation. It is a 
pedagogical sketch that accidentally becomes a metaphysical picture. 

7.1 Satire as pedagogy: tiny workers in the head 

Satire is often a culture’s best form of teaching because it teaches without preaching. The “tiny 
workers in the head” trope is usually played for laughs: a stressed-out operator juggling 
switches, a panicked intern pulling the wrong lever, a sleepy night-shift crew letting the body 
run on autopilot. The humor lands because it maps so neatly onto lived experience. We have all 
felt internally divided: one part wants to act, another part wants to stop; one part is calm, 
another is alarmed; one part tries to focus, another drifts. The tiny workers externalize that 
division. 

In many depictions, the workers are specialized: one handles fear, another handles desire, 
another handles reason, another handles speech, another handles memory retrieval. The mind 
becomes a workplace full of subagents. That is satire, but it also functions like an intuitive 
introduction to modularity: the idea that different processes contribute different tendencies to 
behavior. 

These depictions also teach something important about cognitive limits. The workers can be 
overwhelmed. They can be distracted. They can miscommunicate. Their dashboards are noisy. 
Their levers stick. The system malfunctions. In comedic form, this conveys an honestly accurate 
idea: mental life is constrained by limited attention, imperfect information, competing drives, 
and frequent errors. 

So satire can educate. It can introduce readers to the idea that “you” are not a single smooth 
ruler but a messy coalition. It can make the abstract concept of internal conflict concrete. It can 
even hint at the idea that many mental events happen before conscious awareness catches up. 

But satire educates by exaggeration. The workers are people. They understand. They intend. 
They negotiate. They argue. They make plans. In other words, satire teaches cognitive 
complexity by replacing it with smaller cognitive complexity. It uses persons to explain 
personhood. It is the homunculus in a new outfit: not a single inner pilot, but an inner staff 
meeting. 
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7.2 Why cartoons get the intuition right and the explanation wrong 

Cartoons get the intuition right because they capture the phenomenology: mental life feels like 
management. It feels like there is a cockpit. It feels like there are signals and controls. It feels 
like an inner voice chooses. It feels like attention is directed. It feels like emotions surge like 
alarms. It feels like effort is exerted like pushing a heavy lever. These feelings are real data about 
experience. 

Cartoons also get something right about cognitive architecture: the mind does coordinate, 
regulate, and prioritize. There really are processes that amplify some signals and suppress 
others. There really are inhibitory controls that block impulses. There really are systems that 
maintain goals and update them. There really are monitors that detect conflict, error, or 
surprise. The brain does something that resembles control, even if it does not do it from a literal 
control room. 

Where cartoons go wrong is the causal story. They portray control as something performed by a 
little person-like agent, or a committee of such agents, who already possess the capacities in 
question. The cartoon explains selection by showing a selector. It explains evaluation by 
showing an evaluator. It explains meaning by showing someone who “gets it.” That is not 
mechanism; it is dramatization. 

This mismatch creates a strange situation: cartoons can be experientially truthful while being 
scientifically false. They are faithful to how cognition feels, not to how cognition is constructed. 
And because humans often mistake phenomenological truth for causal truth, the cartoon can 
freeze into a folk ontology: people begin to picture an inner stage as if it were literally present. 

This helps explain why the homunculus returns so easily. Even when science insists the self is a 
pattern rather than a pilot, lived experience still feels piloted. Pop culture chooses the felt 
reality because it communicates instantly and resonates emotionally. Science chooses the 
mechanistic reality because it must, even when it is counterintuitive. 

7.3 Cultural persistence: why the lever-puller returns every generation 

The lever-puller returns because the metaphor satisfies multiple cultural needs at once. 

It satisfies the need for a story about responsibility. People want a locus of control. Even if they 
accept that the brain is distributed, they still want to know who “they” are. The inner operator 
provides a narrative anchor: there is someone who could have done otherwise. There is 
someone to blame, forgive, improve, or redeem. 

It satisfies the need for a story about self-improvement. Many cultures are built on the promise 
that discipline can shape the self. A control room implies that training changes the operator’s 
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skill at using the controls. This makes moral and psychological growth feel like learning to drive 
the machine better. 

It satisfies the need to visualize invisible causation. Minds are not directly observable. But 
pictures are shareable. A control room is an intuitive diagram for invisible processes. It lets 
people talk about stress, distraction, impulse, and focus as if they were tangible objects. 

It satisfies the need for comedy. Internal struggle is funny because it is relatable and because it 
often involves mismatch: we know what we should do, and we do something else. The 
“operators” trope makes that mismatch visible as slapstick. 

It also persists because it adapts to the technology of each era. When machinery dominated, 
the mind was gears and valves. When radios and telephones dominated, the mind was signals 
and channels. When computers dominated, the mind was software and interfaces. When social 
media dominates, the mind becomes a feed and an algorithm. The homunculus keeps returning 
because it can always be redrawn using the latest control metaphors. 

Finally, it persists because it is cognitively economical. A single image can compress an entire 
explanation. Even if it is wrong, it is efficient. Cultures select for efficient metaphors because 
they spread. 

7.4 The meme-logic of mind: simple pictures for complex systems 

Memes are not primarily about truth; they are about transmissibility. A meme survives if it is 
easy to understand, emotionally resonant, and adaptable. The homunculus control-room trope 
is a near-perfect meme because it meets all three conditions. 

It is easy to understand because it mirrors everyday experiences of control systems: cars, 
devices, dashboards. It is emotionally resonant because it matches the felt drama of being 
human: wanting, fearing, struggling, choosing. It is adaptable because it can be updated 
endlessly: the operator can be anxious, lazy, angry, romantic; the control room can be a 
spaceship, a call center, a server farm; the levers can be labeled with whatever emotion or 
cognitive process is trending in public discourse. 

But meme-logic has a cost. Simple pictures can dominate public understanding. They can 
harden into a folk-scientific worldview that resists more accurate explanations. Once people 
have internalized the control room, they may interpret neuroscience as confirmation rather 
than correction. When they hear “the brain has executive control,” they picture the executive at 
the desk. When they hear “attention selects,” they picture the selector pulling a lever. The 
meme colonizes scientific language. 

There is also a subtler cost: memes shape introspection. If you repeatedly consume the control-
room image, you may begin to experience yourself through it. You may look for a single inner 
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chooser, a single inner watcher, a single inner “me” who must be doing the work. You may 
become frustrated when you cannot find that chooser clearly, or when the chooser seems 
weak. The meme can turn natural cognitive limitations into personal failure: “Why can’t the 
operator just do his job?” 

A more accurate relationship to the meme is to treat it as a user interface for talking about 
mind, not as a blueprint of mind. It is a communicative tool, not an anatomical claim. It captures 
the lived sense of control and conflict while hiding the true complexity beneath. 

This chapter therefore serves as a bridge in the paper. Pop culture keeps the homunculus alive 
because it is useful. But usefulness is not the same as truth. The next chapters move from the 
meme-friendly picture back to mechanistic replacements: models of distributed processing, 
predictive inference, global availability, and control loops that can reproduce the feeling of an 
inner control room without positing an actual inner operator. In other words, we turn from the 
cartoon to the construction: how a brain can generate a cockpit-like experience with no pilot 
inside. 

 

8. Replacements for the Inner Pilot: What Modern Theories Put in Its Place 

Once the homunculus has been identified as a regress trap, the project becomes constructive. 
We still need to explain the very things the homunculus was hired to explain: unified 
experience, selective attention, coherent action, flexible control, learning, and the sense of 
agency. We do not get to solve the problem by declaring the self an illusion and walking away. 
People do coordinate. They do select. They do plan. They do inhibit impulses. They do maintain 
goals across time. The question is not whether these functions exist. The question is how they 
can be implemented without installing a tiny operator who already knows what to do. 

Modern cognitive science, neuroscience, and allied fields have proposed a family of 
replacements. These replacements differ in details, and they are debated. But they share a 
common move: replace “someone in charge” with organized interaction among subsystems. 
Unity becomes coordination. Decision becomes competition and settling. Attention becomes 
gain control. Meaning becomes learned prediction and error reduction. Agency becomes 
control loops that maintain goals in the face of disturbance. 

Each replacement can be read as an attempt to keep what the homunculus promised while 
refusing what the homunculus smuggled in. The aim is not to ban central functions, but to 
explain them as emergent products of mechanisms, not as the gifts of an inner person. 
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8.1 Distributed processing: many simple parts, no central operator 

A distributed view begins with an unromantic observation: nervous systems are large, parallel, 
and specialized. Different circuits process different features. Vision is not one thing; it is multiple 
pathways. Action is not one thing; it is layered control. Memory is not one thing; it is multiple 
systems. If you look at the brain as a whole, it resembles an ecosystem more than a cockpit: 
many interacting processes, each with partial competence, none of which is the full self. 

In distributed processing, what looks like “a decision” is often the outcome of competition and 
constraint. Different tendencies push toward different actions. Some are driven by immediate 
reward, some by habit, some by long-term goals, some by social context, some by fear. The 
system settles, not because a CEO chose, but because the network dynamics converge on a 
stable output under current conditions. 

This view naturally explains why humans can feel divided. If different subsystems contribute 
different pushes, then inner conflict is not a mystery. It is expected. It also explains why we 
sometimes act before we can articulate a reason. The system can settle into action using fast 
pathways before slower pathways generate narrative justification. 

Distributed processing also reframes unity. Unity is not the work of a single unifier. It is a 
property of coordination: multiple subsystems exchanging information, synchronizing in time, 
and forming mutually consistent interpretations that guide behavior. The “single stream” we 
experience can be produced when many processes align, not when one process rules. 

What the distributed picture removes is the occupancy story. There is no inner place where 
“you” sit. There are processes, some of which generate self-models and coherent narratives. 
The self becomes an emergent pattern: stable enough to be real, but not localized as a tiny 
person. 

The challenge for distributed views is to explain why experience feels so singular and why 
certain information becomes globally available while other information remains local. That is 
where the next replacements enter. 

8.2 Predictive processing: perception as controlled inference 

Predictive processing begins from a different angle: perception is not a passive receipt of 
signals; it is an active construction constrained by incoming data. The brain is treated as a 
system that constantly generates predictions about what is out there and then updates those 
predictions when they are wrong. Perception, on this view, is the brain’s best current guess 
about the causes of its sensory inputs. 

This immediately changes the role the homunculus used to play. If perception is inference, there 
is no need for a little inner viewer who “interprets” the raw feed. Interpretation becomes the 
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system’s continuous process of matching predictions to sensory evidence and minimizing 
mismatch. 

In this framing, attention is not a little person deciding what to notice. Attention is often 
modeled as changing the weighting of information: which signals are treated as reliable, which 
are treated as noisy, which prediction errors matter most right now. In other words, attention is 
gain control over error signals. A system can do this without a homunculus by dynamically 
allocating precision: it amplifies certain discrepancies and downweights others based on context 
and learning. 

Agency also takes a new form. Action is not merely output; it is a way to control input. By 
moving the body, the system can make the world conform to its predictions. In that sense, 
action and perception are two sides of the same strategy: reduce mismatch between expected 
and actual sensory states. The “feeling of controlling” can arise because the system is engaged 
in continuous regulation of its sensory trajectory. 

Predictive processing is attractive in this paper’s context because it replaces inner interpretation 
with an operational story: models generate predictions, errors update models, and attention 
modulates which errors matter. It offers a way to explain meaning, expectation, and surprise 
without introducing a little inner knower. 

Its challenge is that it can become too abstract. If “prediction” and “inference” are treated as 
magical words rather than as implementable algorithms, a new homunculus can creep back in, 
disguised as “the inference engine.” Predictive models therefore succeed only when they 
remain tied to concrete mechanisms of learning, updating, and signal weighting. 

8.3 Global workspace models: broadcasting without a tiny CEO 

Global workspace approaches address a specific gap that distributed processing leaves open: if 
many processes operate locally, why does conscious experience feel globally available? Why can 
a thought be reportable, usable for planning, and shareable across multiple systems? 

A global workspace model answers by proposing that some information becomes widely 
broadcast across the system. Most processing remains local and specialized, but a subset of 
information enters a workspace that makes it available to many different subsystems at once. 
Conscious access, in this view, is less like an inner theater and more like a public announcement 
system. 

This is a direct replacement for the “central operator” without becoming another operator. The 
workspace is not a person. It is a functional architecture: a way of distributing select information 
system-wide so that it can guide speech, memory, evaluation, and action together. 
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The selection problem then becomes central: what gets broadcast and what does not? A 
homunculus would simply decide. Global workspace models aim to explain selection through 
competition among representations, salience signals, and relevance to current goals. The 
winner is broadcast not because a CEO picks it, but because network dynamics amplify certain 
signals until they dominate. 

This architecture helps explain why we can do many things unconsciously. Most processing 
never reaches the workspace. It can still guide behavior, but it is not globally reportable. It also 
helps explain why conscious attention feels like a spotlight: the workspace has limited capacity, 
and only a subset of contents can be sustained and broadcast. 

The danger here is obvious: “workspace” can become the new theater, and “broadcast” can 
become the new magic. The model removes the tiny CEO only if it specifies how broadcasting is 
implemented and how selection arises from competitive dynamics rather than from an inner 
chooser. When those details are supplied, the model provides a plausible route to global 
availability without an inner spectator. 

8.4 Control theory and cybernetics: regulation without a homunculus 

Control theory and cybernetics offer a particularly sharp antidote to the homunculus because 
they treat purposive behavior as a property of feedback systems, not as proof of a hidden agent. 

In a control system, you specify a target state and you measure the difference between the 
target and the current state. The system acts to reduce that difference. It can do this adaptively 
and robustly in the face of disturbances. From the outside, such behavior looks goal-directed. 
Yet no inner person is required. The “purpose” is embodied in the structure of the loop: target, 
error, correction. 

This perspective reframes many mental functions. “Trying” becomes sustained error reduction 
under constraints. “Self-control” becomes the ability to maintain a target state (a plan, a 
standard, a goal) against competing disturbances (impulses, distractions, temptations). 
“Emotion” can be treated as a set of control signals about the state of the organism: whether 
progress toward goals is threatened or secured, whether resources are depleted or available. 

Control theory also provides a natural way to understand layered control. Simple loops regulate 
posture and balance. Higher loops regulate sequences of actions. Higher still regulate long-term 
goals and social commitments. The higher loops do not “pull levers” directly; they set 
parameters, constraints, and reference signals for lower loops. This produces the feeling of a 
hierarchy without requiring a homunculus at the top. 

Cybernetics, in its broader form, also emphasizes feedback between organism and environment. 
The system is not just regulating itself internally; it is regulating its relationship with the world. 



33 
 

That matters for agency: agency can be understood as the ability to maintain desired 
trajectories in the face of external perturbations, not as the presence of an inner commander. 

This approach is powerful because it captures “purpose” without importing a purpose-maker. It 
turns the homunculus’s job into a formal structure. But it also has limitations: it can describe 
regulation without fully capturing subjective experience. It is excellent at replacing the pilot as 
controller; it is less complete as an account of why control feels like a self. That is where 
embodied and self-model approaches enter. 

8.5 Embodied cognition: moving agency out of the head and into loops 

Embodied cognition pushes against the deepest assumption of the control-room trope: that the 
mind is something located inside the skull, operating the body from within. Instead, embodied 
approaches treat cognition as arising from the continuous loop between brain, body, and 
environment. 

On this view, intelligence is not just computation in the head. It is also the way the body 
simplifies problems. A hand’s structure, a body’s dynamics, and the regularities of the 
environment can offload cognitive work. Perception is shaped by action. Action is guided by 
perception. Cognition is the closed loop that spans both. 

This matters for removing the homunculus because it dismantles the image of a spectator 
inside. If perception is shaped by bodily exploration, and if understanding is inseparable from 
sensorimotor engagement, then “the mind” is not well pictured as someone watching an 
internal screen. The world is not primarily a feed; it is an arena you move through. The “self” is 
not a pilot in a cockpit; it is a living control loop maintaining coherence across time. 

Embodied views also help explain why the sense of agency is so tied to motor control. We feel 
like agents because we can predict the sensory consequences of our actions and because our 
actions reliably change our inputs. Agency emerges from successful closed-loop control, not 
from an inner declaration of “I did that.” 

Additionally, embodied cognition reduces the need for a central coordinator by distributing 
intelligence into interaction patterns. Many decisions can be enacted by changing posture, 
shifting gaze, moving closer, manipulating objects, and using the environment as a memory aid. 
Cognition becomes less like internal command and more like skilled engagement. 

The risk here is romanticism: it can become tempting to say “the body knows” without 
specifying mechanisms. Embodied approaches succeed when they remain precise about loops, 
constraints, and sensorimotor contingencies, not when they merely replace inner magic with 
outer poetry. 
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Taken together, these replacements form a broad answer to the homunculus. The inner pilot is 
replaced by distributed competition and coordination, predictive inference and precision 
weighting, global broadcasting architectures, feedback control loops, and brain-body-
environment coupling. None of these frameworks fully solves the mystery of mind on its own. 
But each represents a disciplined refusal to cheat. Each tries to do what the homunculus 
promised—unity, control, meaning—using mechanisms that can, in principle, be decomposed, 
tested, and refined. 

In the next section, we turn these ideas into a practical reader’s framework: a set of tests for 
recognizing when an explanation has truly removed the homunculus, and when it has merely 
renamed him. 

 

9. A Reader’s Toolkit: Spotting Homunculi in New Clothes 

The homunculus problem is not confined to cartoons. It reappears whenever explanations lean 
on agent-like verbs without showing how the job is done. Because mind science sits near the 
boundary between lived experience and mechanism, it is unusually prone to this. Researchers 
and writers need shorthand. Readers need narrative. The risk is that shorthand hardens into 
belief and narrative is mistaken for causation. 

This section offers a practical toolkit: five tests that ordinary readers can apply to any claim 
about brains, minds, consciousness, or AI. The goal is not to be cynical. The goal is to maintain 
explanatory hygiene. Each test is designed to catch the same underlying move: importing 
intelligence, interpretation, or choice as a primitive, instead of deriving it from specified 
operations. 

Used together, these tests help you tell the difference between a model that genuinely replaces 
the inner pilot and a model that quietly reinstalls the pilot under a new title. 

9.1 The “who is doing the interpreting?” test 

Whenever you hear a claim like “the brain interprets the signal,” “the system understands the 
input,” “the module recognizes the pattern,” or “the network decides,” pause and ask: who is 
doing the interpreting? 

This is not a trick question. It is a demand for clarity about agency. Interpretation is not a simple 
physical event like a valve opening. It is a complex relation between input, internal state, and 
output. If the explanation treats interpretation as something that simply happens because a 
part is labeled “interpreter,” then the homunculus has entered. 
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A good answer to this test does not point to a person-like entity. It points to a process: an 
algorithm, a transformation, a set of computations, a learned mapping, a competitive dynamic, 
an inference update, a feedback loop. It replaces “someone understood” with “these operations 
produced this mapping under these constraints.” 

You can also push the test one step further: what does “interpret” mean here? Does it mean 
assigning labels? Does it mean predicting causes? Does it mean compressing data? Does it 
mean selecting an action? Writers often use “interpret” as a fog word. The fog is where the 
homunculus hides. 

If the explanation cannot cash out “interpretation” into operations that could in principle be 
implemented by a non-person system, then it is not yet an explanation. It is a dressed-up 
restatement. 

9.2 The “where is the mechanism?” test 

This test is blunt: where is the mechanism? 

Many accounts of mind and AI are all function and no construction. They tell you what the 
system accomplishes, but not how it is built to accomplish it. They describe capacities as if 
naming them were enough. They rely on diagrams with arrows but no operational detail. 

A mechanism is not a metaphor. A mechanism is a chain of operations that turns inputs into 
outputs. It can be described at different levels, but it must have at least one level where the 
steps are concrete: representations, transformations, update rules, constraints, timing, and 
pathways. 

If an explanation says, “The central executive chooses what matters,” your mechanism question 
is: by what rules? using what signals? with what resource limits? what triggers engagement? 
how is conflict resolved? what is the learned component? what is hardwired? what is the 
measurable signature? 

If the response is vague—“it just does” or “the brain is amazing”—then the mechanism is 
missing. The homunculus is performing the work in the shadows. 

This test is especially useful for popular science writing and for claims about consciousness. 
Consciousness is hard, so writers often substitute poetic phrases for mechanism: “integrates 
information,” “creates a unified self,” “binds features into experience.” Those phrases might be 
pointing at real phenomena, but the question remains: what operations implement the 
integration or binding? If none are specified, the “unifier” has become a mystical agent. 
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9.3 The “can it be decomposed?” test 

A genuine explanation should decompose the phenomenon into parts that are simpler than the 
phenomenon itself. If the parts are just as mysterious, you are not decomposing; you are 
relocating. 

Ask: can the proposed process be broken down into smaller processes that do not require the 
same kind of intelligence? 

If the system “chooses,” can that be decomposed into competition among options, value 
weighting, inhibition, and thresholding? If it “understands language,” can that be decomposed 
into pattern prediction, semantic association, pragmatic inference, and contextual memory 
retrieval? If it “knows what matters,” can that be decomposed into salience detection, goal 
maintenance, and precision weighting? 

The decomposition test catches a common rhetorical move: the substitution of one big 
unexplained box for another. You are offered a “consciousness module” that explains 
consciousness, or an “executive module” that explains executive control. These are not 
decompositions. They are rebrandings. 

Decomposition also includes constraints. A plausible decomposition respects resource limits: 
time, bandwidth, noise, learning capacity. If the box seems able to do anything, it is probably a 
homunculus. Real mechanisms have tradeoffs. They fail in predictable ways. 

If a theory cannot be decomposed, or if every attempt at decomposition smuggles in more 
“little agents,” then the theory has not moved past the homunculus. It has multiplied him. 

9.4 The “does it recurse?” test 

This is the regress test in reader-friendly form: does the explanation recurse? 

Look for any step that implicitly requires another step of the same type. Typical red flags 
include: 

A “monitor” that must be monitored. 
A “selector” that must select what to select. 
An “attention controller” that must attend to what matters. 
An “interpreter” that must interpret the interpretation. 
A “planner” that must plan how to plan. 

If you can ask “and how does that part do its job?” and the answer is “because it’s that kind of 
part,” then you have recursion without reduction. That is the homunculus pattern. 
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Sometimes recursion is legitimate because systems can include meta-level loops. The key is 
whether the recursion bottoms out in non-agentic operations. A system can monitor itself using 
error signals and feedback without requiring a person-like observer. But if the meta-level is 
described with the same person-level verbs and the same unexplained competence, you are 
back in regress territory. 

A good explanation has a stopping condition. It reaches operations that are mechanical enough 
that asking “who does that?” no longer makes sense. You can still ask “how is that 
implemented?” but the question becomes engineering, not anthropology. 

9.5 The “what would break first?” test 

This is the most practical test of all. Real mechanisms break in characteristic ways. Stories break 
only when the storyteller gets bored. 

Ask: if this mechanism is real, what would break first under stress, injury, noise, or overload? 

If the claim is “there is a central executive that controls attention,” then you should expect 
identifiable failure modes: lapses under multitasking, delays under conflict, specific impairment 
patterns under certain lesions or developmental conditions, sensitivity to fatigue, brittleness 
under novel tasks. If the claim is “perception is predictive inference,” you should expect 
predictable illusions, systematic errors under ambiguous inputs, and characteristic correction 
behaviors when the world violates expectations. 

A theory that cannot tell you its failure modes is often a narrative masquerading as mechanism. 
The homunculus is perfect at his job, except when the plot requires him to fail. Real systems are 
imperfect in repeatable ways. 

This test is also helpful because it forces specificity. It asks the explainer to commit to 
consequences. If the model has no consequences, it has no teeth. And without teeth, it cannot 
bite the homunculus. 

Taken together, these five tests form a reader’s discipline. They are not meant to turn everyone 
into a philosopher. They are meant to protect you from the easiest mistake in mind talk: 
mistaking a name for a mechanism, a metaphor for a causal story, or an inner agent for an 
explanation. 

The next chapters step back from critique and ask why the homunculus persists even when we 
know better. That persistence is not only cultural; it is also existential. The trope returns because 
it serves human needs—unity, responsibility, meaning—and any theory that replaces it must 
account for those needs, not merely refute them. 
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10. Why the Trope Persists: A Metaphor with Real Cognitive Function 

It is tempting to treat the homunculus as a childish superstition that modern science has 
outgrown. But the trope keeps returning, even among educated people who explicitly know the 
regress argument. That persistence is a clue. It suggests the trope is not merely an error but a 
cognitive instrument: a mental compression scheme that performs useful work for human 
beings living in time, making choices, holding each other accountable, and trying to form 
coherent stories about their lives. 

In other words, the homunculus persists because it does something for us. It organizes 
experience into a form that is speakable, manageable, and socially legible. It is a metaphor with 
a real cognitive function. It is not true as a mechanism, but it is effective as a model of the self 
at the level where humans must act. 

This chapter explains the persistence without endorsing the literal picture. The core idea is that 
the trope survives because it aligns with four necessities of human cognition and culture: 
compression, agency accounting, unity, and pedagogy. 

10.1 Compression: the mind’s need for an internal narrator 

Human minds are not built to perceive their own machinery. They are built to act. Action 
requires fast summaries. If you had to experience every micro-process that contributes to a 
choice, you would be paralyzed by detail. So the mind compresses. It produces a simplified, 
high-level story about what is happening: “I saw,” “I wanted,” “I decided,” “I did.” 

This compression often takes the form of an internal narrator. The narrator is not a separate 
entity. It is a function: the generation of a coherent account that links perception, intention, and 
action into an intelligible sequence. The narrator creates continuity. It tells you that the person 
who woke up this morning and the person who is reading now are the same person. It tells you 
that your actions belong to you. It makes your life legible to yourself. 

The homunculus metaphor matches the narrator’s output. If the narrator tells a story with a 
single protagonist, the mind naturally imagines a single protagonist. The control room is a visual 
form of narrative compression: a way to depict, in one frame, the idea that “there is a center 
where things come together.” 

This is why introspection is not a reliable guide to mechanism. Introspection shows you the 
narrator’s finished product, not the assembly line. When people say “it feels like there’s a little 
me inside,” they are reporting the form of the compression, not the structure of the system. 

Compression also has an emotional role. A coherent narrative reduces anxiety. It is stabilizing to 
feel that there is a “me” who persists and steers. The alternative—a self as a shifting coalition of 
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processes—may be more accurate mechanistically, but it can be psychologically destabilizing. 
The homunculus offers stability by turning distributed control into a single story. 

So the trope persists because it is a picture of the mind’s summarizing interface. It is a user-
friendly dashboard for a system that cannot afford to show itself in full detail. 

10.2 Agency intuitions: responsibility, decision, and moral accounting 

Humans are social animals who live by norms. We reward, punish, forgive, demand 
explanations, and promise to do better. This entire moral ecosystem presupposes agency: 
someone acted, someone could have acted otherwise, someone is accountable. 

The homunculus metaphor supports this ecosystem by providing an internal locus of 
responsibility. If there is a “pilot,” then the pilot is the one who is accountable. Even when 
people reject the literal picture, they often keep the functional need: a stable self that can be 
held responsible across time. 

This matters because moral accounting is not merely an abstract philosophical issue. It is a daily 
practice. If you hurt someone, you need a way to say, “I’m sorry; I did that.” If you make a 
promise, you need a way to say, “I will keep it.” If you are tempted, you need a way to say, “I will 
resist.” These are not mere stories; they are commitments that shape behavior and 
relationships. 

The homunculus trope aligns perfectly with these needs. It depicts the self as an inner agent 
who can be strengthened, disciplined, and trained. It makes self-control feel like the operator 
tightening his grip on the levers. It makes failure feel like the operator being distracted, weak, or 
overwhelmed. 

Even modern scientific accounts of self-control sometimes drift back toward this imagery 
because the moral life demands it. People want to know how to become better, not merely how 
their systems behave. The trope offers a handle: it frames improvement as improving the 
operator. 

A more mechanistic account can still support moral practice, but it must translate responsibility 
into system-level terms: building habits, changing environments, training attention, adjusting 
reward structures, strengthening inhibitory pathways, practicing skills. Yet even these 
interventions often feel like “me” doing something to “myself.” The homunculus is the felt 
bridge between moral intention and behavioral change. 

So the trope persists because it is culturally necessary. It supplies a story-structure that makes 
responsibility intelligible. In that sense it functions like an internal legal fiction: not literally true, 
but socially indispensable unless replaced by something equally workable. 
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10.3 The felt unity of consciousness versus the modularity of brains 

Another reason the trope persists is the mismatch between how experience feels and how 
brains seem to be organized. Experience feels unified. Brains appear modular, distributed, and 
parallel. This mismatch creates a gap that begs to be filled. 

The homunculus fills it by positing a single observer. It says: of course experience is unified; 
someone is looking at the unified display. It says: of course the body is coordinated; someone is 
coordinating it. This is the simplest imaginable reconciliation. 

But modern science offers a different reconciliation: unity is a dynamic achievement, not a built-
in spectator. Coherence emerges when multiple processes synchronize, share information, and 
converge on a stable interpretation that guides action. The unity is real, but it is produced rather 
than presupposed. 

The problem is that produced unity still feels like given unity. When the system achieves 
coordination, the subjective result is a single field of awareness. You do not feel the negotiations 
that made it possible. You feel the outcome. And the mind, again, compresses: it treats the 
coordinated state as evidence of a coordinator. 

This is similar to how societies work. A society can act coherently without a single person 
controlling every detail, yet people often look for “who is in charge.” They prefer a face for the 
process. The homunculus is the face we give to neural coordination. 

So the trope persists because it matches the surface phenomenology of coherence. Even when 
we understand, intellectually, that coherence can be emergent, our lived experience does not 
present itself that way. It presents itself as a single arena with a single subject. The homunculus 
is the simplest picture that honors that lived fact. 

10.4 The pedagogical role of “bad” models in scientific progress 

Finally, the trope persists because “bad” models often play a valuable role in learning. A bad 
model is not necessarily useless. It can be a stepping stone that captures some truth while 
misrepresenting the mechanism. It can be a scaffold that helps people orient before they can 
understand the real structure. 

The homunculus is pedagogically useful because it expresses a real requirement: systems must 
coordinate, select, and control. The cartoon control room is a way of saying “there is control and 
selection.” That is not false. What is false is the attribution of those functions to a little person. 

In scientific development, such scaffolds are common. People begin with a metaphor that 
captures a phenomenon. Then they refine it into a mechanistic model. In early stages, 
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metaphors are necessary because the mechanisms are unknown. The danger is that scaffolds 
can become idols: people keep them long after they have served their purpose. 

But if used consciously, the homunculus can help. It can serve as a teaching device: “Here is the 
naive picture. Here is why it fails. Here is what we must replace. Here is the mechanistic 
alternative.” In that way, the trope becomes a controlled exposure to a mistake, which 
strengthens the student’s ability to detect the mistake elsewhere. 

This is also why the trope survives in public discourse. Most people do not need a detailed 
mechanistic model of cognition to live. They need a practical model that helps them talk about 
attention, choice, temptation, and responsibility. The homunculus is a crude but serviceable 
practical model. Scientific pedagogy must therefore do more than debunk it. It must offer 
replacements that are equally usable as explanatory tools, even if they are more complex. 

So the persistence of the trope is not merely a failure of education. It is a reflection of how 
humans learn and how humans live. The homunculus is a compression device, a moral 
accounting tool, a phenomenological echo, and a pedagogical scaffold. 

The next section synthesizes these insights into a balanced conclusion: we can reject the 
homunculus as mechanism while appreciating why it is psychologically and culturally sticky. The 
final task is to show how to speak about mind with rigor while still honoring the lived realities—
unity, agency, and meaning—that the trope was trying to protect. 

 

11. Synthesis: From Levers to Layers 

By now the central pattern should be clear. The “little operator” is not a random superstition. It 
is a natural human response to a real requirement: minds must coordinate vast complexity and 
still behave as if they are one. The control-room image captures that requirement in a way the 
nervous system does not literally satisfy. It is a felt description masquerading as a causal 
blueprint. 

Synthesis means holding both truths at once. The trope is wrong as a mechanism and right as a 
symptom. It shows what must be explained: how a system can integrate perception, memory, 
evaluation, and action into coherent, goal-directed behavior and a unified point of view. 
Modern theories do not succeed by mocking the trope. They succeed by rebuilding its promised 
functions using layered processes: distributed networks, inference updates, broadcast 
architectures, feedback loops, and embodied interaction. 

“From levers to layers” names that transition. We replace the image of a single hand pulling a 
lever with the reality of layered control: many interacting processes, nested timescales, and 
emergent coherence. We keep what the lever promised. We reject the hidden hand. 
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11.1 What we keep: coordination, integration, and control 

The homunculus metaphor survives because it points at real functions. Any honest synthesis 
must preserve them. 

We keep coordination. A nervous system must coordinate across muscles, senses, and time. It 
must bind together posture, gaze, speech, and movement. It must keep long-term goals from 
dissolving into momentary impulses. Coordination is not a philosophical illusion; it is the 
practical necessity of being an organism. 

We keep integration. The world does not arrive as neatly separated channels. Vision, hearing, 
proprioception, memory, and emotion must be combined into action-guiding states. The mind’s 
“aboutness” depends on integrating many signals into a coherent situation model. Even if the 
brain is distributed, it must achieve integrated behavior. 

We keep control. Humans do not only react. They regulate. They adjust. They inhibit. They 
persist. They correct errors. They pursue. Control is not proof of a little pilot; it is the observable 
signature of feedback systems and learned policies. The “feel” of agency corresponds to the 
system’s capacity to steer its state trajectory through the world. 

We also keep the experienced unity. A mechanistic account does not have to deny the unity of 
experience; it must explain how unity can be achieved as a dynamic product. Unity can be 
emergent without being fake. 

So the synthesis is not anti-self. It is anti-cheat. It is pro-function, pro-mechanism, and pro-
clarity about what level of description is in play. 

11.2 What we reject: hidden agents and magical interpreters 

What we reject is the specific explanatory move that the homunculus represents: solving a hard 
problem by inserting a smaller version of the hard problem inside the system. 

We reject hidden agents. If a theory says a subsystem “wants,” “knows,” “chooses,” or 
“understands” in the same rich sense that a person does, it is likely treating a label as a cause. 
The agent has been smuggled in. The regress begins. 

We reject magical interpreters. “Interpretation” can be a legitimate functional description, but it 
becomes magical when it is treated as an irreducible act performed by an internal witness. Real 
systems can map signals to actions and can update internal models based on prediction error, 
but the words “interpret” and “understand” must be cashed out in operations. Otherwise they 
are charms, not explanations. 

We reject the inner theater that implies an inner spectator. The brain can have global 
availability, broadcasting, and recurrent integration without requiring a place where “the movie 
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is watched.” The theater is a metaphor. The danger is treating it as an anatomical location where 
consciousness happens. 

We also reject the implied moral metaphysics of the cockpit: the idea that there is a single inner 
controller who is always the true author. Human behavior is often produced by competition 
among systems, habits, and contexts. Responsibility remains meaningful at the person level, but 
it does not require a literal captain in the skull. 

Rejecting these moves does not impoverish the picture. It purifies it. It forces theories to be 
built rather than narrated. 

11.3 A disciplined way to use the metaphor without believing it 

Because the trope is so useful for communication, the real question is not “Can we ban it?” We 
cannot. The question is whether we can use it with discipline: as a teaching scaffold and 
practical shorthand, not as an ontological claim. 

A disciplined use has three rules. 

First, treat it explicitly as a user interface. The control room is a way to talk about functions: 
attention allocation, goal maintenance, conflict monitoring, inhibition, and action selection. Use 
it to point to those functions, then immediately translate it into mechanism: gain control, 
competitive dynamics, feedback loops, hierarchical control, and learned policies. 

Second, never let the metaphor do causal work. The metaphor can name what needs to 
happen, but it cannot be the reason it happens. “The executive decided” is not a cause. If you 
must say it for readability, pair it with a mechanistic gloss: “meaning the system increased the 
weighting of one stream, inhibited others, and stabilized an action policy.” The metaphor 
becomes a summary, not an engine. 

Third, anchor it in failure modes. Real mechanisms fail in characteristic ways. If you speak in 
control-room language, tie it to predictable breakdowns: overload, divided attention, impulsivity 
under stress, diminished working memory under fatigue, slower inhibition under conflict. This 
keeps the metaphor honest. It prevents the executive from becoming omnipotent. 

With these rules, the metaphor can remain a useful bridge between lived experience and 
mechanistic theory. You can say “it feels like there’s a pilot” while also saying “the pilot is a 
feeling produced by layered control.” The metaphor becomes a phenomenological report, not a 
metaphysical commitment. 

11.4 Implications for AI explanations: avoiding “ghosts in the machine” talk 

The homunculus problem has returned with force in the age of AI because AI systems produce 
outputs that look agentic: they answer questions, write plans, argue, apologize, explain, and 
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sometimes appear to have intentions. This invites “ghost in the machine” talk. People begin to 
speak as if there is a little mind inside the model that understands and chooses in the human 
sense. 

The same discipline applies. 

In AI, the “who is doing the interpreting?” question becomes: what computations produced this 
output? What training shaped these tendencies? What prompts and context influenced 
selection? What decoding policy chose these tokens? What system-level constraints (safety 
filters, tool use, memory, retrieval) guided behavior? If you cannot answer these, then 
attributing “understanding” is likely a narrative move, not an explanatory one. 

AI explanations also risk importing a “central executive” where none exists. People talk about 
the model “deciding” to do something, as if there is a stable inner planner. But many AI 
behaviors are best understood as emergent from learned patterns and immediate context, plus 
decoding dynamics. The model can appear purposeful without having a tiny purpose-maker. 

At the same time, the synthesis warns against overcorrection. Denying agency language entirely 
can also mislead. AI systems do implement control policies (in a broad sense), optimization 
objectives, and selection mechanisms. They can maintain goals across a short horizon. They can 
weigh constraints. The right move is the same as in human cognition: keep the functional truths, 
reject the ghostly occupant. 

A disciplined way to talk about AI, then, mirrors the disciplined way to talk about mind. Use 
agency language as shorthand only when it is paired with implementation language. Say “it 
chose” only if you can say what selection procedure and constraints produced the choice. Say 
“it understood” only if you can specify what generalization behavior, internal representation, or 
predictive success you mean, and what evidence supports that claim. 

This matters socially as well. Ghost talk inflates fear and inflates trust at the same time. If people 
believe there is a mind inside, they may grant it authority it does not deserve or fear it in ways 
that distract from real risks. Homunculus discipline keeps us calibrated: curious about capability, 
honest about mechanism, cautious about anthropomorphic projections. 

In the end, “from levers to layers” is not a slogan about reducing humans to machines. It is a 
demand for explanatory integrity across domains. Whether we are explaining brains or AI, the 
rule is the same: do not solve intelligence by hiding a smaller intelligence inside. Keep the 
functions. Build the mechanism. Use metaphors with humility, and never let them become the 
explanation. 
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12. Conclusion: The Homunculus as a Mirror of Our Explanatory Limits 

The homunculus is easy to mock because it is visually absurd. A tiny person inside a person 
sounds like a children’s story. But that mockery misses what the trope really is. It is a mirror. It 
reflects the shape of our explanatory limits. Whenever we reach a place where mechanism is 
missing—where we cannot yet say how a system achieves interpretation, unity, control, or 
meaning—we are tempted to insert a familiar agent and let the agent do the work. 

That temptation is not confined to outdated philosophy. It is the default move of human 
understanding under pressure. We explain the unknown by nesting the known. We explain 
complex organization by positing a smaller organizer. We explain purposive behavior by 
imagining a purpose-maker. When science advances, the homunculus shrinks back. When 
science stalls or when communication demands speed, the homunculus returns. 

So the last word of this paper is not merely “the homunculus is wrong.” The last word is that the 
homunculus teaches us how to think responsibly at the edge of what we can explain. 

12.1 The enduring lesson: minds need mechanisms, not miniature minds 

The enduring lesson is simple and strict: minds need mechanisms, not miniature minds. 

A theory of mind must bottom out in operations that do not already contain the capacities 
being explained. It must turn “understanding” into learning and generalization procedures. It 
must turn “attention” into gain control and selection dynamics. It must turn “decision” into 
competition, constraints, and settling. It must turn “agency” into feedback regulation, 
hierarchical control, and goal maintenance under disturbance. It must turn “unity” into 
coordination and global availability produced by network organization. 

The homunculus fails because it does none of that. It keeps the mystery intact. It gives the 
mystery a face and a chair, and it calls that an explanation. The regress argument makes this 
failure visible, but the deeper point is methodological: any time you explain a capacity by 
installing that same capacity at a smaller scale, you have not explained. You have relocated. 

This does not mean we must stop using person-level language. We cannot, and we should not. 
Person-level vocabulary is indispensable for lived life: responsibility, meaning, love, guilt, 
forgiveness, aspiration. What the lesson requires is that we keep levels straight. Person-level 
language can be a summary of what the system achieves. It cannot be the mechanism of how 
the system achieves it. 

In that sense, the homunculus is not the opposite of science; it is the boundary marker of 
science. Where it appears, work remains. 
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12.2 Where the next confusions will appear 

The homunculus will not disappear. It will migrate. It will return in new forms, precisely where 
our explanatory tools are weakest or where our metaphors are most seductive. 

One future confusion will appear in consciousness talk. As models become more 
sophisticated—workspace architectures, integrated dynamics, predictive inference, recurrent 
loops—people will still want a place where “the experience happens.” They will keep asking for 
the inner screen. The danger will not be the cartoon but the reification of abstractions: treating 
“integration” or “global availability” as if they were themselves inner viewers. The homunculus 
will hide inside elegant phrases. 

Another confusion will appear in neuroscience localization. As imaging improves, the public will 
be tempted to treat highlighted regions as “the part that does X,” as if complex capacities live at 
a point. Coordination hubs will be mistaken for inner persons. Correlates will be mistaken for 
commanders. The old “seat of mind” impulse will return with new technical glamour. 

A third confusion will appear in AI explanations. As systems become more capable, the 
temptation to treat them as inner agents will intensify. People will say the model “wants,” 
“believes,” “understands,” “refuses,” “plans,” “deceives.” Some of this will be functional 
shorthand. Some of it will be overreach. The homunculus will appear as a ghost in the machine: 
a presumed inner subject behind the output stream. And the same tests will apply: where is the 
mechanism, can it be decomposed, does it recurse, what breaks first? 

A fourth confusion will appear in ethics and responsibility. As we learn more about how much 
behavior is shaped by habit, context, and unconscious dynamics, there will be pressure to either 
dissolve responsibility (“no one is in charge”) or to reinstall an inner captain to preserve moral 
order. Both extremes are forms of homunculus thinking. The challenge will be to keep moral 
practice while refusing metaphysical shortcuts: to hold people accountable at the person level 
while understanding mechanisms at the system level. 

Finally, confusion will appear wherever metaphors become too successful. The better a 
metaphor explains intuitively, the more it tempts us to stop asking for mechanism. In the 
coming decades, our metaphors will increasingly be drawn from computation, networks, and AI 
itself: “the brain runs algorithms,” “the self is a model,” “consciousness is a broadcast,” 
“attention is a gate.” Each of these can be helpful. Each can also become a new homunculus if 
treated as self-explanatory. 

In short: the next confusions will appear not in the past’s silly images, but in the present’s 
powerful abstractions. 
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12.3 Final reflection: the difference between intuitive pictures and true causes 

The deepest divide this paper has traced is the divide between intuitive pictures and true 
causes. 

Intuitive pictures are indispensable. They let us think, teach, and communicate. They compress 
complexity into manageable form. They preserve what matters phenomenologically. They give 
us a handle on invisible processes. The control room in the head is one such picture, and its 
persistence proves its usefulness. 

True causes are harder. They are often unintuitive. They require decomposition. They require 
tracing chains of operations and constraints. They require admitting when we do not yet know. 
They frequently replace a single vivid image with many interacting parts, none of which feels 
like “me” on its own. 

This is why the homunculus is such a good mirror. It shows how quickly we prefer pictures to 
causes. It shows how readily we accept a satisfying image in place of an unsatisfying 
mechanism. It shows how the mind itself, seeking coherence, generates a little operator as a 
kind of internal story-keeper. 

The discipline, then, is not to purge ourselves of metaphor. The discipline is to keep metaphor in 
its place. Use the control-room image as a way to name real functions—coordination, 
integration, regulation—then translate it into layers and loops, networks and dynamics, learning 
and constraint. Keep the intuitive picture as a guide to what needs explaining, not as the 
explanation itself. 

If this paper has one final contribution, it is a posture: a posture of explanatory humility. When a 
theory puts a little person inside the head—whether literally, managerially, or poetically—it is 
telling you where the mechanism is still missing. The homunculus is the mind’s way of saying, “I 
can picture it, but I cannot yet build it.” 

And that is the right place to end: with a refusal to confuse comfort with comprehension, and 
with a renewed commitment to mechanisms that can replace miniature minds—without 
denying the lived realities that made the miniature mind so compelling in the first place. 

 

Epilogue: Children Reporting a Little Man in Their Head 

There is a moment many adults remember from childhood: the sudden realization that “I am in 
here.” A child looks at their hands, or hears their own thoughts, and experiences a kind of 
interiority shock. If you then ask them what that feels like, some will reach for the most 
available picture: a little someone inside, looking out, deciding, steering. The report can be 
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surprisingly literal. A child may say there is a “tiny man” behind their eyes, or a “driver,” or a 
“person in my head” who tells them what to do. 

It is tempting to treat such reports as evidence of a hidden truth, or as evidence of confusion. 
They are better understood as evidence of how the mind builds usable models of itself. Children 
are not offering mechanisms. They are offering a compressed interface: a simple, speakable 
picture that makes agency and unity manageable. 

Why the report feels natural 

Children begin with a world of agents. People do things for reasons. Parents give explanations in 
intentional language: “You did that because you wanted to,” “He’s angry,” “She’s thinking.” This 
is not wrong; it is how social life is navigated. But when children turn that same interpretive tool 
inward, it produces an inner agent by default. The child’s social model becomes their self-
model. 

Add introspection: inner speech, urges, images, and feelings appear in consciousness without 
obvious causes. From the inside, thoughts can feel like arrivals rather than products. If a thought 
arrives, who sent it? If a desire urges, who is urging? The simplest answer is to posit a sender, an 
urger, a decider. The “little man” is the mind’s easiest explanation for the mind’s own 
opaqueness. 

In that sense, the homunculus is a developmental shortcut. It explains the felt unity of 
experience using a single protagonist. It explains choice using a chooser. It explains attention 
using a looker. The child’s report is the trope in its most innocent form: not a philosophical 
theory, but an intuitive model generated on demand. 

How culture supplies the template 

Children do not invent the control room in a vacuum. Culture provides ready-made pictures. 
Cartoons, storybooks, and everyday phrases supply a stock vocabulary: “listen to your 
conscience,” “use your head,” “something told me,” “part of me wanted,” “I fought myself.” 
Even adults often speak as if they contain a committee, a driver, a manager, or an inner voice. 

Once a child has seen even one depiction of “little workers in the head,” the template becomes 
reusable. It is a meme in the strict sense: a compressive image with high communicative value. 
A child can point to their forehead and say, “He’s in there,” and instantly convey an internal 
drama they cannot otherwise describe. 

This is one reason the trope is culturally persistent. It is a teaching tool that is too effective. It 
lets children talk about attention, impulse, temptation, and self-control with an easy visual. But 
the same convenience can make the metaphor “sticky” and resistant to later mechanistic 
correction. 
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What the report reveals about mind, even if the picture is wrong 

A child saying “a little man is pulling levers” is not revealing a hidden operator. The child is 
revealing the functional needs that any self-model must satisfy. 

First, the need for unity. The child experiences a single stream of awareness and therefore 
expects a single subject. 

Second, the need for agency. The child experiences actions as “mine” and therefore expects an 
author. 

Third, the need for accountability. Even young children feel the moral weight of “I did it” and “I 
should not have.” A stable inner author makes moral accounting possible. 

Fourth, the need for explanation under uncertainty. When causes are not accessible to 
introspection, the mind manufactures a cause that fits the phenomenology. 

So the report is not worthless. It is a clue about the interface the brain constructs for its own 
use: a compressed narrative center that supports coherence and responsibility. The homunculus 
is a picture of the self-model, not a blueprint of the self’s mechanism. 

A careful way to respond without turning the metaphor into metaphysics 

If a child reports a “little man in my head,” the most helpful stance is usually neither ridicule nor 
alarm. Treat it as a metaphorical confession of interiority. The child is trying to describe 
experience with limited tools. 

One can validate the experience while gently shifting the explanation. Something like: “It can 
feel like there’s someone in there steering, because your mind keeps a story about what you’re 
doing. But it’s not a tiny person. It’s your brain working in many parts together, and you feel the 
result as one ‘you.’” 

You can also make the correction concrete without becoming technical. Replace “little man” 
with “teamwork.” Replace “levers” with “signals.” Replace “pilot” with “layers.” Emphasize that 
the feeling of a single self is real and important, while the inner-driver picture is just a way of 
talking. 

This preserves what matters psychologically (unity and responsibility) while avoiding the 
explanatory trap (a miniature agent). 

When the homunculus becomes a problem 

Most of the time, the “little man” report is ordinary metaphor. Occasionally, any internal-person 
language can become confusing or distressing if it is treated as literal, especially if a child is 
anxious, prone to rumination, or exposed to frightening content. In those cases, the same 
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strategy helps: translate the image into a harmless model of mind as layered processes, and 
reduce the sense of an alien occupant. 

The general principle is: keep the child’s moral and emotional reality intact while downgrading 
the metaphysics. The child does not need a lecture on regress arguments. The child needs a 
stable sense that their mind is theirs, even if it is complex. 

Why this epilogue belongs in a paper about homunculi 

Children’s reports are a perfect closing mirror for the entire argument of this paper. They show 
that the homunculus is not merely a historical mistake made by philosophers. It is the mind’s 
default attempt to model itself when faced with its own opacity. It is a spontaneous theory-of-
mind turned inward, a narrative compression scheme, and a cultural meme. 

And that is the deeper lesson: the homunculus will keep returning, not because people are 
irrational, but because intuitive pictures are how humans bridge from experience to 
explanation. The scientific task is not to shame the picture, but to replace it with mechanisms 
while preserving the human goods the picture was protecting: unity, agency, and accountable 
life. 

As long as minds must act under uncertainty, they will produce simple inner characters to stand 
in for complex inner machinery. The homunculus is the childlike face of an adult limitation: we 
can feel the dashboard without seeing the wiring. 
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